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1
Introduction

This thesis is about data mining in the domain of health insurance. The main objective
of this research is twofold. The first objective is to extract as much knowledge out
of our data as possible. Within health insurance, there is plenty of data (hundreds
of millions of transactions per year for a typical Dutch company), so there must be
some useful knowledge in there. Gathering such useful knowledge out of big datasets
is called data mining. As a second objective, there is a clear application present: the
detection of fraud, waste, and abuse.

While working on this subject, the topic of health insurance fraud gained more
and more attention in the media, reaching its climax in 2013, when stories of excessive
claiming reached the Dutch newspapers. The most remarkable story probably is the
‘ear wax gate’ story [37, 36], where an ear/throat specialist charged 1066 euro for a
few minutes of removing ear wax.

The data used in this thesis describes cases where a patient visits a medical prac-
titioner. The medical practitioner charges an amount of money, corresponding to the
treatment the patient received, to a health insurance company. Several parties are
involved in this treatment, each with its own set of knowledge. The patient knows
which treatments are performed, but is unaware of the communication between the
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Chapter 1. Introduction

practitioner and the insurance company. The insurance company knows which treat-
ments are claimed by the practitioner, but is unaware of what exactly happened when
the patient visited the practitioner’s office. The practitioner is the only party that has
both sets of information: he knows which treatments was performed on the patient,
and he knows what treatments he claimed with the insurance company. Because of
this information advantage, a malevolent practitioner is in a unique position that offers
opportunities for inefficient claiming behavior, or even fraud.

The objective from the applied side is: can we detect such malevolent practitioners,
and identify their claiming behavior directly from the data, identifying fraud without
relying on external signals from patients and doctors?

To narrow the focus in our research, we chose a smaller subject within the data min-
ing field: detecting differences. The main application of detecting differences within
health insurance, is to gain insight in costs. Over the last years (in the Netherlands,
but also in other western countries), there has been a rise in health-care costs, and a
growing urgency to control these. By detecting differences, we can locate where (for
which medical practitioner, or for which region) costs are higher. We believe detecting
differences is interesting, because it generally leads to new questions and hypotheses
about what can cause the detected differences. Answers to these questions can deepen
our knowledge about the domain.

Detected differences in health care costs can be caused by multiple factors. On the
regional level, this can be caused by differences in supply of health care or different
types of regional organization of health care. For example: if the number of hospitals
in a region is relatively low, this can cause the treatments performed by general prac-
titioners to be relatively high. At the level of medical practitioners, claiming behavior
can be different due to differences in common practice between practitioners. Differ-
ences can also be due to differences in claims rather than treatments, with the intent
of increasing revenues only. If unnecessary services are performed only to increase rev-
enues, this is often referred to as waste. If services are claimed that are not actually
performed, this is referred to as abuse.

Sparrow [108] categorizes health insurance fraud (waste and abuse) in the following
categories:

− Phantom Billing refers to submitting claims for treatments that are not provided
to the patient. In the worst case, there is the risk of a medical practitioner
claiming very high amounts and numbers of phantom bills in a short time period,
then taking the money and disappearing.

2



− Duplicate Billing refers to submitting similar claims that correspond to the same
treatment. This can be done by a single practitioner, but is also often the case
when both the patient and practitioner submit a claim for a single treatment
that is provided. It is often hard to strictly label duplicate billing as fraud,
because it can also occur unintentionally, due to administration problems.

− Bill Padding refers to submitting claims for unnecessary ancillary treatments
or costs. For example, a pharmacy can claim extra costs if the medication was
prepared ‘magisterially’, which means that the pharmacy had to prepare the
medication manually. If this manual preparation is unnecessary, the claim falls
in the Bill Padding category.

− Upcoding refers to billing for a similar treatment with a higher price than the
treatment that is actually provided/performed. Upcoding often occurs if there
are multiple tariffs for very similar treatments, or if the description of treatments
is not clear. In that case, it can be tempting for the medical practitioner to charge
the treatment codes with highest revenues. Consider the case of upcoding for
dental cleaning treatments. A dentist can charge either a superficial dental
cleaning, a regular one, or an extensive one. If the dentist always charges an
extensive dental cleaning, but is performing a superficial or regular one, this is
considered upcoding.

− Unbundling refers to submitting several claims for services that should be claimed
as one. This constitutes generating more claims than necessary. For example, in
the case of hospital claims: a hospital is allowed to claim one treatment for one
patient during a certain time period. Say, the standard period to treat a broken
leg is six months. When the hospital deliberately schedules the last appointment
of a patient after these six months, only because the hospital can charge a new
claim again, the hospital is artificially increasing its revenues.

− Excessive or Unnecessary Services refer to providing medically unconscionable
or inessential services to a patient. This can be fraud committed by a medical
practitioner only to increase their revenues. It can also be the case if a patient
is asking for certain treatments that are not medically necessary.

− Kickbacks are a form of bribery. Kickbacks can be given by a physician to a
general practitioner, in order to make the GP refer patients to the physicians
practice or hospital. Also a medical practitioner and a patient can work together
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Chapter 1. Introduction

in a fraud scheme. The patient gets paid by the practitioner to perform unnec-
essary treatments, or treatments that are not provided. Another case can be
that uncovered services are charged as if they are covered services. This type of
fraud is very difficult to detect because both the practitioner and the patient are
involved.

Detecting fraud on the level of medical practitioners is usually the most interesting
to an insurance company – much more so than fraud on the level of individual patients
– since the commercial implications are substantial. Hence, there is a need for a data
mining solution to identify unusual claiming patterns that have a substantial economic
impact.

The fraud types that are mentioned above by Sparrow, can be identified using
business rules, fraud-specific statistical methods or data mining.

− Business rules are used to identify claims that are either not allowed by law or
contract, or claims which are physically impossible. The claims identified by
these rules are definitely not permitted. Either already distributed money can
be claimed back directly, or automated checks can be done upfront, before the
payment of the claim is done.

− Fraud-specific statistical models are used to compare claiming behavior of medical
practitioners, for a particular type of fraud. Consider the aforementioned case of
upcoding for dental cleaning treatments: A dentist can charge either a superficial
dental cleaning, a regular one, or an extensive one. The distribution of these
three treatments can be compared across dentist, and the dentists that show the
biggest deviations can be identified using such models. These deviations can be
an indication for fraudulent behavior: further investigation is needed to identify
waste or abuse of the claims of these practitioners.

− Data Mining can be used to identify deviating claiming behavior, that is possibly
not identified using the fraud-specific statistical models, for example because the
type of fraud committed was not previously known. In this thesis, we will focus
on these data mining methods.

The goal of data mining is to detect different or exceptional claiming behavior.
During a pattern evaluation phase, it is decided whether the deviating claiming be-
havior is related to fraud, and to which of the fraud types it can relate. If the pattern
is a new type of fraud, it can be implemented as a business rule, or a fraud-specific
statistical model in the future.
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1.1. Knowledge Discovery and Data Mining

1.1 Knowledge Discovery and Data Mining

In this thesis, we will present novel data mining methods, which we apply to health
insurance data. Data mining refers to extracting knowledge from large amounts of
data. It is commonly seen as a step in the process of knowledge discovery. Knowledge
Discovery from Databases (KDD) is an iterative sequence of seven steps [44]. In this
chapter, we position the research conducted in this thesis. We will also introduce
the health insurance data and the fraud detection domain, since the health insurance
application will reoccur throughout this thesis.

Methods in this thesis mainly focus on the data mining and pattern evaluation
part of the Knowledge Discovery from Databases (KDD) process. The seven KDD
steps are the following:

− Data cleaning refers to removing noise and inconsistent data from the database.
In the health insurance application, we obtain these datasets from a health in-
surance company that already does the data cleaning. Before a claim is paid to
a customer or medical practitioner, some standard checks are done. For example
it is checked whether the patient is insured at the time of the claim, whether the
medical practitioner is known, the treatment code is an existing code, and so on.

− Data integration refers to combining multiple data sources. In the health care
application, data integration is about merging databases containing information
about claims, patients, and medical practitioners. The most important database
that is used is the one containing the claims of the practitioners. This data is
enriched by other datasets containing information about patients, types of insur-
ance, and characteristics of medical practitioners. For the patients, for example,
age, gender, and socioeconomic status are added, as well as information about
their medical history. For medical practitioners, the specialism, type of con-
tract, and information about their location are important variables. Usually, the
claims datasets are categorised by type of medical practitioner (e.g. pharmacy
data claims, GP data claims, etc.). We can use data integration to obtain an
overview of all health care a single patient used.

− Data selection refers to selecting a relevant subset of the database to analyze.
Data selection corresponds to selecting the type of medical practitioner we wish
to compare, and type of patient we would like to analyze. As type of practitioner,
we can for example select dentists, and as type of patient, patients claiming more
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than 100 euro on dentist treatments in a year. In observational studies, a group
of patients that is investigated is also called a cohort. A cohort is a group of
patients who share a common characteristic within a defined period.

− Data transformation refers to transforming the selected subset in a form that
is appropriate for the mining process. The data transformation usually consists
of aggregating costs into categories. These categories are, for example based on
diagnosis, medication category, or type of treatment. More about the aggregation
and transformation of data can be found in Section 1.2 about transactional data.

− Data mining refers to the process where intelligent methods and algorithms are
applied, to extract data patterns. In our application, this concerns finding the
interesting transactions, patients, and practitioners.

− Pattern evaluation refers to the identification of the truly interesting patterns to
the user, based on some interestingness measures. Methods in this thesis mainly
focus on the data mining and pattern evaluation part of KDD. Often these parts
work together in a single method: usually there is a search component in the
algorithm that searches for the interesting patterns, and a pattern evaluation
part that is used during the search that measures how interesting the pattern is.

− Knowledge presentation refers to visualization and other ways that are used to
present the mined knowledge to the user. The most common forms of presenta-
tion we use are tables and histograms about the patterns found.

Other Knowledge Discovery and Data Mining process models exist as well, for
example the CRISP-DM model [107], that includes business understanding and data
understanding as first two steps in the process. Data integration, selection, and trans-
formation are data pre-processing steps. Usually, there are multiple ways to look at the
data, and there is no best method of transformation. In this thesis, the pre-processing
of the data that is used is described in the experimental section of a chapter, before
the mining results are presented. The chapters in this thesis will be (mostly) about
the data mining and pattern evaluation part. Knowledge presentation usually depends
on the method that is used. For example, when detecting outliers (single deviating
transactions or patients), it is important to present why something is an outlier, so
the context of the outlier should be explained rather than only presenting the single
data point.
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1.2. Transactional Data

1.2 Transactional Data

Methods in this thesis work well for transactional data, where transactional refers to
the data that is stored in the database. The raw data in such a database consist of
single transactions, each transaction representing an ‘event’ that happened at a cer-
tain time. Such transactional data can be stored in a relational database, of which
Figure 1.1 gives an example. Other data are temporal data, sequence data, and time
series data, where the notion of time is very important. Examples of such data are data
about a stock exchange index, or sensor measurements. Spatial databases contain spa-
tial information about objects. Text and multimedia databases contain unstructured
language; the data is not represented tabular format.

In a relational database containing transactions, each transaction represents an
event that happened at a certain time. A transaction can be a good purchased at
a shop, a financial transaction entered into the general ledger, or a sentence passed
by a judge. In Figure 1.1, these events occur in the ‘transaction’ table. Figure 1.1
shows how the transactions are stored in a relational database. Figure 1.1 also shows
the other entities involved in the transaction: the customer, shop, and the item. In
such databases, we are interested in finding deviations on all levels, not only on the
level of transactions, but also on the level of customers and shops. On the level of
customers and shops, this means that we are comparing sets of records: each customer
has produced one or more transactions, each shop has multiple customers, and even
more transactions.

The methods presented in this thesis use these one-to-many properties of the data.
When comparing customers, for example, an aggregation of the set of transactions of
a customer is made, e.g. the costs of transactions are aggregated over a time period.
In such a way, a new dataset, where each record represents a customer, is obtained.
This aggregation can be carried even further: every shop corresponds to a collection of
customers, so the records representing these customers can be aggregated into a single
row to represent a shop.

Each customer has made one or more transactions, so when comparing customers
we can also compare these sets of transactions between customers directly, without
aggregation. Also, the set of transactions of shops can be compared to the set of
transactions of other shops, and the set of customers of a shop can be compared
to those of other shops. The advantage of comparing these sets directly is that no
information is lost during the aggregation step. The disadvantage is that it can be
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Figure 1.1: Database schema of a relational database containing transactions.

hard to detect and describe differences between sets of records. It is harder than
comparing aggregated values with each other.

The setting described in Figure 1.1 describes customers and shops. Other applica-
tions of transactional data are found in health insurance data. Here, each transaction
in the raw data represents a treatment (consultation, medication delivered, surgery,
...) that is charged by a medical practitioner. The ‘Customer’ table in Figure 1.1 can
be replaced by a patient table in this setting. The Shop table can be replaced by the
medical practitioner (i.e. hospital, pharmacy, GP).

1.2.1 Challenges: detecting differences

Data mining methods can be divided into several categories, according to the task
they address [44].

− Classification is about learning a function that maps input variables to a fixed
set of distinct classes.

− Regression is about learning a function that maps input variables to a numeric
value.

8
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− Clustering is about learning (descriptions of) a finite set of clusters to describe
the data.

− Summarization is about learning compact descriptions of the data.

− Dependency Modelling is about learning dependencies between variables in the
data.

− Change and Deviation Detection is about finding the most interesting changes
in the data from previously measured or normative values.

In this thesis, we are interested in detecting differences in datasets, based on the
data. So according to the summary above, the research conducted in this thesis falls
in the category Change and Deviation Detection. These detected deviations can be
detected for different entities in the data. At the lowest entity level, deviations can
be detected directly on the level of transactions. In other words, transactions are
compared to the other transactions, and reported as interesting if it is sufficiently
different from others. In most cases, we are also interested in detecting differences on
higher aggregation levels, say the level of practitioners or patients (or, in the case of
the database in Figure 1.1, shops or customers).

1.2.1.1 Unsupervised and supervised learning

Data mining and machine learning methods can also be categorized in supervised and
unsupervised learning methods. Supervised learning methods are used where the task
is to predict a label (or class), or a numeric value, based on example data where this
label is already given. Usually, the task is to infer a function that has as input the
attributes (columns) of the data, and as output a prediction. This type of learning is
also called predictive induction [95].

Unsupervised learning methods refer to the problem of trying to find hidden struc-
ture in unlabelled data, and describing this structure. This is also called descriptive
induction [95]. The methods we are interested in can be categorized as unsupervised
learning, since we do not have information beforehand about what is rare or deviating,
so we do not have a labelled set. Unsupervised models, for example, describe clusters
in the data: a cluster is a set of objects that are similar to each other. Frequent pat-
tern mining methods [4] describe the most frequent patterns in the data. In contrast
to many unsupervised learning methods that try to describe what is common (or fre-
quent) in the data, we are interested in what is uncommon or deviating in the data.

9
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To identify and describe what is uncommon, we will use two unsupervised learning
techniques: Outlier Detection and Subgroup Discovery. Subgroup Discovery is usually
seen as a supervised learning technique. When the task at hand is describing inter-
esting new patterns or group differences (instead of using it for prediction), we would
call it an unsupervised learning technique.

1.2.2 Outlier Detection

Techniques that identify individual outlying points in a dataset are referred to as
outlier detection techniques, also called anomaly detection techniques. Sometimes
the distinction between outliers and anomalies is defined by their real-life relevance,
where anomalies are a subset of the outliers. In this definition, outliers are unusual
observations in the data that are merely uncommon, but not necessarily of interest to
the end-user, while anomalies are outliers in the data that are also interesting cases
to the user. The interestingness or real-life relevance of anomalies is a key feature of
anomaly detection. We will show examples of Outlier Detection techniques in Chapter
2, and discuss the advantages and disadvantages. Chapter 4 and Chapter 5 describe
two useful applications of outlier scores. Chapter 4 describes how to aggregate outlier
scores, and Chapter 5 explains how to automatically describe groups of outliers.

1.2.3 Subgroup Discovery

When comparing shops in Figure 1.1, we can also compare the set of transactions (or
customers) corresponding to those shops directly. Comparing sets of data is generally
referred to as Subgroup Discovery [95], but also as Contrast Set Mining [16] and
Emerging Pattern Mining [39]. In the work of Klösgen [67] and Wrobel [115], the
problem of SD is defined as follows:

Given a population of individuals and a property of those individuals we
are interested in, find population subgroups that are statistically most in-
teresting, e.g., are as large as possible and have the most unusual statistical
(distributional) characteristics with respect to the property of interest.

As an extension to this definition, we are not primarily interested in the population
subgroups themselves, but in the descriptions that form those groups, since these
descriptions tell us how the transactions of the single shop (called the property of
interest in the definition above) differ from the others.

We will elaborate more on SD in Chapter 3.
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1.3 Research Questions

This thesis is about detecting interesting differences in data. The central question is:
how can we detect them?

Within the health insurance domain, this central question is translated to: How
can interesting differences in claiming behavior be detected? Furthermore this thesis
addresses issues that arise when applying data mining techniques to detect differences.

There are questions related to the interestingness of the patterns found:

− How can we include domain knowledge into the detection methods? (because
new patterns are more interesting than patterns we already know).

− Can we say something about the significance of the differences, e.g. could they
be observed by chance? (because patterns that could occur at random are less
interesting than patterns with a very high significance).

− How can we deal with aggregation levels in detection?

− How to aggregate and combine results from different models? (because patterns
on a very low level of aggregation are often less interesting than that on a higher
level).

− How to include costs in the detection algorithm? (because patterns involving
higher costs are considered more interesting than patterns with lower costs).

Other questions are related to the presentation of patterns:

− How can we present distance-based outliers in a clear way to the user?

− Can we generate descriptions that are understandable?

− How can we present subgroup discovery results in an understandable and succinct
way?

Within the health insurance domain, these questions can be formulated as:

− How can outliers be detected that are meaningful in the health insurance domain?

− How can data mining techniques be adopted to aggregate outliers and to discov-
ery generally applicable patterns of fraud?

11
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− How can the utility of patterns be improved by taking into account existing
knowledge about deviations?

− How can we include economical factors of various types of fraud?

1.4 Outline Thesis

This thesis consists of ten chapters (including the current chapter). In this overview,
we will shortly explain the contents of each chapter, and on which publications each
chapter is based.

Chapter two is an introduction to outlier detection. Different types of outlier
detection are introduced. This chapter features an example from the article

An Interactive Approach to Outlier Detection, R.M. Konijn and W. Kowal-
czyk, in Proceedings of the 5th International Conference on Rough Sets
and Knowledge Technology, RSKT 2010 [75].

The third chapter is an introduction to Subgroup Discovery. In this chapter, dif-
ferent Subgroup Discovery settings are discussed, and examples are given on health
insurance data. It contains an example of the article

Efficient algorithms for finding optimal binary features in numeric and
nominal labelled data, M. Mampaey, S. Nijssen, A. Feelders, R.M. Konijn
and A. Knobbe, in Knowledge and Information Systems [91].

The fourth chapter is about aggregating outlier scores on a higher entity level. It
is based on the article

Finding Fraud in Health Insurance Data with Two-Layer Outlier Detection
Approach, R.M. Konijn and W. Kowalczyk, in Proceedings of the 13th
International Conference on Data Warehousing and Knowledge Discovery,
DaWaK 2011 [76].

The fifth chapter explains how to describe (groups of) outliers. It is an extension
of the article

Hunting for Fraudsters in Random Forests, R.M. Konijn and W.Kowalczyk,
in Hybrid Artificial Intelligent Systems, 2012 [77].
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Chapter six is about subgroup redundancy. This is a common problem in Subgroup
Discovery. In this chapter, the redundancy problem is explained by examples, and a
number of techniques is explained and (qualitatively) compared against each other.

Chapter seven explains how to use prior knowledge in the subgroup discovery pro-
cess. This is useful in order to find new interesting subgroups, and not the subgroups
that are already known or can be explained by prior knowledge. This is (yet) unpub-
lished work.

Chapter eight is about finding local subgroups. The idea is to zoom in on a part of
the data automatically, in order to find interesting subgroups in this part of the data.
It is an extension of the article

Discovering Local Subgroups, with an Application to Fraud Detection, R.M.
Konijn, W. Duivesteijn, W. Kowalczyk and A. Knobbe, in Proceedings
of the Pacific-Asia Conference on Knowledge Discovery and Data Mining
(PAKDD 2013) [73].

Chapter nine explains how to incorporate costs of treatments into subgroup quality
measures, in such a way that the quality of a subgroup can be measured in for example
euros lost or gained. It is based on the article

Cost-based Quality Measures in Subgroup Discovery R.M. Konijn and W.
Duivesteijn and M. Meeng and A. Knobbe, published in New Frontiers in
Applied Data Mining - PAKDD 2013 International Workshops [74], and
based on the article with the same authors and title in Intelligent Informa-
tion Systems [72].

Chapter ten contains the conclusion, in which the research questions that were
posed in this chapter are answered. We also present some new ideas for further re-
search.
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2
Outlier Detection

Techniques that identify individual outlying points in a dataset are referred to as outlier
detection or anomaly detection techniques. In general, we assume that an outlier is
an individual observation from a dataset D that is somehow unusual, because it is
deviating from the other observations in the data. A definition of what constitutes an
outlier, is for example given by Hawkins [58]: an outlier is an observation that deviates
so much from other observations as to arouse suspicion that it was generated by a
different mechanism. Outlier detection techniques can be subdivided into a number
of categories in different ways. We divide them into model-based, depth-based, and
distance-based techniques. Model-based techniques assume the data can be described
by a (parametric) model: observations that are very different from this model are
labelled as outliers. Depth-based techniques assume a single ‘center’ of the data:
observations that are very far from this center are labelled as outliers. Distance-based
techniques assume a distance between observations, measured by a distance metric.
Observations that are very far from neighbouring observations are labelled as outliers.
We will start by elaborating on model-based outlier detection techniques.

15



Chapter 2. Outlier Detection

2.1 Model-based Outlier Detection

Model-based outlier detection techniques work on uni-variate or multivariate data.
The simplest detection techniques work on a single attribute at a time, and are hence
referred to as uni-variate techniques.

2.1.1 Model-based outlier detection: uni-variate data

Outlier detection was first investigated by the statistical community, when analyzing
uni-variate distributions. These techniques thus work on one attribute (column) of the
data. For a numeric attribute in the data, a (parametric) probability density function
is fitted. Outliers are the data points with very low probability, and are often found
in the tails of these distributions. Anscombe and Guttman [8] define these outliers
as: “an anomaly is an observation which is suspected of being partially or wholly
irrelevant because it is not generated by the stochastic model assumed”. In case the
data is known to originate from a certain probability distribution, hypothesis tests
can be done to test if outliers are present or not. These tests are called discordancy
tests, and can be used to decide whether or not the outlier is a member of the main
population. If the discordancy test rejects the null hypothesis, the data instance is
declared anomalous. For example, the Grubbs test [55] can be applied in case the data
is normally distributed. The test statistic for the Grubbs test is defined as the number
of standard deviations from the mean. Under the assumption of a normal distribution,
the distribution and the critical region of this statistic can be obtained. Test statistics
are also available for other distributions. [15] provides tables with discordancy tests
for a broad range of distributions. The main drawback for these statistical tests is that
one has to assume that the data comes from a known probability density function. For
many datasets, this probability density function is not known upfront.

We show an example on pharmacy data for the attribute that describes the cost
per patient for the attribute indicating Gonadotropin preparations. This medication
is prescribed for women who have difficulties becoming pregnant. Typically, the medi-
cation is prescribed for a period of a few months, too see if it works. After the attempt
of a few months, the medication is not prescribed (and not covered) anymore. Because
some women still want to try to become pregnant after this period, the medication
is sold as well. Figure 2.1 shows the distribution as a histogram, as well as a fit of a
normal distribution and a logistic distribution. The three outliers, patients that use
10,400, 11,500, and 12,800 euro within a year, are interesting for further investigation
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Figure 2.1: Histogram of the costs per patient per year, for Gonadotropin preparations
(fertility medication). The blue line indicates a fit of a normal distribution, the red
line is the fit of a logistic distribution. Both distributions are truncated at zero. There
are three outliers: patients that use 10,400, 11,500, and 12,800 euro within a year.

not only because they are outliers from a statistical point of view, but also by using
this domain knowledge.

There are different ways to define outliers using model-based detection: points that
have low probability according to the fitted distribution can be labeled as outliers, and
are interesting for further investigation. Another way to define outliers, is as points
that have a high influence on the estimated probability density function. [116] for
example, uses the Hellinger distance between two probability density functions to
test if an instance is an outlier: one probability density function estimated with the
instance, and one probability density function estimated without the instance.

Another approach is to model two probability density functions: one probability
density function for normal instances, and one for the outlying instances. For example,
in Eskin et al. [43], the authors use a mixture model to model the probability density
function for the normal instances, and a uniform distribution to model the outlying
distribution (distribution of outliers).
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For nominal and ordinal attributes, the probability density function is obtained by
a frequency count. The inverse frequency can be used as an outlier score; values that
occur vary rarely are labeled as outliers.

To avoid the assumption of a parametric distribution, non-parametric distributions
can be used as well. For uni-variate data, two non-parametric visual techniques are
histograms and box-plots of the data. In the case of histograms, instances that fall into
bins with a low bin size, are suspicious. Also, statistics based on the deviation from
the mean can be made. For example, the statistic “the number of standard deviations
away from the mean” can be used, where the mean and standard deviation are both
estimated from the data.

2.1.2 Model-based outlier detection: multivariate data

Probability density functions can be estimated for 2 or more attributes as well. A
number of parametric multivariate probability density functions is available. In case
multivariate data is known to come from a named distribution, there are discordancy
tests available to test if there are outliers [15]. For other distributions, it is possible
to derive critical regions for discordancy tests, but often the mathematical derivations
are too complex. Also, it is often not known what kind of multivariate distribution
the data comes from. These drawbacks make the discordancy tests less suitable for
high dimensional multivariate data.

Non-parametric techniques can also be used for multivariate data. They do not
assume that the data is generated by a named probability density function. Instead,
the data is usually modeled by using histograms or kernel density estimates. There
are two drawbacks of non-parametric techniques: the first is assigning probability
to regions in which no data points ‘fall’. This is related to another problem when
creating a multivariate probability density function: the curse of dimensionality. When
creating a multi-dimensional histogram, the number of bins in the histogram grows
exponentially with the number of dimensions. Already with relatively few dimensions,
millions of data points are needed in order to estimate the probability of an instance
falling into a bin. To circumvent this problem, one way is to assume all attributes
independent. An outlier score is then created by aggregating uni-variate outlier scores.
For example, in the book of Mannila et al. [56] the authors propose to build a histogram
for each attribute. In this case, the probability of observing an instance is obtained
by multiplying the heights of the bins of the histograms that an instance falls in, per
dimension. Because the independence assumption can be unrealistic, a compromise
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is often made: some dimensions are assumed independent, while others are not. A
probability density function can be modeled that captures these dependencies, for
example as a Bayesian network [45]. The main idea is that the probability density
function can be written as:

P (X1 . . . Xn) = P (X1)P (X2|X1)P (X3|X1, X2) . . . P (Xn|X1 . . . Xn−1) (2.1)

Next, because of assuming independence, some conditional variables in formula 2.1
are left out.

Wong et al. [114] use a Bayesian network to model patient diagnosis characteristics,
of patients visiting the hospital. They test new incoming data in batches against the
fitted Bayesian network. If a new batch of data is very different from the Bayesian
network, it may indicate a disease outbreak.

A disadvantage of using a Bayesian Network for detecting single outliers, is that it
leads to many false positives due to the fact that if one nominal attribute has a very
infrequent value, this causes the record to be labeled anomalous. In their paper [35],
the authors argue that outliers can be found in an easier way, by using the inverse
attribute frequency for attribute values. Therefore they search for outliers that have
infrequent combinations of attributes.

2.1.3 Modeling one important attribute

In some cases, the user is most interested in one target attribute. This is also often
the case in transactional data, where money is involved in the transactions. The value
of such a target attribute is usually dependent on other attributes in the data. To
describe these dependencies, a model is made to estimate the distribution of y:

P (y|x1, x2, . . . , xn) (2.2)

where y is the target attribute, and x1, x2, . . . , xn are the other attributes in the data.
In our health insurance application, we are usually interested in costs, per claim or
per patient, which is often the target attribute y. As a quick attempt to find outliers,
the attributes x1, x2, . . . , xn can be assumed independent. Next, the distribution of
y|xj can be modeled. Uni-variate outlier detection techniques can be used on this
distribution to find outliers with the lowest likelihood (combinations of very infrequent
combinations for y and xj. A disadvantage can be that y can be outlying in one
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dimension, but not in others. For example, in the pharmacy dataset, there are records
describing very expensive medication. When we consider y as the cost of a record (a
single claim made by a pharmacy), this claim would be outlying in many dimensions,
except the medication type.

When we are only interested in high values for y conditional on xi, this means
we are interested in low values of P (y ≥ yi|xi), we can estimate this probability by
Chebyshev’s inequality:

P (Y − Y
std(Y ) > d) ≤ 1

1 + d2 , (2.3)

so the outlier score of a single record xi becomes

score(xi) = 1
min(P (y ≥ yi|xij)), j = 1 . . . n (2.4)

In case xj is continuous it can either be discretized, or a selection of the attribute xj
can be used based on a neighborhood (a window) of xj values that are close to xij.

We show an example of an outlier that is found using this approach (which we
will call the Chebyshev score) on the pharmacy dataset. In this dataset, each record
is a single claim of medication that is given to a patient at a certain point in time.
A record contains information about the patient (age, gender), pharmacy, as well as
characteristics of the medication (number of pills, categorization), and the date of
distribution. Figure 2.2 shows an example outlier that is found using this approach.
This outlier occurred because pharmacies can claim this medication (diavonex cream)
by entering the amount of milliliters, or the amount of tubes they deliver. The outlier
is caused by a mistake made by the pharmacy.

2.1.3.1 Regression-based techniques

Regression techniques try to model the distribution of y based on all explanatory vari-
ables x1, x2, . . . , xn. The distribution P (y|x1, x2, . . . , xn) can be modeled in different
ways. In case a distribution is assumed, we can use the probability of observing y.
Sometimes only a prediction of y is obtained from a model. In that case, an outlier
score can be obtained by the residual: yi − ŷi, where yi is the observed value in the
data and ŷi is the value according to the prediction model.
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Figure 2.2: An outlier found with the Chebyshev score. It concerns a claim of 120 ml
Diavonex cream, medication that is prescribed to treat psoriasis. The outlier is the
point (120,4970).

2.1.3.2 Linear regression

Linear regression is a commonly used model, y is modeled as a linear combination of
x:

y = β0 + β1x1 + β2x2 + . . .+ βnxn, (2.5)

or in matrix notation y = βX. The vector β can be calculated by (XTX)−1XTy.
There are different outlier statistics for this model. Jensen et al. [61] divides these
outlier statistics into three groups:

− Standard diagnostics are for example the residuals, and the standardized (or
studentized) residuals.

− Measures based on the variance of the residuals. The variance of the residuals
of the linear model with and without a given instance has to be calculated first.
The difference of these variances can be used as an outlier statistic. When
the residuals are assumed to be normally distributed, the critical regions of the
distribution of this statistic can be calculated.
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− Distance measures measure the distance of an observation to the linear model.
For example Cooks distance [33] for an individual example in the dataset depends
on the sum of the difference in residuals between the model fitted with, and
without the example. In other words, it is the influence of a single observation
on the estimates of all other points. Outliers that have a high influence on the
parameter estimates are also called leverage points.

Apart from linear regression, other regression techniques exist. Examples are near-
est neighbor [6] regression, and regression trees [25]. In Chapter 5, we will use Random
Forests as a regression technique to obtain an outlier score.

In case y is binary, a classification model can be used to model y. Particularly
useful as an outlier score are classification methods for which the prediction of y is not
binary, for example ŷ ∈ [0, 1]. An outlier score can again be obtained by the residual
yi − ŷi. In Chapter 7, we will explain how to use either Bayes Rule or a logistic
regression model to obtain such a prediction ŷi. The chapter will elaborate on how to
find (descriptions of) groups for which yi − ŷi is high for the whole group.

2.1.4 Information-theoretic models

These algorithms are based on the idea that outliers are likely the points that, once
removed from the data, the dataset as a whole has less uncertainty or disorder. In
particular, they propose the idea of finding a small subset (of size k) of the data points
that contribute to the elevated disorder of the dataset the most.

In Arning et al. [9], the authors are looking for the greatest reduction in Kolmogorov
complexity [86] for the amount of data discarded. The intuition behind this approach
is that the exception set is the subset of items that contributes most to the dissimilarity
of the item set, with the least numbers of items in the exception set.

Different authors propose different measures to quantify the complexity or homo-
geneity of the data. Keogh et al. [65] use the size of the compressed data file (using
any standard compression algorithm) as a measure of the dataset’s Kolmogorov Com-
plexity. CoCo [21] applies the MDL principle to do parameter-free outlier detection.

2.2 Depth-Based Techniques

When we take a look at the results of the uni-variate techniques in Section 2.1, we can
observe that the outliers are in the tail of the distribution. Uni-variate distributions
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can be visually explained as well: usually points that are at the edge of a box-plot or
histogram can be identified as outliers. This idea of the ‘distance to the center’ is used
in depth-based techniques. The description by Gosh [50] is: data depth measures the
centrality of a d-dimensional observation x with respect to a multivariate distribution
F or with respect to a given d-dimensional data cloud. It helps to build up a systematic
and non-parametric approach to generalizing various features and properties of uni-
variate distributions to multivariate distributions.

The first depth-based approaches were used on uni-variate data. Tukey [110] in-
troduced the depth of a data point x in a one-dimensional dataset X = x1, . . . , xn as
the minimum of the number of data points on the left and on the right of x. So, the
sample minimum and the sample maximum both have depth 1, and the median has
depth n/2. Tukey defined the depth of an instance x in a k-dimensional data-set as the
minimum of the depth of x in any one-dimensional projection of the data-set. In more
detail, a projection is defined by multiplying the value of a k-dimensional instance x
with a k-dimensional vector of unit norm. Then, the data-set uTx is a one-dimensional
projection of the data-instance x. This measure, which is called the half-space depth,
can also be seen as the minimal number of data points contained in a closed half-space
of which the boundary plane passes through x. In higher dimensions, the depth of
a point gives an indication of how deep the point is inside the cloud. A point with
maximal depth can then be thought of as a multi-dimensional median [40].

For two-dimensional data, the depth contour plots [110] can be used as a tool for
exploratory data analysis. [105] describes how to construct a ‘bagplot’, which can be
seen as a bi-variate generalization of the uni-variate boxplot. This bagplot is also based
on the half-space depth. Figure 2.3 shows an example of a bagplot for two variables
that are related to diabetes.

2.2.1 Shortcomings

Depth-based techniques can be computationally intensive. For example the implemen-
tation of the bagplot in LIBRA [106] uses a standard of 200 observations, and advises
subsampling if the data consists of more than 200 observations. For the halfspace
depth, there is no clear ranking in outliers: points that are on the convex hull all score
the highest. This can be a problem if the convex hull is large. An even bigger problem
is the curse of dimensionality for high dimensions. The meaning of the distance to the
data center can be hard to verify in a high dimensional space. In 2-dimensional space
however, the depth contour plot can be a great visualisation technique, as Figure 2.3
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Figure 2.3: Bagplot according to the halfspace depth of a two-dimensional dataset.
Each dot represents a single patient. The x-axis is the amount spent on diabetes
medication during a year. The y-axis is the amount spent on diabetes testing material
during a year. The areas can be seen as some kind of two-dimensional boxplot. The
multi-dimensional median is the big cross in the center of the cloud.
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shows.

2.3 Distance-Based Techniques

Distance-based techniques are based on the assumption that normal observations occur
in dense neighborhoods, while outlying observations occur in (very) sparse neighbor-
hoods. In other words, normal observations have a small distance to their neighbors,
while outlying observations occur far from their closest neighbors. To measure this, a
distance measure is required.

There are different definitions possible that can be used to identify outliers. Some
definitions are based on the k-nearest neighbor. In their article [100], the authors
define an outlier as: an example xi is a (k, n) outlier if no more than n − 1 other
points in the dataset have a higher value of ϕk than x, where ϕk denotes the distance
of the k-th nearest neighbor of x. [71] defines a DB(p, ϕ) outlier as: an example xi in
a dataset D is a DB(p, ϕ) outlier if at least fraction p of the objects in D lies greater
than distance ϕ from xi. [7] defines a weight for each point, where the weight is defined
as the sum of the distances from its k nearest neighbors. Outliers are those objects
having the largest value of this weight. There are some small differences between these
definitions. The first definition by [100] does not provide a ranking of the outliers. For
the definition by [71], it may be hard to set the parameters appropiately. The definition
of [7] overcomes these problems, but requires the most calculations.

2.3.1 Distance-based methods on dentistry data

We apply a distance-based score on dentistry data. Each dentist is represented by a
profile that consists of 13 attributes. For dentistry claims, we can categorize each claim
into one of 13 categories, as listed in Table 2.1. Each attribute in the density profile
corresponds to a claim category. It indicates the fraction of patients for which at least
one claim out of that category was made by the dentist. For example, if all patients of
a dentist received a standard consult (from the category 5: consultation, diagnostic, x-
ray diagnostic), attribute 5 has the value 1. If 20% of the patients received a treatment
related to prosthesis (usually dentures), attribute 11 has the value 0.2. We remove all
dentists from the data that treated less than 200 patients. This leaves a total of 8 947
dentists. Note that we talk about dentists including all dental specialists as well: e.g.
orthodontics, prosthodontists, implantologist etc.
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We will find outliers amongst these dentist by using a distance measure. Dentists
that roughly charge the same treatments for their patients are close to each other.
Dentists that charge claims from completely different categories are far away from
each other. As a first example we use the (k, n) outlier score from Ramaswamy et
al. [100], with k = 1, and n = 1. In words, this is the outlier that has the biggest
distance (n = 1) to its first nearest neighbor (k = 1). Figure 2.4 shows the profile
from the outlier. The left two graphs in the figure show the original profile. The right
two graphs show the standardised profile, where the attributes are standardised (i.e.
denote the number of standard deviations from the mean of the attribute value in the
whole data). For the outlier, the standardised value for attribute number 6 is high,
indicating that claims are received in the category ‘uninsured costs paid by patient’.
For dentistry insurance, sometimes there is a maximum amount insured in a year. If
a patient exceeds this limit, the excess has to be paid by the patient. So the ‘outlying’
dentist tries to claim money that is not covered by the type of the insurance of their
patients. The closest neighbor of the outlier also has a high value for attribute 6, but
the deviation from the mean is much less (23.5 standard deviations instead of 70).

The disadvantage of using standardised attributes, is that one attribute that is
almost solely used by a dentist causes the profile of the dentist to be very distant from
the others. Another disadvantage of this approach is that it looks at the closest neigh-
bor only, so it could happen that two outlying profiles that are in one cluster mask
each other. The next example uses the ‘standard’ Euclidean distance, and computes
the distance to the top 100 neighbors, the outlier score defined as weight in Anguilli
et al. [7]. Figure 2.5 shows the top outlier found with this measure. The outlier is the
dentist that only claims the hourly tariff for (mentally) disabled patients. Other den-
tists that treat disabled patients also charge claims for other treatments they perform
on those patients. This is shown by the average profile from the 100 nearest neighbors
of the outlier. In the last section of this chapter, we present more figures (apart from
the average profile) that can be used as outlier diagnostics.

2.3.2 Density as an outlier score

Instead of the distance, also the density of a point can be used as a measure of out-
lierness. When the calculation of the density is based on a distance measure, these
methods also fall under the category distance-based measures. The density is usually
defined by the volume and the number of examples (counts) within this volume. The
previously mentioned DB(p, ϕ) outlier defined by [71] can also be viewed as estimat-
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Figure 2.4: The top (k, n) [100] outlier with k = 1, n = 1 that is found using standard-
ised euclidean distance. This outlier has the biggest distance to its 1-nearest neighbor.
The difference is caused by the relatively high fraction of patients using costs from cat-
egory 6: Deductible (uninsured costs paid by patient). The top two graphs show the
profile of the outlier. The bottom two graphs show the profile of the nearest neighbor
of the outlier. The left two graphs show the profile of the outlier (left upper graph),
and the profile of the nearest neighbor (left lower graph). The two graphs on the right
show the standardised profile, where the percentages are standardised using the mean
and standard deviation of the whole dataset.
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Table 2.1: The 13 cost categories in the dentistry dataset.

Number Category
1 Empty (no category)
2 Anaesthesia, laboratory costs surgery, gnathology
3 Hourly tariff (mentally) disabled patients
4 Prevention, dental cleaning, paradontology
5 Consultation, diagnostic, x-ray diagnostic
6 Deductible (uninsured costs paid by patient)
7 Endodontics
8 Implants
9 Orthodontics
10 Orthodontics (charged by dentist instead of orthodontist)
11 Prostheses
12 Restorations using non-plastic materials
13 Restorations using plastic materials

Figure 2.5: Profile of the outlier that has the biggest average euclidean distance to its
100 nearest neighbors. The left graph shows the profile of the outlier, the right graph
shows the average profile of its 100 nearest neighbors.
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Figure 2.6: Distance-based outlier o1 and density-based outlier o2. When we compare
the density based outlier o2 to the cluster C1, we see that point o2 has the same
distance to its neighbouring points as the points in cluster C1. However, visually we
would consider point o2 to be an outlier, because of the high density in cluster C2.
Figure from Breunig et al. [26].

ing the global density for each data instance, since it involves counting the number of
neighbors in a hyper-sphere of radius d. For example, for a 2-dimensional dataset, the
density of a data instance can be defined as n/πd2. The radius d can be fixed, and 1/n

can be used as the anomaly score, or n can be fixed, and 1/d is used as the anomaly
score.

2.3.3 Density-based techniques

Distance-based methods perform less well in the case of varying densities within a
dataset. To handle the issue of varying densities in a dataset, [26] defines the Local
Outlier Factor (LOF). We explain LOF with the use of Figure 2.6 from the original
LOF paper [26].

For a data instance, the LOF Score compares densities of nearest neighbors, in-
stead of distances. The LOF score is the ratio of the average density of its k nearest
neighbours, and the density of the data point itself.

To explain how the density of a point is calculated, we introduce some defini-
tions. First, the k-distance of a point x is defined as the distance of x to its k-th
nearest neighbor. Next, the reachability distance, reach-dist(x, o) is defined as max(k-
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distance(o), d(x, o)), where d(x, o) is the distance between x and o. The reachability
distance between two points is their actual distance, except if points are very close,
then the actual distance is replaced by the k-distance of o. k can therefore be seen as
a smoothing parameter: the higher k, the more similar the reachability distances are
for points in the same neighborhood.

Using these two definitions, the local reachability density of a point x is calculated
as:

lrdk(x) = 1/
∑
o∈knn reach − distk(x, o)

k
(2.6)

where knn are the k nearest neigbors of x. So in words, the lrd of x is the inverse of
the average reachability distances to x. If the distances of its nearest neighbors to x
is big, the density is low, if the distance is small, the density is high.

The LOF is obtained by comparing the densities of x to its k nearest neighbors:

LOFk(x) =
∑
o∈knn

lrdk(o)
lrdk(p)

k
(2.7)

The LOF is a ratio: scores close to 1 mean that the density of x is not very different
from its neighborhood, while a very high score for x mean a very low density compared
to its neighborhood.

One problem that can occur in practice is the case of duplicate points, that have a
reachability distance of zero, and hence an infinite density. To overcome this problem,
a minimum density can be assumed. Such a minimum density can also be used for
efficient search. [62] finds the top k local outliers by pruning the search space, based
on a minimum assumed density in the dataset. A variant of LOF decouples the k1 that
is used to compute the density, from the k2 that is used to compare densities between
points [78].

A variant of LOF is the Connectivity Outlier Factor (COF) [109]. The idea of
density-based outliers is the same as LOF, only when computing the COF, the neigh-
borhood for an instance is computed in an incremental mode.

In Papadimitriou et al. [97], the authors introduce the Local Correlation Integral
(LOCI) as a measure for outlierness. The LOCI is based on the multi-granularity
deviation factor (MDEF). In contrast to LOF, the density of a point is determined by
a radius (instead of a nearest neighbor parameter k). The MDEF is defined as:

MDEF (pi, r, α) = 1− n(pi, αr)
n̂(pi, r, α) (2.8)
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Figure 2.7: Artificial dataset used to explain the Connectivity Outlier Factor.

where n(pi, αr) is the number of neighbors within a radius αr from p, and n̂(pi, r, α) is
the average of n(pi, αr) over the set of r neighbors of pi. The density is thus calculated
using αr, and the densities are compared within the radius r. A point is flagged as an
outlier, if for any r in [rmin, rmax], its MDEF is sufficiently large. The authors flag the
outlier if its density is more than 3 standard deviations away from the average density
n̂(pi, r, α), where the standard deviation is taken from the densities within radius r.

The LOF and LOCI are empirically compared in the paper of Janssens and Postma
[60]. They conclude that “LOCI does not outperform LOF as is generally assumed in
the literature”. We compute the LOF score as well as the LOCI score for the 8 947
dentists that were used in the section distance-based outliers. Figure 2.8 shows the
top outlier that is found with LOF, using Euclidean distance and k = 100. We can
see that the outlier charges relatively many claims from category 9 (orthodontics), as
well as claims from category 4 (prevention, dental cleaning, paradontology) and a bit
of 5 (consultation and diagnostics) and 2 (anesthesia, laboratory costs, gnathology).
Its nearest neighbors almost always only charge claims from category 9, and no other
claims.

We also compute the LOCI score, using alpha = 0.5, and we are looking for a
radius r ∈ [0.25, 0.45]. Setting the radius r in LOCI is quite arbitrary and may be
hard to set for the user. We first manually picked (guessed) a value r of 0.25 and
looked at the top outlier. It turned out to be outlying for r ∈ [0.25, 0.45]. So we chose
this radius, because the top outlier is most outlying in this range. Figure 2.9 shows
a comparison of the profile of the outlier, and the neighbors of the outlier that are in
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Figure 2.8: Outlier with the highest LOF score from the dentistry dataset, using
Euclidean distance and k=100.

this range. The profile looks quite the same as the average profile of the neighbors,
except for the cost category 9: orthodontics. For the rest, this dentist looks a lot like
the ‘regular’ dentist profile.

2.3.4 Distance-based diagnostics

Distance- and density-based methods provide a top k of outliers and their outlier
score, but a main disadvantages is that they do not provide a reason why a point is
an outlier. For this purpose, extra graphs have to be made to gauge the behavior in
the neighborhood of a point that is declared anomalous, as well as information about
the score and the density of the point. In this section, we will present several of these
graphs.

2.3.4.1 Profiles of nearest neighbors, distances to the neighbors

We start with the distance-based outlier that is found with the mean distance score.
Figure 2.5 in the section about distance-based outliers shows the profile of this outlier.
The first type of diagnostics is the average profile of the 100 nearest neighbors (to
compute the score k = 100 was used). Figure 2.10 shows some more diagnostics. The
graph on the left shows the distribution of the score itself in the form of a histogram.
Here we can observe how outlying the score is. The score of this outlier is 0.81, its is
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Figure 2.9: Outlier with the highest LOCI score from the dentistry dataset, using
euclidean distance, for the r ∈ [0.25, 0.45]. For this range of r, the density of the
outlier is very different from its neighbors (number 522 to 7000). The graph on the
left shows the profile of the outlier, the graph on the right shows the average profile
of these nearest neighbors.

very different from the rest of the data. The graph on the right shows the distance to
its nearest neighbors. We can observe some ‘jumps’ in the distances, around the 20-th
nearest neighbor and around the 40-th nearest neighbor. This may indicate that there
are some clusters present in the data. These clusters can be investigated by looking
at the profiles of the nearest neighbors.

2.3.4.2 Densities of the nearest neighbors

For the LOF score, we can also make a plot of the distances to the nearest neighbors.
This is the left graph in Figure 2.11. Additionally, we can plot the densities of these
neighbors. The middle graph of Figure 2.11 show the local reachability densities of
the 100 nearest neighbors of the outlier. Because the LOF score is (very) sensitive to
the parameter k, we can also plot the LOF scores for different values of the parameter
k. This is the right graph in Figure 2.11. We can observe that there is a very strong
cluster lying next to the outlier. The points in this cluster all have a very high density.
The graph on the right shows that the outlier score increases for the value k. At
k = 249 the outlier is absorbed into the cluster, and the LOF value is exactly equal
to 1. Remember that the reachability distance is max(k − distance(o), d(x, o)). The
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Figure 2.10: The graph on the left shows the distribution of outlier scores, for the
value of weight (average distance to the 100 nearest neighbors). The outlier has a
score of 0.81. The graph on the right shows the distance of the outlier to its 100
nearest neighbors. We can see that there are roughly three clusters: neighbors 0 to
20, neighbors 20 to 40, and 40 to 100.
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Figure 2.11: Information about the nearest neighbors of the outlier found with the
LOF score. The graph on the left shows the distance to the nearest neighbors, from
the closest neighbor on the left, to the furthest on the right. The second graph shows
the density of the nearest neighbors. The right graph shows the LOF score for different
values of k, this parameter again corresponds to the number of nearest neighbors.

outlier is the 249th neighbor for all points in the cluster, hence the points have almost
the same reachability densities for k = 249. The points in the tight cluster are all
dentists (orthodontists) that only claim in category 9 (Orthodontics), for 100% of
their patients.

Another way to look at density-based outliers is with the help of a LOCI plot,
explained in the paper of Papadimitriou et al. [97]. In a LOCI plot, the density of an
outlier is compared to the density of its nearest neigbors. A very low density compared
to neigbors indicates an outlier.

These examples show that distance-based methods can be useful to detect outliers.
However, there is some exploratory data analysis involved afterwards, and interpreta-
tion of these graphs by a data mining expert. For the data miner/statistician using
these scores, this does not have to be a drawback, because after creating these graphs
something is learned about clusters in the data as well. The disadvantage is that
these outliers can not be handed over to the domain experts directly. In Chapter 5,
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we will present an approach that tries to describe these outliers in a way that can be
interpreted by a domain expert.

36



3
Subgroup Discovery

Subgroup Discovery (SD) aims at finding comprehensible patterns from data. The
goal is to find differences in data with respect to a target attribute. These differences
should be easy to understand by humans: the aim of a Subgroup Discovery algorithm
is to discover new knowledge about the data that is interesting to the user.

A Subgroup Discovery method generally consists of three design choices: 1) the
way the subgroups are described, 2) the way the interestingness of a subgroup is
measured, and 3) how to search for the most interesting subgroups. Section 3.1 will
discuss subgroup descriptions. Section 3.2 elaborates on quality measures that quantify
just how interesting subgroups are. Section 3.3 describes different ways to search for
interesting subgroups.

To illustrate and explain the most common Subgroup Discovery task (as defined for
example by Kloesgen [69]), we show examples from our main application health insur-
ance data. In this application, we single out a practitioner and compare its claiming
behavior against that of other practitioners. The data we consider describes patients.
A single record summarizes the care a patient received during a certain period, say
one year. For each practitioner, we can determine whether a patient visited the prac-
titioner during the selected period. We compare patients from one practitioner, which
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we will call the target practitioner, with the patients that did not visit the practitioner.
We would like to automatically describe the difference in claiming behavior between
the target practitioner and other practitioners, using succinct descriptions that are
easy to evaluate by domain experts and fraud investigators. Subgroup Discovery is
well-suited for this task.

We will first start with some notation, and explain how the SD task works. Through-
out this thesis we assume a dataset D with N patients (examples or records). Each
example can be considered a (h+1)-dimensional vector of the form x = {a1, . . . , ah, t}.
Hence, we can view our dataset as an N × (h+ 1) matrix, where each patient is stored
as an example xi ∈ D. We call Ai = {a1, . . . , ah} the attributes of D. Finally, we
assume there is a single practitioner under investigation. There will be a single tar-
get column t with domain {0, 1}, which identifies whether or not each patient visited
this practitioner over a given period of time (usually one year). Figure 3.1 shows this
dataset with some attributes. Each record represents a patient, attributes describe
patient characteristics like age, gender and the diagnosed diseases. One representation
of treatment attributes is the cost spent on the treatment, where 0 means that the
patient did not receive the treatment, and a value bigger than 0 indicates the costs
spent on the treatment, aggregated over a period of one year. Another representation
can be binary treatment attributes, where 1 (or true) means that the patient received
the treatment, and 0 if the patient did not. In Figure 3.1, the treatment attribute is
numeric and denotes an amount spent on ‘treatment 1’ during the period of one year.
The target column, marked red in Figure 3.1, indicates whether the patient visited
the target practitioner.

3.1 Subgroups and Subgroup Descriptions

In this dataset, we want to find interesting subgroups. A subgroup S can be any subset
of the dataset S ⊆ D. In Figure 3.1, an example subgroup is marked in orange: it is
simply a collection of rows in this dataset.

We would like our subgroups to be interesting and comprehensible. From a sta-
tistical point of view, a subgroup is interesting if it describes a difference in target
distribution between the subgroup and the entire dataset. For the binary target case,
another point of view is to say that a subgroup describes the difference between groups,
where we define records for which t = 1 as the target group, and records for which
t = 0 as the non-target group. In our application, this point of view makes sense: we
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Table 3.1: The data, with a selected subgroup

patientID Age Gender Diagnosis . . . Treatment . . . Target
1234324 63 M 1 45 1

subgroup2351235 34 M 1 0 0
5345253 15 F 1 67 1
2686374 87 F 1 78 1
3879878 23 M 0 0 1
. . . . . . . . . . . . . . . . . . . . . . . .

are comparing the target practitioner (t = 1) with the other practitioners (t = 0). An
example of an uninteresting subgroup is a random subgroup: it is neither interesting
because (on average) the target distribution of a random subgroup does not differ from
that of the entire dataset, nor interpretable because the description is not informative
to the user.

A common way to describe a subgroup is as a pattern consisting of a conjunction
of conditions on the description attributes. For example, ‘A1 ≥ 10 ∧ A2 ≤ 60’ can
be a subgroup description. This representation of patterns has shown to be effective
and easily understandable. Conditions can be set on categorical, ordinal, as well as
numeric attributes. The description consists of an attribute, an operator (e.g. ≤), and
a value. Usually, for categorical attributes, equality (=) or inequalities (6=) operators
are used. For numeric attributes, inequalities (>, <, or ≥, ≤) are used as operators.
For ordinal attributes both can be used.

As an extension to these operators, [90] describes additional operators that can
be used for subgroup descriptions. For numeric attributes, intervals can be used: for
example A ∈ [18, 40]. For categorical attributes value sets can be used, for example
C ∈ {v1, v3, v10}, where v1, v3, v10 are possible values for the attribute C.

As we show later in Chapter 8, another way of representing a subgroup is by a
prototype x, a distance measure, and a distance to the prototype. This representation
has the advantage that similarities between examples are considered in a subgroup,
but the disadvantage is that the interpretation of the subgroup is more difficult.

A subgroup consists of a description and corresponding cover. The subgroup cover
is the set of examples that matches (are covered by) the subgroup description. The
size of the subgroup will be referred to as its coverage.

39



Chapter 3. Subgroup Discovery

3.2 Quality Measures in Subgroup Discovery

A subgroup is interesting if it captures a distributional difference of the target variable
in the subgroup, compared to the whole dataset. In Subgroup Discovery, a quality
measure is used to quantify this distributional difference. A quality measure q : 2D →
R is a function assigning a numeric value to any subgroup, representing how interesting
the subgroup is. It usually takes into account the size of a subgroup (larger is better)
as well as its distributional difference of the target variable. In our introductory
health care example from Figure 3.1, the target column is binary. Subgroups can be
identified for other target types as well: numeric (continuous) targets, nominal targets,
and more complex targets that consist of multiple target columns [98, 83]. In the next
sections, we will explain for each target type, how to quantify interesting distributional
differences by use of quality measures. We will give examples of these quality measures
on real-life datasets.

3.2.1 Quality measures for binary targets

The binary target case was already introduced in Figure 3.1. For binary targets, a
distributional difference means a higher proportion of the target being true in the
subgroup, compared to the proportion of the target in the whole dataset.

Quality measures in SD on binary targets are often calculated with the use of a
2 × 2 cross table between the target and the subgroup. Table 3.2 shows this cross
table. We call the cells of the cross table: true positive (TP), false positive (FP),
false negative (FN ) and true negative (TN ). The true positive count is the number
of examples in the subgroup for which the target is true (equals 1). The false positive
count is the number of examples in the subgroup for which the target is false (equals 0).
The false negative and true negative are the number of positive and negative examples
outside the subgroup, respectively. The cross table can also be represented in terms of
observed probabilities in the dataset: in this case the counts are divided by N . P (S)
denotes the size of the subgroup as a fraction of the data. It can be interpreted as an
estimate of the probability that a random example in the data belongs to the subgroup.
P (T ) is the fraction of positive examples in the data. P (F ) = 1−P (T ) is the fraction
of negative examples. P (ST ), P (SF ), P (¬ST ), P (¬SF ), are the observed fractions of
true positives, false positives, false negatives, and true negatives, respectively.
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Table 3.2: The observed cross table.

T F
S TP FP
¬S FN TN

T F
S P (ST ) P (SF )
¬S P (¬ST ) P (¬SF )

3.2.1.1 Interpretation as association rule

For binary targets, we can view the relationship between the subgroup and the target
as an association rule [4]. A subgroup can be seen as the rule:

S → T (3.1)

This rule can be interpreted as the target T that follows from the subgroup S. A
quality measure for this association rule describes how strong the association is. Note
that this rule interpretation only holds for binary targets. For example for numeric
targets, the rule S → T does not have a meaningful interpretation. However, because
of this analogy with association rules, many quality measures from the frequent pattern
mining domain [4] can be used for binary subgroups as well.

3.2.1.2 An overview of quality measures

Table 3.3 shows an overview of quality measures that can be used to quantify interest-
ingness of subgroups. A survey of measures in the context of association rule mining
is described in the paper of Geng and Hamilton [49]. Most measures in Table 3.3 also
occur in this paper. Confidence and Support are introduced in the frequent pattern
mining paper of Aggarwal et al. [3], and the association rule paper [4] by the same
authors. Measures balancing the size (generality) and target share (distributional dif-
ference), like the Binomial measure and Weighted Relative Accuracy, are described
in [69]. Recall, Precision and the F-measure (averaging Precision and Recall) are of-
ten used in information retrieval [102]. The G-measure is presented in the paper of
Fürnkranz and Flach [46], which is a simplification of the F-measure. The Growth
Rate measure is used in the paper of Dong et al. [39]. The contrast set mining paper
[16] uses the Support Difference measure. For the Lift and Laplace measure, see for
example the paper of Bayardo et al. [18]. The Chi Squared measure is commonly
used in statistics. N(ST ) stands for the counts (number of observations) in the true
positive cell, N(S¬T ) is the number of observations in the false positive cell, and so
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forth.
We show an example of a pattern on health insurance data. From a dataset that

describes patients that visited dentists, we select one dentist as the target dentist.
We compare the dentist with a peer group of most similar dentists. In total there
are 100,000 patients in the dataset, and for 1672 patients the target is true (visit the
dentist in question). We consider the subgroup with the description V 11 > 42, in
other words, we evaluate the rule:

V 11 > 42→ T (3.2)

Attribute V 11 indicates the amount (in euro) spent on dental fillings for a patient. The
subgroup with the description V 11 > 42 thus indicates all patients for whom more than
42 euro is claimed on dental fillings. Table 3.4 shows the cross table for the subgroup
V 11 > 42. The quality measures in Table 3.3 can be calculated for this cross table.
For example, the confidence of the rule is: P (T |S) = P (TS)/P (S) = 871/1672 = 0.52.
The WRAcc is calculated by: P (ST ) − P (S)P (T ) = 0.00871 − 0.10347 · 0.01672 =
0.00689. These numbers indicate that there is a positive association between the
specified subgroup and the practitioner under investigation. So the specified subgroup
is a reasonable way to capture the difference between this dentist and its peers.

3.2.2 Isometrics for binary targets

Some quality measures score high on smaller subgroups with a big distributional dif-
ference, while other quality measures put more emphasis on the size of the subgroup.
Fürnkranz and Flach [46] demonstrate that the graphical depiction of these measures
by means of ROC isometrics gives useful insight into the characteristics of these met-
rics. Figure 3.1 shows an example of an isometrics graph for the Jaccard measure on
the left, and the WRAcc measure on the right. The axes represent the ROC-space:
the x-axis denotes the fraction of negative examples, from 0 to 100% of the negatives
in the data. The fraction is also called the False Positive Rate (FPR). The y-axis
denotes the fraction of positives in the data, from 0 to 100%. This fraction is also
called the True Positive Rate (TPR). Each subgroup covers a number of positive and
negative examples in the data, and can thus be located in ROC space. The empty
subgroup covers 0% of the positive and negative examples, and therefore corresponds
to the lower left corner at point (0,0). A subgroup containing all data resides in the
upper right corner at (1,1). A subgroup that perfectly separates the positive examples
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Table 3.3: Quality measures in Subgroup Discovery (binary targets)

Quality Measure Name Calculation
Support P (ST )
Coverage P (S)
Accuracy P (ST ) + P (¬S¬T )
Confidence, Precision, Target share P (T |S)
Weighted Relative Accuracy
(WRAcc), Novelty

P (ST )− P (S)P (T ),
or P (S)(P (T |S)− P (T ))

Piatetsky-Shapiro N(S)(P (T |S)− P (T ))
Binomial

√
P (ST )(P (T |S)− P (T ))

Lift, Interest P (ST )/P (S)P (T ), or P (T |S)/P (T )
Added Value, Change of Support P (T |S)− P (T )
Support Difference P (T |S)− P (T¬S)

Growth Rate
P (ST )
P (T ) /

P (S¬T )
P (¬T ) ,

or P (S|T )/P (S|¬T )
Recall P (S|T )
Leverage P (T |S)− P (T )P (S)
Specifity P (¬T |¬S)
Relative Risk P (T |S)/P (T |¬S)
Jaccard P (ST )/(P (T ) + P (S)− P (ST ))

Chi Squared
(N(ST )−P (S)P (T )N)2

P (S)P (T )N + (N(S¬T )−P (S)P (¬T )N)2

P (S)P (¬T )N +
(N(¬ST )−P (¬S)P (T )N)2

P (¬S)P (T )N + (N(¬S¬T )−P (¬S)P (¬T )N)2

P (¬S)P (¬T )N

Information gain log( P (AB)
P (A)P (B))

Purity P (¬T |S)
Laplace(k) (P (ST ) + 1)/(P (T ) + k)
F-measure 2P (ST )/(P (ST ) + P (S¬T ) + P (T ))
G-measure P (ST )/(P (S¬T ) + P (T ))
Correlation P (ST )−P (S)P (T )√

P (A)P (B)P (¬T )P (¬S)

Table 3.4: The observed cross table for the rule V 11 > 42→ T .

T F total
S 871 9,476 10,357
¬S 801 88,852 89,653
total 1,672 98,328 100,000
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Chapter 3. Subgroup Discovery

from negative examples is either in the upper left corner, at (0,1) or at the lower right
corner at (1,0).

As an example, we plotted several subgroups from the dentist dataset. See Table
3.4 for the observed cross table of the subgroup S1 with description V 11 > 42. S1

covers about 53% of the positive examples, and about 10% of the negative examples. It
is depicted on the right in Figure 3.1 as S1. The green and red lines show the isometrics
of the WRAcc measure. The color indicates where the values of the WRAcc is the
same. The WRAcc is 0 along the diagonal, and maximal in the upper left corner of
the graph. The black dots indicate other subgroups from the same dataset. We can
see that from all these subgroups, subgroup S1 has the highest quality according to
the WRAcc measure, since it is the subgroup that is in the greenest part of the graph.
Note that because the minimum quality is set to 0, there are no subgroups depicted in
the area under the TPR-FPR-diagonal, since for this region the WRAcc is negative.

On the left in Figure 3.1, we show the isometrics of the Jaccard measure. Compared
to WRAcc, Jaccard prefers subgroups with a low false positive rate. The best subgroup
found with the Jaccard measure is subgroup S2 with description V 11 > 84. It covers
551 positive examples (a true positive rate of 0.33) and 2,586 negative examples (a
false positive rate of 0.026). In other words, the target dentist claims more than 84
euro on dental fillings for 33% of its patients, while other dentists claim this amount
for only 2.6% of their patients.

The convex hull of a set of points X is the smallest convex set that contains X.
It can be seen as an elastic band around the points X, bending at the points that
are on the convex hull. Figure 3.2 shows an example of a convex hull [90]. The
points represent subgroups that are described by Age ∈ [a, b], for every combination
of integers a and b, in the Adult dataset from the UCI repository [13]. The convex
hull can be defined formally as follows: given a subset S in <2, the convex hull of S,
CH(S), can be defined as the minimal superset of S such that if x1, x2 ∈ CH(S) and
λ ∈ [0, 1], then it holds that: λx1 + (1− λ)x2 ∈ CH(S).

The upper part of the convex hull, that connects (0, 0) to (1, 1) in ROC-space is
called the ROC curve. Points that are on the ROC-curve are the ‘best’ subgroups
in some sense. Quality measures usually trade off target share against coverage. De-
pending on the choice of the quality measure, a different subgroup will score best.
We already witnessed this in Figure 3.1: on the left subgroup S2 scores the highest
according to the Jaccard measure, and on the right subgroup S1 scores highest ac-
cording to the WRAcc measure. Both S1 and S2 are on the ROC curve. This is no
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3.2. Quality Measures in Subgroup Discovery

Figure 3.1: Isometrics of the Jaccard measure on the left, and the WRAcc measure on
the right. Subgroup S1, with description V 11 > 42, is the top subgroup found with
the WRAcc measure at depth 1. Subgroup S2, V 11 > 84 is the top subgroup found
with the Jaccard measure at depth 1.
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Figure 3.2: The convex hull of a set of points in ROC space.
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Chapter 3. Subgroup Discovery

coincidence: for quality measures trading off target share and coverage, the subgroup
with the highest quality value will always be a subgroup that is on the ROC-curve.

3.2.3 Quality measures for numeric targets

Subgroup Discovery can also be performed for numeric targets. Again, we are inter-
ested in subgroups that have a different target distribution compared to the rest of the
data. Table 3.5 shows measures that can be used as quality measures for continuous
targets. In the paper of Atzmueller and Lemmerich [11], [84] the continuous WRAcc,
continuous Piatetsky-Shapiro and continuous lift measures are introduced. They are
named after the measures for a binary target. When we would treat binary values as
a numeric target (that only has values 0 and 1), the continuous measures are the same
as their binary variant. In the paper of Pieters et al. [98], the average, mean-test,
z-score, t-statistic, and Wilcoxon-Mann-Whitney tests are suggested as quality mea-
sures. These measures focus on statistical significance. In the paper of Jorge et al.
[63], the authors use the p-value of the Kolmogorov-Smirnov statistic to compare the
cumulative probability density function of the target (denoted by cdf(S(t)) in Table
3.5) with the cumulative probability density function of the complement (denoted by
cdf(¬S(t))). In Table 3.5 only the Kolmogorov-Smirnov statistic itself is listed as a
quality measure, in their article [63] the authors use the p-value. The p-value is order
equivalent to the statistic itself if subgroups have the same size. In general the p-value
prefers bigger subgroups. The Kolmogorov-Smirnov measure in Table 3.5 does not
depend on the subgroup size. The authors also use the standard deviation, median,
mode, kurtosis and skewness as output statistics for the subgroups they find. These
measures can be used as quality measures as well. The Squared Hellinger, Continuous
Absolute WRAcc, and Kullback-Leibler Divergence are calculated on the basis of the
probability density function (pdf) of the target in the subgroup, pdf(S), compared
to the pdf of the whole data, pdf(t). They also do not depend on the size of the
subgroup. Cha et al. [30] categorize 58 measures that measure the distance between
probability functions, into eight categories. The Hellinger distance and the Kullback-
Leibler divergence are the most well-known measures. We included the Continuous
Absolute WRAcc as an alternative that measures the absolute difference between the
probability density functions. These last three measures need a probability density
function estimate to be computed. To obtain a pdf, a histogram can be used, or a
kernel density estimate, or a parametric distribution can be fitted. Quality measures
that compare the (cumulative) probability density function are suited for detecting
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3.2. Quality Measures in Subgroup Discovery

Table 3.5: Quality measures in Subgroup Discovery (numeric target).

Quality Measure Name Calculation
Continuous WRAcc P (S)(µS − µ0)
Continuous Piatetsky-Shapiro N(S)(µS − µ0)
Continuous Lift µS/µ0

Average µS

Mean test
√
N(S)(µS − µ0)

Z-score
√
N(S)(µS−µ0)

σ0

t-statistic
√
N(S)(µS−µ0)

σS

Median Chi Squared
(N(ST )−P (S)P (T )N)2

P (S)P (T )N + (N(S¬T )−P (S)P (¬T )N)2

P (S)P (¬T )N +
(N(¬ST )−P (¬S)P (T )N)2

P (¬S)P (T )N + (N(¬S¬T )−P (¬S)P (¬T )N)2

P (¬S)P (¬T )N

WMW rank statistic ∑N(S)
i=1 [ti − N(S)(N+1)

2 )/
√

N(S)N(¬S)(N+1)
12 ]

Standard deviation σS
Median median(S)
Mode max(pdf(S))
Kurtosis

1
N(S)

∑
(ti−µS)4

1
N(S)

∑
(σ2

S)2

Skewness
1

N(S)
∑

(ti−µS)3

1
N(S)

∑
(σ2

S)3/2

Kolmogorov Smirnov sup(|cdfS(t) − cdf¬S(t)|)
Squared Hellinger 1

2
∫

(
√
pdf(S)−

√
pdf(t))2dt

Continuous Absolute WRAcc
∫
|pdf(S)− pdf(t)|dt

Kullback-Leibler Divergence ln(pdf(S)
pdf(t) )pdf(S)dt

difference in distributions rather than a high value of the target variable. Measures
comparing the mean or median are better suited to detect subgroups with a markedly
high value of the target. Most measures in Table 3.5 are implemented in Cortana.

3.2.4 Complex targets, Exceptional Model Mining

So far we discussed quality measures in Subgroup Discovery for the case of one target
column. Exceptional Model Mining (EMM) [83], is a framework that allows for more
complicated target concepts. Rather than finding subgroups based on the distribu-
tion of a single target attribute, EMM finds subgroups where a model fitted to that
subgroup is somehow exceptional. The key idea of Exceptional Model Mining is to
estimate a model for a subgroup, and compare this estimation against the same type of
model that is estimated, either on the whole dataset or sometimes on the complement
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Chapter 3. Subgroup Discovery

of the subgroup. Usually, quality measures are designed for particular models. Each
type of model is usually referred to as an EMM instance.

Usually, a distinction and separation between description attributes and model
attributes is made by the user. The model attributes are the attributes that are used
to construct a model. The description attributes are the attributes that are used to
describe subgroups. For each subgroup S the same model attributes are used.

3.2.4.1 Difference between EMM and model deviations

EMM is related to the SD approaches we will use in Chapters 5 and Chapter 7, but
we will explain why the approaches in these chapters are not strictly EMM settings.
Unique to the EMM setting is the re-estimation of the model on the subgroup. Later
in this thesis, we will discuss other Subgroup Discovery approaches that describe devi-
ations on the estimated model, rather than a change in the model itself. For example,
in Chapter 5, we will describe a regression setting where we use Subgroup Discovery to
describe regions that have high residuals (and are thus deviations from the regression
model). In Chapter 7, we will use a classification model to predict a binary target
variable. Subgroups describe regions that deviate from the classification model.

There are two main advantages of describing model deviations rather than applying
EMM:

1. the interpretability of the subgroups is much easier when we describe model
deviations. In Chapter 5 and 7 we will explain how we use quality measures
that can be interpreted as a monetary value directly. Those quality measures
are much easier to interpret than for example a p-value in an EMM setting.

2. the computational complexity of EMM settings is usually large due to the high
number of models that have to be estimated.

3.3 Subgroup Search

3.3.1 Subgroup Discovery search

So far in this chapter, we explained how to describe subgroups and how to quantify
their interestingness with the use of quality measures. The third choice of a Subgroup
Discovery algorithm is how to search for interesting groups. The choice of search
method usually depends on the size of the dataset. For small datasets, all subgroups
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Figure 3.3: Subgroup Discovery search. The figure shows that we start with the
description ’true’, covering all data points. We refine this description by adding con-
ditions. During the search we evaluate the quality of a subgroup, in this example with
the use of a cross table. We stop refining subgroups when the minimum support level
is reached.

can still be enumerated in a reasonable amount of time. However for bigger datasets,
this is not possible, so heuristic search methods have to be used. We start by explaining
the heuristic search method that we will use most in this thesis: beam search.

3.3.2 Beam search

Beam search uses a level-wise approach to search through the data. We explain beam
search with the help of Figure 3.3. The initial candidate set is generated from the
empty subgroup description, the subgroup that contains the whole dataset. In Figure
3.3, this is the root of the search tree, that has the description true. In Algorithm 1,
the beam and top-k subgroup list are initialized in the first two lines of the algorithm.
Candidates are generated by adding a condition to the existing conditions of the
subgroup. Candidates should have a coverage higher than the user-specified mincov

parameter. In Figure 3.3, we see that for subgroup A = a1 ∧ B = b2 the minimal
coverage threshold is reached: refinements of this subgroup have a coverage lower than
the mincov parameter. On each level (called depth in Algorithm 1), new subgroups
for the next level are generated from each individual subgroup in the beam. From
these generated subgroups, (called candidates in algorithm 1), only a selection of
all evaluated subgroups, i.e. the beam, is used for refinement: from all generated
candidates the w highest ranking candidates with respect to quality measure ϕ are
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Chapter 3. Subgroup Discovery

selected as beam. The quality of a candidate is calculated by the quality measure
that is set by the user. For a binary quality measure, the cross table for the subgroup
A = a2 ∧ B = b1 is shown in Figure 3.3. During the search, a list Sbest is maintained,
in which the overall top-k of all evaluated subgroups are stored.

Algorithm 1 Subgroup Discovery using beam search
Require: Database: db, Target vector: t, Quality measure: ϕ, Maximum search

depth: maxdepth, Minimum coverage: mincov, Beam width: w, Top-k parameter:
k.

Ensure: a list of the best subgroups Sbest
Sbest ← ∅
depth← 1
while depth ≤ maxdepth do
Beam← true
Cands← ∅
for all b ∈ Beam do
Cands← Cands ∪GenCandidates(b,mincov)

end for
for all c ∈ Cands do
c.evalCandidate(db, t, ϕ)
Sbest ← updateTopK(Sbest, k, c, ϕ(c))
Beam← selectBeam(c, w, ϕ(c))

end for
depth← depth+ 1

end while
return Sbest

3.3.3 Exhaustive search

Beam search will be the default search strategy in this thesis. Other search strategies
exist which exhaustively enumerate all possible subgroups: the depth-first strategy
first refines the best subgroup found at depth 1, until either the maximum search
depth or the minimum support threshold is reached for a branch of the tree. Next the
second best subgroup that is found at depth 1 is refined, and so forth. The breadth-first
strategy searches levelwise by enumerating all combinations at each level. The depth-
first and breadth-first strategies are often infeasable for big datasets. The best-first
strategy starts by calculating the qualities at depth 1, and then iteratively refines the
current best subgroup that is found. The disadvantage of the best-first strategy is that
it can result in overfitting one subgroup by extending the description of the current
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best subgroup with insignificant conditions that only slightly improve the quality.
This problem is related to subgroup redundancy, of which we will elaborate more, in
Chapter 6.

3.3.4 Implementations

Efficient search is described in the article of Grosskreutz et al. [54], where optimistic
estimates are used to prune the search space. The authors in [94] describe how to
use the statistics of a frequent pattern mining run in combination with a minimum
quality threshold to prune the search space. Another way to handle big datasets is
to sample the data, and perform the Subgroup Discovery on this smaller sample only.
The advantage is that exhaustive search may be possible on the smaller dataset, but
the risk may be loss of accuracy due to sampling. In papers [29] and [28], the authors
investigate sampling techniques for the Apriori-SD [64] algorithm.

There are different implementations of Subgroup Discovery algorithms that are
used in the literature. Most of the measures in Table 3.3 are implemented in the
Cortana Subgroup Discovery tool [93]. Cortana accepts comma separated values
files or ARFF files. A graphical user interface allows the specification of the vari-
ous settings and choices, such as the target attribute, the quality measure, and the
search process details. Cortana is a versatile Subgroup Discovery tool that incorpo-
rates different quality measures and search strategies. It can be downloaded from
http://datamining.liacs.nl/cortana.html. SubgroupMiner [68] is an extension of im-
plementations called EXPLORA [66], and MIDOS [115]. The algorithm uses beam
search, and mostly the binomial test measure. SD [48] also uses beam search, and
also describes subgroup visualisation and the medical application where the algorithm
is applied to. CN2-SD [81] also uses beam search and a weighted covering scheme,
explained in Chapter 6 to get more useful SD results. RSD [82] is an extension of
CN2-SD that finds relational subgroups.

SD-Map [12] is an algorithm that is based on frequent pattern mining. It uses the
FP-growth method to search for subgroups, which can be seen as depth-first search.
It is implemented in the VIKAMINE tool [10]. APRIORI-SD [64] is based on fre-
quent patterns and association rule learning, and is implemented in the Orange tool1.
Subgroup Discovery implementations that use exhaustive search often use pruning of
the search space in their algorithms. Merge-SD [53] uses depth first search with an

1Orange can be downloaded from http://orange.biolab.si

51



Chapter 3. Subgroup Discovery

additional pruning scheme for numeric attributes. The Inductive Minimum Represen-
tative Construction algorithm [22] uses a pruning scheme based on the extension of
(the examples covered by) the subgroup.

3.3.5 Challenges in SD

We have now discussed subgroup descriptions, possible quality measures that quantify
how interesting a subgroup is, and the search procedure for subgroups. These are the
basics of a Subgroup Discovery algorithm. To detect the really interesting subgroups,
there are still some problems to deal with however. In Chapter 6, we will give examples
of Subgroup Discovery on a higher depth, and show the subgroup redundancy problem.
Chapters 7, 8, and 9 are variants of, and additions to, standard Subgroup Discovery
in order to make it an even more powerfull technique.
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4
From Single Points to Groups of Outliers

In Chapter 2, we presented methods to detect single outliers in health insurance data.
Finding outliers in the data can be useful for identifying fraud. However, when search-
ing for fraud, it can be more important to analyse data not on the level of single records,
but on the level of patients, pharmacies or GP’s. In this section, we present a novel
approach for finding outliers in such hierarchical data. Our method uses standard
techniques for measuring outlierness of single records and then aggregates these mea-
surements to detect outliers in entities that are higher in the hierarchy. We applied
this method to a set of about 40 million records to identify suspicious pharmacies.

The goal of fraud detection in this context is to identify the most suspicious phar-
macies that could possibly be involved in fraudulent activities, rather than identifying
single claims that are suspicious. The main reason for not focusing on single outliers
is that recovering money from single claims is costly, and that it can harm the rela-
tionship between insurance company and involved pharmacy, especially in the case of
false positives. On the other hand, if the insurance company can detect substantial
fraud linked to multiple claims of the same pharmacy, this business relationship is no
longer so important and a vigorous money recovery action can follow.

We will explain the setting with the help of Figure 4.1. The figure shows the
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Figure 4.1: Two steps of calculating an outlier score per entity.

1:n relationship between entities (in this example: pharmacies) and records (in this
example: medication). The medication can be split into different segments according
to their effect and type of disease they cure. These are the bottom tables. For each
individual record, we can calculate an outlier score (the last attribute in the segment
table). We are however interested in the (possibly suspicious) behavior of entities
(pharmacies). For this purpose, we present measures that can be used to compare
entities. The measures first aggregate individual scores to the entity level for each
segment. These aggregates are represented as a separate table called segment 1 and
segment 2 in Figure 4.1. The aggregate scores of the segments count towards the final
score per entity.

4.1 Scoring Entities by Aggregating Outlier Scores

Our method for detecting group outliers works in two stages. In the first stage, we
calculate outlier scores of single records. We use classical methods for outlier detection
that are based on distance measures [7], or density estimation [26]. In contrast to typ-
ical approaches for finding single outliers [32], we propose a novel method for finding
groups of outlying records that belong to the same class. Our method was successfully
applied to a large set of health insurance claims, helping to identify several pharmacies
involved in fraudulent behavior. Therefore, as a second step, we calculate a quality
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measure to gauge the outlierness of each group of records, where groups form logical
entities. The quality measure thus gauges the outlierness of each entity. In our ap-
plication, each entity is formed by all claims related to a pharmacy, or a combination
of a pharmacy and a type of medication. We propose four different quality measures
that are used to define the final outlier score of these entities:

1. a rank-based measure.

2. a weighted rank-based measure.

3. a quality measure based on the binomial distribution.

4. a measure that is based on the mean of the outlier score.

These quality measures can be applied in different situations to different outlier scores.
The quality measures can be computed over different segments of the data, and

aggregated again to obtain the final score. Extra information about outlying entities
can be obtained by constructing, for each entity, a so-called fraud set: a set of suspicious
claims from a given entity. A fraud set is a minimal set of outlying records that should
be removed from the whole set in order to make it “normal” again. Another very useful
instrument for displaying fraud evidence is a fraud scatter plot. Each point on such a
plot represents a single entity; the x and y coordinates of a point are, respectively, the
outlier score of the corresponding fraud set and the total amount of money involved in
this fraud set, fraud amount. The fraud scatter plot can be used by fraud investigators
to decide whether they should investigate the most likely fraud cases, or to focus on
cases that are less suspicious, but involve large amounts of money.

4.1.1 Quality measures

Each of the four quality measures is used to quantify the difference between two
samples: the set of scores of records belonging to the entity and the set of scores of
records that do not belong to the entity. This is not a straightforward task; most outlier
measures do not have a direct probabilistic interpretation (if they would, we could use
the likelihood as a quality measure). Furthermore, the set of scores belonging to an
entity does not have the same size for each entity. Also the range of scores strongly
depends on the dataset, or even on the scaling of the dataset.

The type of outlier measure also depends on the type of fraud we would like to
find, because different kinds of fraud are possible. In the case of pharmacies, all fraud
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can be committed in a single claim or with charges concerning a single patient, but
the fraud can also be distributed over many charges, charging just a little more per
claim. This is why different quality measures are needed, each of them identifying a
different type of fraud.

The binomial outlier score is different from the other three quality measures because
it does not take the ordering of the outlier scores into account. This measure works well
in combination with single scores that provide a list of top-n outliers, or that provide
a binary outlier score. The other three quality measures mainly differ in robustness
against the outlier score values. The ordering from least robust to most robust is:

1. mean residual,

2. weighted rank-based outlier score,

3. rank-based outlier score.

The positive aspect of using a robust score to aggregate per entity is that it is not
affected by a very high score of one single point thereby declaring the whole entity
anomalous. On the other hand, such a single point with a very high score may also
be very interesting, which would favor the use of a non-robust score.

4.2 Aggregating Outlier Scores to Score Entities

In this section, we introduce several quality measures to calculate the outlierness of an
entity with respect to all other entities. The common idea behind all these measures
involves measuring the difference between two sets of numbers: a set of scores of all
records from one entity and a set of scores of all records from the remaining entities.
More precisely, let us suppose that our dataset has n records. For each record, we
calculate an outlier score, so in total we have n outlier scores. Let us consider a single
entity that we want to compare to other entities. The set of n scores can be split
into X1, . . . , Xn1 and Y1, . . . , Yn2, where X1, . . . , Xn1 are the scores of records from
the entity under consideration, and Y1, . . . , Yn2 are the scores of the remaining records.
Now our problem can be formulated as follows: how to measure the difference between
sets X and Y ?

Below, we will describe the four quality measures that capture this difference.
These measures are not only suited to capture the difference between X and Y , but
can also be used to compute the fraud set, that can be observed as the most deviating
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observations from X1, . . . , Xn1, causing the entity to be suspicious. As we will explain
as well, these measures are also very well suited for aggregation of outlier scores that
are calculated on different subsets of the data.

4.2.1 Wilcoxon Mann-Whitney test with single outlier score

The first method is based on the popular, non-parametric two-sample test, called
the Mann-Whitney-Wilcoxon rank-sum test [14]. It defines the outlierness score of
an entity as the p-value that is returned by the Mann-Whitney-Wilcoxon test when
comparing values of sets X and Y to each other.

This statistic can be computed using the following two test statistics. Suppose we
compare the set X against the set Y , where X are the outlier scores of the entity
we want to compare, against Y that are the outlier scores in the data, except for the
scores in X. We define Zij as follows:

Zij =

0 if Xi < Yj,

1 if Xi > Yj,
(4.1)

and
U =

n1∑
i=1

n2∑
j=1

Zij (4.2)

The idea behind these two measures is as follows: remember Y are all scores of ex-
amples in the data, except for the examples in X. We sort the array Y , and insert
each Xi in such a way that the array remains sorted. We have no reason to believe
that X > Y , thus every X has the same probability of ‘falling’ between Yi and Yi+1.
So E(Zij) = 1

2 . U is sum over all Zij, so E(U) = 1
2n1n2. The variance of U is

V ar(U) = n1n2(n1+n2+1)
12 . For large n, we can assume U to be normally distributed

with parameters µ = E(U) = n1
2 and σ =

√
n1(n1+n2+1)

12n2
. As an aggregate outlier score

for the set X, we fill in the observed value of u in the cdf of the normal distribution
with parameters µ and σ.

4.2.2 Weighted rank outlier score

The Mann-Whitney-Wilcoxon test uses only ranks of the scores and not their actual
values. Alternatively, we can weight the ranks of elements in X and Y by their values:
the bigger the outlier, the bigger its impact on the final entity score. More precisely,
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Figure 4.2: Example of outlier score distribution. We use this example distribution to
explain the computation of the weighted rank statistic.

we define:

Zij =
 0 if Xi < Yj

Yj

Yk
if Xi > Yj

(4.3)

and
U =

n1∑
i=1

n2∑
j=1

Zij (4.4)

For large n, we can assume U to be normally distributed and (sample) parameters of
this distribution can be calculated from the vector of the cumulative sums of the sorted
vector Y . Let c(Yj), j = 1 . . . k+ 1 be the cumulative sum up to (so not including) Yj.
The mean is calculated as µ = ∑k

j c(Yj)/k and s2 = 1
k−1

∑k+1
j=1 [c(Yj − µc(Yj)]2. Given

these parameters, one can calculate the corresponding p-value from the resulting t-
distribution, which has a t-distribution because it is the sum of n1 random variables
that are distributed with µ and s2 as sample mean and variances.

The difference between the ‘standard’ Wilcoxon-Mann-Whitney test and the weighted
test is depicted in Figure 4.3. This figure is based on the distribution of outlier scores
in Figure 4.2. The top two figures show the influence of each Yj towards the test
statistic Zij, if the Yj is smaller than Xi. The bottom two figures show the value of
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Figure 4.3: Value of Zij if Xi > Y j, for different ranks of Yj on the x-axis. The upper
left graph shows the value of Zij for the WMW rank statistic, the upper right graph
shows the value of Zij for the weighted rank statistic. The bottom graph shows the
sum of Zijs for different ranks of Xi. The left graph for the WMW rank statistic, and
the right graph for the weighted rank statistic.
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∑k
j=1 Yj (the contribution of Xi towards the final statistic U for different ranks of Xi

on the x-axis). For the standard WMW statistic, this contribution increases linearly
with the rank of Xi, for the weighted statistic the contribution of points that have a
high outlier score is bigger.

4.2.3 Mean residual of outlier score

This measure of entity outlierness is defined in terms of the deviation from the mean
of the outlier scores that belong to the given entity. The test statistic is given by:

t = (mean(X)−Mean(Y ))√
s2X
n1

+ s2Y
n2

The statistic t follows a t-distribution. The corresponding p-value (the mass of the
tail on the right from the observed value) is the outlier score.

4.2.4 Binomial outlier score

The calculation of this score starts with calculating the sets of scores X and Y , as
described earlier. Then both sets are combined and sorted. The top p fraction of scores
are viewed as outliers, where p is a pre-specified parameter. Under this definition of an
outlier, the number of outliers that belong to the set X follows a binomial distribution
with expected value n1p and variance n1p(1 − p). The outlier score of X (relative to
p) is now defined as 1 − cdf(binomial(n1, p), k), where k is the number of observed
outliers in X, i.e., the mass of the right tail of the binomial distribution with the
parameters n1 and p that starts at k.

The value of parameter p is used to determine the fraction of records that are
viewed as outliers. It can be set in different ways. In some cases, the value of p is
determined by a domain expert. The choice of p can also be based on the probability
distribution of the outlier score function. One can approximate this distribution by
using a histogram with two bins: one bin for ‘low’ outlier scores, and another one for
‘high’ outlier scores. The observations that fall into the bin of ‘high’ outlier scores are
labeled as outliers, so p is the splitting point between the two bins. We estimate p
by minimising the Kolmogorov-Smirnov distance [92], between the distribution of the
outlier score and the ‘approximate’ two-bin distribution. Another possibility is to use
a heuristic that is based on the parameter p: for example, take the maximum outlier
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4.2. Aggregating Outlier Scores to Score Entities

score per entity for a range of values for p. The disadvantage of this approach is that
the final outlier entity score cannot be interpreted as a probability anymore.

4.2.5 Segmentation of examples

In many applications, the set of transactions can be split into a number of segments.
For example, claims can be organized into categories that are determined by the type of
medicine involved, and patients allocated to segment according to disease type. Each
of the four measures described earlier can be calculated for each segment and the
resulting scores aggregated to the level of single entities. In this section, we describe
how this aggregation works for the proposed statistics.

For the Wilcoxon-Mann-Whitney test and the quality measure based on the bi-
nomial distribution, a normal approximation can be obtained. For the binomial test
statistic, a normal approximation N(µ, σ) is obtained by µ = np and σ =

√
np(1− p)

[14]. The other two distributions follow a t-distribution, which can be assumed normal
for sufficiently large n (usually n = 30 is used as a rule of thumb).

Let si be the z-score of an entity per segment, and S be
∑n

i=1 si

n
, where n is the

number of segments. The final outlier score of an entity is defined as Φ(S), where Φ
is the cumulative density function (cdf) of the standard normal distribution.

This aggregation S weights each segment equally. If some segments contain many
more examples than other segments (or are otherwise more important), this equal
weighting can be unwanted because segments with few examples may have a high
influence. In that case, weights w can be set, where the weight wi of a segment si is
proportional to the number of examples (or the importance) of the segment:

∑n

i=1 wisi

n
.

Note that for the sum of n iid normal variables each weighted by wi, the mean and
variance are given by: µ = ∑n

i wiµi, and σ2 = ∑n
i w

2
i σ

2
i .

The problem can be that some segments contain too few examples, in which case
no normal approximation can be obtained for the segment. In the next section, we
describe how to normalize scores first and aggregate afterwards to solve this problem.

4.2.6 Aggregating outlier scores from different subspaces

Above we described how we aggregate the scores for each segment first, and than ag-
gregate across segments. The normal approximations described above are only valid
if there are enough observations in each subsegment. This is because the quality mea-
sures are normally distributed only asymptotically. A usual ‘rule of thumb’ is that the
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Chapter 4. From Single Points to Groups of Outliers

mean of a sample is approximately randomly distributed from about 30 observations.
In this section we describe another approach that can be used when we have few

observations per segment. We normalize the outlier scores first, to make them com-
parable between segments. Next, we aggregate the normalized scores. The main idea
is to build a probability density function ϕ(x) for the outlier score x per segment, and
normalize the scores by the cumulative distribution function φ(x). φ(x) can be used as
a new outlier score directly. We distinguish here three different types of outlier scores,
and estimate the pdf and cdf of these scores in a different way.

− The binary outlier score, which is either 1 (an outlier), or zero (an inlier). Contin-
uous outlier scores can be transformed into a binary score by setting a threshold,
as described in Section 4.2.4. The pdf for the binary outlier score can be esti-
mated quite easily. The outlier score is either 0 or 1, so the cdf of a Bernoulli
distribution can be used. When we denote p as the probability of being an outlier
P(x = 1), and q = 1− p as the probability of x = 0, then the cdf is:

φ(x) =

q if x = 0,

1 if x = 1,
(4.5)

− Some outlier scores have a very skewed distribution. Points that are below the
0.9 quantile are generally uninteresting, so one could say they can be labeled as
0 (or inliers), and a degree of outlierness for the other examples. An example
is the LOF score (see Chapter 2) for which a ratio around 1 and lower means a
point is an inlier, and scores bigger than 2 are outliers. For density based outlier
scores, low outlier scores are in general uninteresting. We modify the score x by
assigning the value 0 to all inliers, and the original score x to all non-inliers. Let
p be the probability that a point is not an inlier, and q = 1−p be the probability
that a point is an inlier. φ1(x) is the cumulative distribution function of outlier
scores, given that the point is not an inlier. It can be estimated by a parametric
probability density function, a mixture of normal distributions or a kernel density
function. The cumulative density function is given by:

φ(x) =

q if x = 0

q + φ1(x) if x > 0
(4.6)

− Continuous outlier scores where all scores are relevant. Examples are residual-
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4.2. Aggregating Outlier Scores to Score Entities

based outlier scores, where the residual from a model of the dataset is an outlier
score. The higher the residual, the higher the outlierness of a point. Again
φ(x) can be estimated by a parametric probability density function, a mixture
of normal distributions or a kernel density function.

We now have obtained φ(x) ∈ [0, 1], a normalized score that can be compared
between segments. Because all scores are normalized, we do not need to aggregate
per segment first. We compute the score per entity based on all scores at once. The
aggregation measures from Section 4.1 can now be used on the normalized scores to
score entities.

4.2.7 Identifying fraud sets

Each approach described above uses a measure U to describe the outlierness of an
entity. Because U follows a normal distribution, we can easily test the hypothesis that
the observed value for U is equal to E(U) with significance level α. This hypothesis
will be rejected for the most outlying entities with the highest value of U . Suppose
this hypothesis is rejected for an entity with a set of observations X. We define a
fraud set for an entity X as the minimal set of records that should be removed from
X in order to make the null hypothesis that the observed value of U(X) is equal to
E(U(X)) plausible (i.e., not to be rejected at a given significance level). Because the
observations that should be removed are the ones with the highest outlier score, the
fraud set is also the set of observations that should be investigated first, when checking
if the entity is really outlying.

4.2.8 The fraud scatter plot

Another very useful instrument for displaying fraud evidence is a fraud scatter plot:
a graph of fraud amount versus outlier score of all records in the fraud set. Here,
the fraud amount is defined as the total amount of money that is involved in the
observations that are in the fraud set. The fraud scatter plot can be used by fraud
investigators to decide whether they should investigate the most likely fraud cases, or
to focus on cases that are less suspicious, but involve high amounts of money.

More precisely, for an arbitrary significance level α, the fraud scatter plot contains
points, one per entity, with their x-coordinates being the outlierness score of an entity
(we use the z-score of the observed value of U), and the y-coordinate being the fraud
amount.
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Figure 4.4: Histogram of the Weighted Rank Score Quality measure. There are two
observations with a score higher than 25. We can also see that the distribution of the
measure is not completely normal due to some outliers and due to a peak around 0
(these are pharmacies with very few claims).

4.3 Aggregating Scores for Entities: Results

Now we will describe some results that we obtained when applying our method to
a relatively big set of 40 million records related to claims submitted by pharmacies.
Each record contains information about the pharmacy (pharmacy ID), the prescribed
medicine (type, subtype, product ID), cost, dosage, et cetera. We focus on three types
of deviations: unusual prescriptions, errors that seem to be typos, and unusual number
of ‘expensive’ patients.

4.3.1 Strange behavior in prescribing drugs

A common type of fraud in health insurance is called unbundling: a practice of breaking
what should be a single charge into many smaller charges. The ‘standard’ formula for
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4.3. Aggregating Scores for Entities: Results

a single claim is price = c + pn, where price is the claim amount, c is a constant
charge per claim, n is the number of units, and p is the price per unit. A pharmacy
can commit unbundling fraud by splitting the charge into two or more charges, thereby
earning the constant amount c twice (or more times). Two other common types of
fraud are: delivering more units than stated on the prescription (and thus increasing
turnover), and charging money for drugs that have never been delivered.

First we split the data into different segments, one segment per drug type. For
each segment, we use the following variables for each patient X: X1: the total number
of units (pills) used by a patient within a year, X2: the total claim amount of a patient
within a year, X3: the number of claims during the year, X4: ∑n

i=1 ai, where n is the
number of claims, and ai is 1 if the patient visited his GP within two weeks before the
claim, and zero otherwise.

An outlier in these four dimensions indicates strange or fraudulent claiming behav-
ior. We calculate an outlier score for single observations first. For this application we
use the modified LOF Score, as described in Chapter 2.

For each medicine type we calculated the weighted rank score, where each patient
is assigned to one or more pharmacies. We aggregated all these scores by summing
them, and then standardizing them. The final scores of all pharmacies are shown in
Figure 4.4.

We compared data from the two most outlying pharmacies with data from the
remaining pharmacies. For the top outlying pharmacy, the distributions of variables
X1 (the number of pills) and X3 for the drug type ‘Aspirin’ are given in Figure 4.5. The
distribution of the pharmacy is given in the bottom two graphs, and the distribution
of all other pharmacies is given in the top two graphs of Figure 4.5.

4.3.2 Finding typos

Sometimes pharmacies make mistakes when entering the number of units that is pre-
scribed, thereby ‘accidentally’ overcharging. We calculated the following z-scores:

− X1: the standardized claim amount,

− X2: the claim amount, standardized at the drug type level,

− X3: the claim amount divided by the total costs of the patient within a year,
grouped at the drug type level and then standardized,
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Figure 4.5: Histograms of the ‘number of pills prescribed’ and the ‘number of claims’
for the drug type Aspirin. The two histograms below show the distribution of patients
of the outlying pharmacy. The upper two histograms show the distribution of the
other pharmacies. From these graphs it can be concluded that these distributions are
different. The number of pills is much lower than expected, while the number of claims
is higher: this is a signal for unbundling fraud.
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Figure 4.6: The graph on the left shows the fraud scatter plot. The score according
to the binomial statistic is plotted against the money that is involved in the claims.
The most interesting pharmacy is the one in the upper right corner: it has a large
deviation and a high fraud amount. The histogram on the right shows an example of
an outlier of this pharmacy for the ‘Glucose Test Strip’. The outlying claim made by
this pharmacy is the claim of about 1300 euro. The pharmacy is outlying because it
has many such claims.

− X4: the claim amount divided by the total costs made by the patient on the
same drug, standardized.

Typos will score high within all dimensions, therefore we used as an outlier score for
a single record the smallest one: score = min(X1, . . . , X4). Note that all dimensions
are standardised, so therefore the deviation in each dimension is comparable.

Because this score is really designed for detecting ‘top-ranking’ outliers, the bi-
nomial statistic to aggregate the outlier scores per pharmacy seems to be the most
appropriate. The value of the parameter p can be found after a few attempts followed
by manual inspection of found outliers. The fraud scatter plot and an example outlier
are displayed in Figure 4.6.

4.3.3 Patients with high claim costs

Pharmacies may also be delivering more units than stated on the prescription (and
thus charging more money). The difference with a typo is that this time the claim
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Figure 4.7: The graph on the left shows how the cumulative distribution function of
the LOF scores is approximated by a histogram of two bins. The bin sizes of this
histogram are determined by minimizing the Kolmogorov-Smirnov Distance between
the cdf and a function with two linear components. The graph on the right shows
the fraud scatter plot. The x-axis shows the deviation from the expected value of
the statistic and the y-axis shows the amount of money that is involved within the
outlying transactions.
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amounts are not extremely high, but just a little higher than normal.
To discover this type of outliers, we split the data into segments, using one drug

type per segment. For each segment we defined the following two variables:
X1: the claim amount,
X2: the claim amount divided by the total costs per patient within a year.
We standardized both dimensions. Because we were interested in global outliers we

used as an entity outlier score the mean distance to the k nearest neighbors [7]. Next,
we calculated the deviation from the mean statistic per patient per drug type, and
aggregated the scores by summing them. Finally, we used the binomial outlier score
to aggregate patient scores on the level of pharmacies. We estimated the parameter
p by approximating the density of the score per patient by a histogram of two bins,
see Figure 4.7. By inspecting the fraud scatter plot, we could conclude that the
most interesting outlier is the pharmacy with the highest amount of fraud. For this
pharmacy, we plotted some of its outlying claims within the drug type ‘Erythropoietin’
(a.k.a. EPO).

The suspicious pharmacy turned out to be a pharmacy specialized in expensive
medication. Because the pharmacy is delivering expensive medication, the fraud
amount is high as well. This is because a high amount of money is involved in outliers
in these segments of expensive medication. The value close to zero for the binomial
statistic indicates that there are not more outlying claims for this pharmacy than ex-
pected. Nevertheless, outliers of this pharmacy are interesting because of the money
involved, and the suspicious drug type (EPO).

4.3.4 Conclusion

In this chapter, we described how to measure the outlierness of an entity, where an
entity is a collection of records. Each record has its own score; an outlier score that
is calculated on the record level. We presented four measures that can be used to
aggregate these outlier scores to the level of entities. The biggest difference between
the measures is their sensitivity to outliers. The deviation from the mean is the most
sensitive to outliers, the rank statistic is the least sensitive.

One difficulty can be that records are separated into different segments, or occur
in different subspaces. Because outlier scores can be incomparable between segments
(due to scaling and interpretation), they cannot be aggregated directly to the entity
level. We presented two ways to handle this problem. The first is to aggregate outliers
per segment, these aggregations then counts towards the final entity outlierness score.
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The second approach is to model a cumulative distribution function per outlier score.
This cumulative distribution function is then used as a rescaled version of the original
outlier score ∈ [0, 1]. Because all outlier scores are now rescaled in the interval [0, 1]
they can be aggregated over segments.

The experiments show interesting results, however there was manual inspection
needed to ‘explain’ the outlierness of an entity. The figures in the experimental section
are all resulting from this manual inspection. In the next chapter, we will develop
a method that automatically generates descriptions of outliers, thus automizing the
manual inspection step.
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5
Outlier Descriptions

In this chapter, we will use Subgroup Discovery to describe (small) groups of out-
liers. As we saw in Chapter 2, there can be considerable manual work involved in the
investigation of why a point is an outlier. Usually, this manual work consists of visu-
alisation of outliers and neighboring clusters, see for example the figures in the section
‘outlier diagnostics’ in Chapter 2. These figures then have to be interpreted by the
user, usually per single outlier. Next to replacing this manual work, these descriptions
also aim to summarise ‘common factors’ in outliers, or descriptions of small groups of
outliers. When each outlier is investigated on its own iteratively, such patterns can be
overlooked.

To illustrate our approach, we will use a model-based outlier detection technique
(random forests) to detect outliers on a patient level. Descriptions of outliers (sub-
groups) thus describe outlying groups of patients. After these descriptions are ob-
tained, we can investigate which medical practitioners are involved, thus identifying
the suspicious practitioners. The final output could then look like: “Dentist number
142 is suspicious, because the group of patients of this dentist that are described by
A and B significantly differs from others”.
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5.1 Related Work

In this chapter, we will use Subgroup Discovery and outlier detection. As an additional
outlier detection method next to the ones presented in Chapter 2, we will use random
forests. This related work section is about random forests, and we will mention other
methods that aim at describing outliers.

5.1.1 Related work on random forests

The concept of random forests was introduced by Leo Breiman in 2001 [24], and since
then it has become one of the most prominent techniques for solving classification and
regression problems [57]. The key idea behind this technique is a construction of many
(hundreds) of de-correlated classification or regression trees and then aggregating their
predictions. This generally leads to models with very good accuracy. Moreover, forests
determine a proximity measure on data points: the more frequently two points fall into
the same leaf, the higher their proximity. Random forests were successfully used for
intrusion detection [117]. Here, the authors first label the data by a number of classes,
including a class that corresponds to intrusion. Next, they build a random forest
for the corresponding classification problem and use the induced proximity matrix to
find outliers. Outliers are defined as points having a relatively low proximity to the
points of the same class. Another approach to outlier detection [87], uses randomized
trees called I-trees. Similar to random forests, a large collection of trees is generated
automatically from data; trees are grown until each leaf shrinks to a single point.
Outlierness of a point is measured by the depth (the distance to the root) of a leaf
that contains this point; the smaller the depth, the higher the outlierness of the point.

5.1.2 Related work on explaining outliers

There has been research in the area of finding the so-called intensional knowledge
of outliers [71]. The intentional knowledge is defined as a set of dimensions that is
small enough for an instance to be considered an outlier. Removal of any of these
dimensions, and recalculating the score afterwards, would result in the instance not
being considered an outlier anymore. A method described in [116] first labels records
as outliers using their Smartsifter algorithm, and then creates the so-called stochastic
decision list: a set of rules in the form constraints → outlier with a probability
higher than a predefined threshold. The focus in this article is on the on-line part of
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the outlier detection process, and the main purpose of the decision lists is classification
rather than description.

Yet another approach to finding outlying groups of records is presented in [118] and
[119], where knowledge of already found outliers is used for searching for new outliers.
The method can only be used if some cases are labeled as outliers. First, with the
use of an unsupervised learning method, instances are ranked by a scoring function
that is based on the Multi-granularity DEviation Factor (MDEF) [96], where a high
score indicates a high probability of being an outlier. From this set, the records with
the lowest score are put in a set together with the known outliers. A Support Vector
Machine model is then trained on this set in an iterative way, after which the fraction
of the data classified as positive by the SVM is selected as the outlying set.

Subgroups can also be thought of as multi-dimensional cubes containing data
points. In [2], the authors propose an evolutionary search algorithm to find multi-
dimensional cubes with a very low density, where large cubes with few points have a
low density. These cubes can be viewed as outlier descriptions.

5.2 Describing Groups of Outliers

In this section, we will use the dentistry domain to explain our approach. We will
use a similar patient database as in Chapter 3. From the dentistry database, we are
interested in the claiming behavior of prosthodontists (dentists specialised in dentures).
From the dentistry database, we select all patients that visited a prosthodontist. Each
record describes the costs of a unique patient-prosthodontist combination. Attributes
describe the (dental) treatments that are claimed by prosthodontists, within a year.

The detection process is split into three phases:

1. Finding outliers on individual (patient) level. Here we search for patients with
overall spending or claim pattern deviating from others. To model spending
patterns and to measure similarity between individuals, we develop an ensemble
of regression trees (a random forest) together with the underlying proximity
measure.

2. Finding descriptions of deviating groups. Here we deploy Subgroup Discovery to
compare each group against all remaining group and to rank all groups by their
quality measure.
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3. Identifying suspicious medical practitioners. Here we use a quality measure for
Subgroup Discovery to identify suspicious practitioners, for each deviating group.
In other words, we “benchmark” the subgroup that is found in step two among
practitioners. Practitioners for which the subgroup is true for many of their
claims/patients are the most interesting.

5.2.1 Step 1: Finding outliers on individual (patient) level

In our experiments, we decided to represent each patient by a binary vector that
represents a set of treatments received by the patient within the last 12 months. More
precisely, assuming that the number of possible treatments is k (in our case k = 141),
each patient is represented by a binary vector of length k, such that the presence of
1 at the i-th position indicates that the patient received the i-th treatment within
the last year. In addition to ‘treatment vectors’, we assign to each patient a target
variable: the total cost of related treatments. Moreover, a number of personal data,
such as age and gender are also attached to each patient.

We will use random forests both for measuring the distance (or proximity) between
patients and for estimating their costs. The proximity of two records, with respect to a
random forest, is defined as the percentage of leaves that contain both records, counted
over all trees from the forest. The Local Residual-Based Outlier Score is based on the
proximity matrix of the random forest algorithm, and the out-of-bag predictions of
the observations [57]. To obtain a distance measure, we define the distance between
two observations x, y as distance(x, y) = 1− proximity(x, y).

Let Sp(r) be the set of nearest neighbors of a point p within radius r, r ∈ [0, 1],
according to the distance measure defined by the proximity, including the point p itself.
Let resp denote the residual of the predicted value at p defined as y − oob(p), where
oob(p) is value of the out-of-bag prediction of p and y is the target variable. Next,
we define the average r-density of p and the standard deviation of its r-density by
µp(r) and σp(r). These are calculated as the mean of resx, x ∈ Sp(r) and the standard
deviation of resx, x ∈ Sp(r). The final Local Residual-Based Outlier Score (LRBOS)
is defined as the z-score of the local residual:

LRBOSr(p) = resp − µp(r)
σp(r)

(5.1)

Note that a global outlier score is a special case of the Local Residual-Based Outlier
Score with r = 1. To calculate a score to identify local outliers, r should be smaller
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than one.
In our application, it makes sense to use such a local outlier score, because patients

using expensive treatments will have bigger residuals than patients receiving inexpen-
sive treatments. On the other hand, the raw residual is measured in a monetary value,
which makes it very easy to interpret. However, using the raw residual may miss that
some examples differ locally.

5.2.2 Step 2: Finding descriptions of deviating groups

In the second step of our approach, we try to describe regions of the dataset that
contain relatively many outliers. In Subgroup Discovery terminology: we try to find
subgroups with a high quality, using the outlier score as the target variable.

The outlier score can be continuous or binary. In the binary case, the target
indicates whether the observation is an outlier (1) or not (0). A continuous score
usually measures the degree of outlierness. In the binary case, the target indicates
whether the observation is an outlier (1) or not (0).

5.2.2.1 Continuous score

For continuous scores, quality measures from Table 3.5 in Chapter 3 can be used to
measure the quality of a subgroup. Because we are looking for high outlier scores,
quality measures that measure the difference in value are better suitable than quality
measures that measure the difference in (probability density) distributions. Also the
aggregation measures from Chapter 4 can be used, but the disadvantage is that they
are focused on significance rather than the difference in score. This is the same for
measures using the z-score or p-value. These are sometimes too much focused on big
subgroups for which the mean differs slightly (but very significantly).

5.2.2.1.1 Example of outlier descriptions using a continuous target: Re-
sults on dentistry profiles Here we show the idea of outlier descriptions, using a
continuous target. We will use the same dentistry dataset that was used in Chapter
2. The dataset consists of 8 947 dentists that are described by 13 attributes. Each at-
tribute describes a cost category. We apply the LOCI score, for a radius r ∈ [0.1, 0.2].
The distribution of outlier scores is given in Figure 5.1. The average score is 0.51, with
a standard deviation of 0.62. The maximum score is 9.99.
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Figure 5.1: Histogram of LOCI scores for the dentistry data.

Table 5.1: Descriptions of the three least redundant descriptive subgroups from the
top-20 found in the dentistry dataset. The target is the LOCI outlier score. Subgroup
S1 is defined by conditions: Orhtodontics (dentist) ≥ 0.044 ∧ Orthodontics ≥ 0.78,
subgroup S9 by conditions: Prevention, dental cleaning, paradontology ≥ 0.73 ∧ Anes-
thesia, laboratory costs surgery, gnathology ≥ 0.08, and subgroup S20 by conditions:
restorations using plastic materials ≥ 0.26 ∧ Anesthesia, laboratory costs surgery,
gnathology ≤ 0.04. |S| is the coverage of the subgroup, t̄S the average of the target in
the subgroup, and σtS the standard deviation of the target in the subgroup.

S |S| t̄S σtS
S1 9 3.29 2.38
S9 9 1.74 0.83
S20 36 1.44 0.25
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We are interested in descriptions of outliers. As a quality measure we use the av-
erage outlier score, with a minimum support of 5. Table 5.1 shows the top subgroups
that are found. Because of redundancy, not all top subgroups are shown (the top sub-
groups 2 and 3 are for example redundant versions of subgroup 1. In Chapter 6, we
will explain redundancy removal methods in Subgroup Discovery). The top subgroup
description makes sense: dentists that claim both in the category Orthodontics and
orthodontics (for dentists), indicates strange claiming behavior using domain knowl-
edge: a dentist can subscribe either as an ordinary dentist, or as an orthodontist, and
should claim accordingly.

Subgroup 2 is strange because typically, dental cleaning practitioners (that claim
a high percentage in category 4), do not claim many claims in category 2, but this
group of outliers does. Subgroup 3 describes dentist that claim relatively few claims
from category 2 (anaesthesia), while the number of restorations (dental fillings) is
relatively high. This differs from profiles of other dentists that claim more anaesthesia
treatments next to their fillings.

5.2.2.2 Binary score

When using a binary score, quality measures from Table 3.3 can be used, see Chapter 3.
Continuous scores can also be transformed into a binary score by applying a threshold.

5.2.2.2.1 Setting the threshold When working together with domain experts,
we experienced that usually a binary outlier score is preferred over a continuous score,
because of its simple interpretability. Such an outlier score indicates whether an obser-
vation is either interesting (1) or not interesting (0). For continuous scores, a cut-off
point determining whether an observation is considered an outlier or not can be set
by a domain expert (by observing some of the outliers), or can be set by observing
the distribution of the outlier score. In our application, it can also be set to a quantile
(or percentile), because of the maximum workload. The goal of our application is
to investigate the outliers in more depth, and eventually claim money back. Out of
the millions of records and patients, only a few of them can be checked. It therefore
makes sense to disregard outlier scores that deviate only slightly, for example by using
a cut-off point, determining whether an observation is considered an outlier (1) or not
(0). To set this threshold, some trial and error has to be done by picking out outliers
and presenting them to the domain expert. If the domain expert finds the outlier
uninteresting, it means the threshold should be set higher.
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5.2.2.2.2 Finding descriptions After the threshold has been set, we wish to find
descriptions of outliers. The target vector contains outliers and the number of positives
is usually small. Because of this, we propose a modified Weighted Relative Accuracy
measure; the original WRAcc measure turned out to be too ‘general’, preferring too
big subgroups. These subgroups contain too many false positives according to the
user. We describe here a new quality measure for the binary target case, that can be
modified by the user. We show that the change of a single parameter in the quality
measure can change the slope of the isometrics in ROC space. In this way the user set
the parameter, so that large or small subgroups are preferred.

5.2.2.3 Modified score

Users can decide to put more weight on true positive rate or generality, according
to their needs. We explain here how scores can be altered by a parameter λ. The
Weighted Relative Accuracy is defined as:

WRAcc = p(S)(p(T |S)− P (T )) = p(TS)− p(T )p(S), (5.2)

where T stands for target, and S for subgroup, so it is a quality measure for the
rule subgroup→ target. In order for the user to trade off generality against accuracy,
we introduce a weight λ into the WRAcc measure that can be adjusted by the user.

ModifiedWRAcc = λP (TS)− (2− λ)P (T )P (S), (5.3)

where T stands for the target variable, S for the subgroup, and λ ∈ [0, 2] weights
the importance of the support versus coverage. A value close to 2 corresponds to
measuring support (true positive rate) only, a value close to 0 ‘punishes’ big subgroups
more, so smaller subgroups are found.

Figure 5.2 shows the isometrics of this quality measure for different values of λ.
The isometrics are drawn using the adult dataset. In this dataset, we defined the
examples for which Working Class = Federal Government, as the positive examples.
The target is true for 2.9% of the data. We can see that the slope of the isometrics is
determined by the value of λ; for low values the slope of the isometrics is steeper than
for high values. The slope of the isometrics depends on the dataset, on the fraction of
positives, P (T ). We can calculate that the slope is given by:

(2− λ)− (2− λ)P (T )
λ− (2− λ)P (T ) (5.4)
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(a) λ = 1.5 (b) λ = 1

(c) λ = 0.9 (d) λ = 0.5

Figure 5.2: Modified WRAcc isometrics.

If the fraction of positives P (T ) is low (which is often the case if the binary target
indicates outliers), the slope is thus approximately (2− λ)/λ = 2/λ − 1. With the help
of the subgroups in the ROC visualisation, the value for λ can be set. For example
by comparing two subgroups with each other, looking where they are in the ROC
visualisation, and determine if the more general (big) or the small subgroup should
score higher. By using this quality measure, we can look for small subgroups that are
more actionable than subgroups that are found with for example the WRAcc measure.
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5.2.3 Step 3: Finding outliers on a group level

After performing the subgroup discovery step, the last step is the identification of
possible fraudsters. Remember that each record in the database belongs to a single
entity, where an entity can for example be a shop, or in case of health insurance data
a hospital, pharmacy, etc. We identify ‘suspicious’ entities by measuring the quality
for the most interesting subgroups in step 2, using a binary quality measure with a
binary target indicating the medical practitioner under investigation. We thus have a
multinomial (or multi-class) target. We treat each of the multinomial values as a single
binary target. This is the ‘one versus all’ setting described in Chapter 3. The measure
is calculated for each entity for the top k most interesting subgroups discovered in the
Subgroup Discovery process in Step 2, k is a parameter set by the user. In this way,
we identify entities that are suspicious for different groups of outliers.

5.2.4 Alternative approach: two steps to describe groups of
outliers

The approach described in the previous section requires considerable manual work
and domain knowledge in the second step. The process can also be fully automated,
with the advantage that the data mining run can be done separately from the domain
expert. The disadvantage can be that such an approach can lead to more ‘false positive’
groups, since outlying groups are not checked by domain experts at step 2 of the
previous approach, to judge if their description makes sense.

This two-step approach requires the following two steps: (1) is again the detection
of outliers on the individual (patient) level. Step (2) is a subgroup discovery run using
a double target setting. The first target t1 is the outlier score which is the result of
step (1). The second target t2 is a binary target indicating the medical practitioner.
In case the outlier score is binary, the double binary target setting, that is explained
in Chapter 10, can be used. In case of a continuous outlier score, cost-based quality
measures can be used, that are further explained in Chapter 9.

5.3 Results on Prosthodontist Data

This dataset consists of health insurance claims made by about 500 prosthodontists.
We apply our approach to identify suspicious claiming behavior. Our dataset consists
of records from 500 prosthodontists and about 50,000 patients. Each patient belongs
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to a single prosthodontist. Our target variable Y is the total claim amount of a patient
during a time period of one year. To model this variable, we have 161 explanatory
variables at our disposal. These are: age, gender, 14 variables describing costs of other
dental care (other than prosthesis treatments), and 145 binary variables indicating
whether a prosthesis treatment of a given type was claimed at least once during the
last year.

5.3.1 Step 1: Finding outliers on individual (patient) level

As an outlier score, we use the Local Residual-Based Outlier Score (LRBOS) that is
created with the help of the random forest. We construct a random forest with 500
regression trees. For the construction of our random forest, the following parameters
are used:

− The number of trees. We use the 500 trees to estimate the proximities between
patients. From 100 generated trees the average out of bag error converges, so
500 is a safe choice.

− The number of splitting candidates. The number of splitting candidates in our
random forest is |A|/3, where |A| is the number of attributes. This is a standard
choice for regression-based random forest.

− The minimum leaf size. We use a minimum leaf size of 30. A lower leaf size
has a somewhat higher accuracy (an MSE of 125.1 vs 126.8), but since we are
mainly interested in the proximity of points, we use a higher leaf size. With a
higher leaf size we ensure that points end up on the same leaf more frequently,
and are thus compared to bigger groups of similar observations.

Next, we obtain the proximity matrix from the 500 fitted regression trees. We cal-
culate the LRBOS with parameter r = 1. This corresponds to a global outlier score,
comparing all patients in the dataset with each other.

5.3.2 Step 2: Finding deviating subgroups

After visual inspection of the distribution of the outlier scores, and investigating out-
liers manually, the cut-off score was set at 2.5, which in our case means that about 2
% of our data is declared anomalous. A binary vector, indicating 1 for an outlier and
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0 for an inlier, will be our target variable in the subgroup discovery process. Our ex-
planatory variables will be the same 161 variables that were used before. However, the
145 binary variables related to treatments are now replaced by continuous variables
indicating the amount spent on a treatment.

Using these settings, we discover the most interesting subgroups. After investiga-
tion, it turned out that the standard WRAcc score leads to too general subgroups.
Therefore we applied the modified WRAcc score as quality measure. Together with a
domain expert we found the best setup with λ = 2

3 : a quality measure that gives more
weight to target share than to subgroup size than the standard WRAcc. It turns out
that with these settings, all interesting subgroups were found at depth two; increasing
the depth did not lead to the discovery of more interesting subgroups. Because of the
small depth, we could use full enumeration of the search space.

5.3.3 Step 3: Identifying possible fraudsters

The last step is the benchmarking of practitioners for the most interesting subgroups
found in step 2. We calculate the quality of the rule subgroup → entity for the top
100 subgroups, and measure the quality for all entities (prosthodontists). As a quality
measure, we use again the modified WRAcc score with λ = 2

3 . Figure 5.3 shows the
results for the most interesting practitioner, for the top subgroup found in step 2. The
description of this subgroup is: ‘Costs spent on upper prosthesis ≥ 1050 Euro’. The
distributions of the ‘Costs of upper prosthesis’ variable are given in Figure 5.3. From
the top 100 subgroups found in step 2, the most interesting practitioner is shown in
Figure 5.4. This subgroup has the highest modified WRAcc score for the rule: ‘Costs
of Mesostructure: Two magnets/buttons ≥ 1500 → ProsthodontistId = 223’.

The figures show that both prosthodontists have different claiming behavior. The
distribution of costs for upper prosthesis for the first prosthodontist has a fatter tail,
compared to the costs of other prosthodontists on the same treatment. The distribu-
tion of costs of magnets/buttons of the second prosthodontist is totally different from
the distribution of the costs of magnets/buttons of all other prosthodontists. Our
approach measures the outlierness by using all attributes in the random forest, so the
outliers described in both figures are not only outliers in the dimension that is plotted
in the figures, but they also cannot be ‘explained’ by other variables.
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Figure 5.3: Distribution of costs of treatment ‘Upper prosthesis’. Only costs for pa-
tients that have received this treatment are given. On the left the distribution of the
costs per patient of all prosthodontists are given, except for the suspicious prosthodon-
tist for which the distribution is given on the right. It can be seen that the distri-
bution of the suspicious prosthodontist has a fatter tail than the distribution of the
other prosthodontists. This is exactly the outlier description that is provided by the
subgroup ‘Upper prosthesis ≥ 1050 Euro’.
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Figure 5.4: Distribution of costs of treatment ‘Mesostructure: Two magnets/buttons’.
Only costs for patients that have received this treatment are given. On the left the
distribution of the costs per patient of all prosthodontists are given, except for the
suspicious prosthodontist for which the distribution is given on the right. It can be
seen that the distribution of the suspicious prosthodontist is totally different from the
others, and that the description ‘Two magnets/buttons ≥ 1500 Euro’ describes this
difference in distributions.
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5.4 Conclusion

In this chapter, we described how we can use Subgroup Discovery to generate easy-
to-understand outlier descriptions. We showed one example on a continuous target.
We showed the working of a three-step approach, incorporating domain knowledge
in setting the threshold, and in finetuning the quality measure. The results worked
well on prosthodontist data. Future work can be done in performing the description
and aggregation step at once. This corresponds to a double target column setting in
Subgroup Discovery.
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6
Subgroup Redundancy

In this chapter, we will discuss subgroup redundancy, with the use of Subgroup Dis-
covery results on real-life health insurance data. It will be an introduction to the next
three chapters that present extensions or variants of the standard Subgroup Discov-
ery algorithm. The first result of a Subgroup Discovery run on our data immediately
shows a problem of Subgroup Discovery techniques on big data sets: the redundancy
problem. Many recent articles on Subgroup Discovery address this. Because it is
such an important topic, we discuss it in this chapter. We describe how to catego-
rize different types of redundancy, and discuss possible solutions. The examples on
health insurance data show that we need to modify and extend the standard Subgroup
Discovery techniques in order to get better results. To demonstrate this, we will use
results from a ‘standard’ Subgroup Discovery algorithm throughout this chapter. We
will also explain why modifications are needed.

To appreciate the use of Subgroup Discovery for our health insurance application,
let us consider some results of an SD run at depth 1. We will use the dentistry example
also used in Chapter 3. The same target dentist as in Chapter 3 is used. The total
number of positive examples is 1 672 patients, the total size of the dataset is 100 000
patients.
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Table 6.1: Subgroups on the convex hull.

FPR TPR Description
0.026 0.330 V 11 ≥ 84
0.047 0.419 V 11 ≥ 63
0.096 0.521 V 11 ≥ 42
0.138 0.561 V 11 ≥ 40
0.455 0.834 M55 ≥ 23
0.697 0.965 V 20 ≤ 0
0.754 0.977 M50 ≤ 0
0.823 0.987 V 20 ≤ 10
0.883 0.994 M50 ≤ 13
0.947 0.999 M50 ≤ 26
0.980 1.000 M50 ≤ 39

Table 6.1 shows the subgroups that are found at depth 1 in the dentist data, that
are on the ROC-curve. The FPR column contains the False Positive Rate, that is the
fraction of negative examples in the data, that is covered by the subgroup. The TPR
column contains the True Positive Rate, that is the fraction of positive examples in
the data that is covered by the subgroup. The treatments mean the following: V 11
is a one-sided filling, M55 is a regular dental cleaning, V 20 is for polishing a filling,
M50 is the code for a restricted dental cleaning (shorter in time).

Now we move on to find interesting combinations of treatments. Table 6.2 shows
the result of an SD run on dentist data with a maximum depth of 3. The top pattern is
V 12 ≤ 33 ∧RestorationsP lastic ≥ 83 ∧ V 20 ≤ 0. V 12 is the attribute that describes
the amount spent on two-sided fillings. The RestorationsP lastic attribute describes
the costs made on dental restorations using plastic material (in contrast to amalgam,
gold etc.) It is an aggregate of the costs of 1-, 2-, . . ., 6-sided fillings, costs on sealings,
and extra costs related to those treatments. Treatment V 20 are the costs for polishing
a filling. The top subgroup thus describes the group of patients for which more than
83 euro on restorations is charged, and less than 33 euro on 2-sided fillings, and no
V 20 treatment is charged.

Table 6.2 shows the top-10 patterns that are found at a maximum search depth of 3
according to the WRAcc measure. The patterns all have about the same coverage, and
cover approximately the same set of positive examples in the dataset. The subgroups 4
and 5 are logically equivalent. The only difference is the order in which the attributes
are added to the descriptions. The first attribute of the description is found at depth
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Table 6.2: Results using WRAcc, depth 3.

Description |S| |ST | WRAcc
V 12 ≤ 33 ∧RestorationsP lastic ≥ 83 ∧ V 20 ≤ 0 16 963 1 251 0.00967
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ V 12 ≤ 33 18 651 1 276 0.00964
V 12 ≤ 33 ∧RestorationsP lastic ≥ 73 ∧ V 20 ≤ 0 18 834 1 279 0.00964
RestorationsP lastic ≥ 74 ∧ V 12 ≤ 33 ∧ V 20 ≤ 0 18 719 1 276 0.00963
RestorationsP lastic ≥ 74 ∧ V 20 ≤ 0 ∧ V 12 ≤ 33 18 719 1 276 0.00963
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ V 12 ≤ 65 18 807 1 277 0.00963
RestorationsP lastic ≥ 74 ∧ V 20 ≤ 0 ∧ V 12 ≤ 65 18 875 1 277 0.00961
V 12 ≤ 33 ∧RestorationsP lastic ≥ 105 ∧ V 20 ≤ 0 14 151 1 195 0.00958
RestorationsP lastic ≥ 111 ∧ V 12 ≤ 33 ∧ V 20 ≤ 0 13 646 1 185 0.00957
RestorationsP lastic ≥ 111 ∧ V 20 ≤ 0 ∧ V 12 ≤ 33 13 646 1 185 0.00957

1, the second attribute at depth 2 and the third attribute at depth 3. It turns out
that the top subgroups are all refinements of V 20 ≤ 0 ∧ RestorationsP lastic ≥ 75,
or very similar descriptions that share the same attributes, and have slightly different
values for the constraints.

When applying Subgroup Discovery, the first problem that will arise after an SD
run is the redundancy problem. Due to the large number of possible conjunctions of
conditions, many subgroups with roughly the same description will come up as the
best subgroups. Subgroups that have almost exactly the same description will cover
approximately the same examples in the database, and these subgroups will therefore
have almost the same quality.

The redundancy problem can be categorized in different types of redundancy, each
redundancy type can be removed from the results in a different way. We start by show-
ing the top results found on the dentist data to describe the redundancy in description
problem.

6.1 Redundancy in Description

Table 6.2 shows one main type of redundancy: subgroups that almost have the same
description. For example, in the top subgroup, one condition is RestorationsP lastic ≥
83, in the second subgroup, the same attribute has condition RestorationsP lastic ≥
75.

We can distinguish two types of redundancy in description. If for two subgroups S1

and S2, one subgroup contains the same descriptions as the other (i.e. the conditions
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of S1 are a subset of S2, and they have the same coverage), they are fully redundant in
description. Subgroups for which their descriptions contain the same attributes, but
with another value, and that do not have the same coverage (i.e. S1 is described by
A ≥ 5 and S2 by A ≥ 6), are called partially redundant in description.

Redundancy in description is influenced by the binning strategy that is used. The
binning strategy refers to the binning of continuous attributes into two or more cat-
egories. One approach is the discretization of numeric attributes beforehand. The
numeric attributes are discretized into non-overlapping intervals, and these intervals
are treated as nominal attributes during the subgroup search. This strategy has a
favourable effect on redundancy (because of the non-overlapping intervals). A disad-
vantage is the loss of information due to the discretization.

Another approach is to do the binning of numeric attributes during the search,
for each subgroup at each depth, by considering only the subset of data currently
under investigation. If a subgroup is refined, the numeric attributes are discretized
into intervals by using splitting points. A splitting point divides the examples in the
current subgroup into two disjoint regions. For example, the attribute Age can be
split in Age ≤ 40 and Age > 40. There are different binning strategies possible, using
splitting points:

− all splitting points: considers all possible splits, one splitting point for each
numeric value in the data (thus producing many refinements of the subgroup
under consideration).

− best splitting points: considers all possible splits, and only keeps the split for
which the refined subgroup has the highest quality.

− k-points: considers only k splitting points, using equal width or equal frequency
of the data under consideration.

Binning strategies based on splitting points usually cause redundancy in the output,
as demonstrated in Table 6.1. The strategy that causes the least redundancy is the
‘best splitting points’-strategy.

A third option is the use of intervals for numeric attributes [91]. Intervals of the
form Age ∈ [18, 40] are considered as possible refinements. The approach in this article
finds the best interval (with respect to the quality) for each numeric attribute, and
uses only this best interval as a possible refinement for a candidate subgroup during
the search.
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The examples in Table 6.2 and 6.1 used a binning strategy using k = 10 splitting
points, in order to illustrate the redundancy problem.

The redundancy problem is not only an output problem, but can also influence the
subgroup search. When using beam search, the beam may get filled with subgroups
that all have roughly the same descriptions. This causes certain parts of the search
space to remain unexplored. In [112], the authors use beam search as search strategy,
and aim at a diverse beam, hence the title Diverse Subgroup Set Discovery. For
redundancy in description, they describe how they perform fixed size description-based
selection. This strategy greedily selects subgroups by comparing each candidate to the
subgroups already selected in the beam. If there is a selected subgroup that has 1)
equal quality and 2) the same conditions except for one, the candidate is skipped (i.e.
not included in the beam). This approach is also taken in [16] in a contrast set mining
setting, where they prune specializations with equal support.

As a second strategy, van Leeuwen et al. propose variable-size description-based
selection. This means that they allow each description to occur c times in the beam at
depth 1, and c · d times at depth d. The parameter c is set by the user. This strategy
selects greedily: the best subgroups are added to the beam first.

Other approaches use the difference in quality within the search tree, or between
the subgroup S and generalizations of S, where a generalization is a subgroup that
is a superset of S. Whenever a subgroup is evaluated, a subgroup is compared to its
parents. Parents are the subgroups that are described by the conditions out of which
the evaluated subgroup is constructed (for example, the parents of A ≥ 5 ∧ B ≥ 10
are A ≥ 5 and B ≥ 10). Lemmerich et al. [85] describe how the expected value for
such a subgroup is calculated. Grosskreutz et al. [52] use the difference of quality of
the subgroup from the quality of its parents, as a quality measure itself, which they
call the incremental version of quality measure q. These approaches solve the partial
redundancy in description problem only for subgroups in the same branch of the search
tree.

In Chapter 7, we explain how known subgroups can be added to a prior knowledge
list. New subgroups are compared with this list of known subgroups. If there is overlap
(the descriptions share a condition), the subgroup quality is adjusted by calculating
an expected value of the quality measure, given the prior knowledge. This approach
thus adjusts for full redundancy (exactly the same descriptions), as well as partial
redundancy (overlapping descriptions).

89



Chapter 6. Subgroup Redundancy

Table 6.3: Results using WRAcc, example refinements from depth 2 to depth 3.

Description |S| |ST | WRAcc
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ T84 ≤ 0 27 167 1 340 0.0088577
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ T85 ≤ 0 27 167 1 340 0.0088577
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ T87 ≤ 125 27 167 1 340 0.0088577
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ T89 ≤ 38 27 167 1 340 0.0088577
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ U05 ≤ 294 27 167 1 340 0.0088577
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ U10 ≤ 1103 27 167 1 340 0.0088577
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 ∧ V 992 ≤ 0 27 167 1 340 0.0088577
V 20 ≤ 0 ∧RestorationsP lastic ≥ 75 27 168 1 340 0.0088575

6.2 Insignificant Conditions

When we browse through the earlier list, we come across the top subgroup that is
found at depth 2, at position 95. Table 6.3 shows subgroups 88 to 95. The subgroup
found at depth 2 is at the bottom of the table. When we consider the subgroups that
have a slightly higher quality, we see that the redundancy problem is obvious: the
coverage of subgroups 88 to 94 all differ by only one observation from the subgroup
found at depth 2. We call the addition T84 ≤ 0 in subgroup 88 insignificant, because
compared to the subgroup found at depth 2 (V 20 ≤ 0 ∧ RestorationsP lastic ≥ 75)
it does not change the quality of the subgroup more than the addition of a random
condition would do.

If we would add any random description to the subgroup

V 20 ≤ 0 ∧RestorationsP lastic ≥ 75

that would reduce the coverage by 1 as well, it would result in the same quality
improvement in 95% of the cases. An additional condition that refines the subgroup
V 20 ≤ 0 ∧ RestorationsP lastic ≥ 75 by 1 observation would ‘remove’ a negative
example from the subgroup in 95% of the cases. Since the target share in the subgroup
is 1340/27 168 = 0.05, there is probability of 95% of removing a negative example.

There are two commonly used ways to deal with this kind of redundancy. The
first approach is to impose a minimum quality improvement criterion [17]. If the
quality of a subgroup only improves slightly, the added constraint does not provide
interesting information. If the improvement in quality is less than a user-defined
minimum quality improvement criterion, it is omitted from the results. Webb [113]
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S1

T

S3 S2

Figure 6.1: Venn diagram showing the refinement of subgroup S1 into a new subgroup
S3, using the description from S2. The set T denotes the positive examples in the
data.

uses the term productive to denote rules with an improvement greater than zero.
Because the value of the improvement criterion can be hard to set for the user,

there are other approaches possible. In their paper introducing contrast set mining
[16], the authors suggest to use a Chi Squared test to test if the improvement is not
due to random fluctuations in the data. To adjust for the multiple hypothesis testing,
they use a Bonferroni correction [23]. Brin et al. [27] use the Chi Squared statistic to
find statistically significant association rules.

We can apply such a significance test in Subgroup Discovery as well. For binary
and continuous measures, we are usually interested in subgroups for which the target
has a high average value. We can view a refinement as uninteresting if it does not
improve the average value of the target significantly. Figure 6.1 shows the situation
for a binary target. The subgroup S1 is refined by the subgroup description of S2, to
a new subgroup S1 ∧ S2 = S3. The set T are the positive examples in the data. The
set containing S1 ∩ S2 ∩ S3 are thus the true positives in S3. If this set is relatively
big, S3 is an interesting refinement of S1. To quantify this, we can test this by testing
the hypothesis that P (T |S1∧S2) is significantly different from P (T |S1¬S2). For small
refinements, a binomial test can be used. For bigger refinements, if the cross table
depicted in Table 6.4 contains enough observations in each cell (at least 5 as a rule of
thumb [5]), the Chi-Squared statistic can be used to test this hypothesis.

In case of a continuous target, we can check whether there is a significant target
improvement by testing the hypothesis test that mean(µ|S1 ∩ S2) is different from
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Table 6.4: Cross table to test for a significant target share improvement by refining
S1 to S3 using the description from S2.

S2 ¬S2 total
S1 ∩ T S1 ∩ S2 ∩ T S1 ∩ ¬S2 ∩ T |S1 ∩ T |
S1 ∩ ¬T S1 ∩ S2 ∩ ¬T S1 ∩ ¬S1 ∩ ¬T |S1 ∩ ¬T |

|S3| S1 ∩ ¬S2 |S1|

Table 6.5: Results using WRAcc, depth 1.

Number Description |S| |ST | WRAcc
S1 V 11 ≥ 42 10 347 871 0.006980
S2 V 11 ≥ 40 14 553 938 0.006947
S3 V 11 ≥ 41 12 102 881 0.006787
S4 V 21 ≥ 63 12 925 877 0.006609
S5 M55 ≥ 46 27 535 1 119 0.006586
S6 V 21 ≥ 42 20 972 1 009 0.006583
S7 V 21 ≥ 61 15 593 916 0.006553
S8 V 21 ≥ 60 16 877 934 0.006512
S9 RestorationsP lastic ≥ 124 35 956 1 246 0.006448
S10 V 21 ≥ 41 23 488 1 033 0.006403

mean(µ|S1 ∩ ¬S2) by using a t-test.

6.3 Redundancy in Coverage

So far we discussed full and partial redundancy in description. However, it could hap-
pen that two subgroups have different descriptions, but cover the same points. Again
we call subgroups fully redundant (in coverage), when two subgroups cover exactly the
same examples. When two subgroups cover almost the same examples, they are called
partially redundant (in coverage). To show this type of redundancy in our results, we
take a look at Table 6.5. It shows the results of an SD run for the same dataset at
depth 1. The top 3 subgroups are redundant in description, as well as subgroups 4,
6, 7, 8 and 10. However, subgroup 9 with description RestorationsP lastic ≥ 124 is
redundant in coverage with subgroups 4, 6, 7, 8 and 10 as well.

To investigate if subgroups have the same coverage, we compute the Pearson cor-
relation coefficient, this coefficient is 1 if the correlation is perfect, and close to zero in
case of no correlation at all. For binary variables, it is also called the phi coefficient.
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Table 6.6: Pearson correlation coefficient of subgroups found at depth 1.

Number S1 S2 S3 S4 S5 S6 S7 S8 S9 S10
S1 1.00 0.82 0.92 0.31 0.06 0.30 0.30 0.29 0.33 0.28
S2 1.00 0.90 0.31 0.07 0.30 0.31 0.31 0.36 0.29
S3 1.00 0.31 0.07 0.30 0.31 0.30 0.35 0.30
S4 1.00 0.09 0.75 0.90 0.86 0.51 0.70
S5 1.00 0.10 0.10 0.10 0.10 0.11
S6 1.00 0.83 0.87 0.61 0.93
S7 1.00 0.95 0.57 0.78
S8 1.00 0.60 0.81
S9 1.00 0.62
S10 1.00

Table 6.6 shows the table with correlation coefficients between the different subgroups.
Correlation coefficients that are higher than 0.5 are highlighted in red (except for the
obvious correlations on the diagonal). Subgroups 1, 2, and 3 are correlated as well as
4, and 6 to 10. Subgroup 5 is not correlated with the other subgroups.

In this example, it turns out that patients for which a V 21 ≥ 63 euro is claimed
(costs for polishing a filling), also have a total cost for all plastic restorations above
124 euro. In other words, subgroup S4 is totally covered by the bigger subgroup S9,
only it is smaller (about half the size of S9), and has a much higher target share.

Whether or not correlation in coverage in the top subgroup results is an unwanted
phenomenon dependends on the application, the knowledge of the user, and the sub-
group descriptions. In this example, the information presented by these two subgroups
S4 and S9 is related, since the V 21 treatment is included in the aggregate of the
‘RestorationsPlastic’ attribute. However both subgroups S4 and S9 provide different
insights into the data since they have a different target share.

Previously discussed methods that remove redundancy in description only partly
remove redundancy in coverage (because redundancy in description implies redun-
dancy in coverage as well). The weighted covering algorithm [47], implemented in the
CN2-SD algorithm [81], decreases weights of positive examples that are covered by
higher-scoring subgroups. After each run, the top scoring subgroup is selected, and a
variable indicating the cover of the subgroup is stored. During later runs, the algo-
rithm checks for each example how often (with how many subgroups) the example has
been covered so far. Weights derived from these example counts then appear in the
computation of the quality measure (the authors use WRAcc). Initial weights of all
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positive examples are equal to 1, w = 1. The initial example weight w = 1 means that
the example has not been covered by any rule, meaning “please cover this example,
since it has not been covered before”, while lower weights, 0 < w < 1 mean “do not
try too hard on this example”. Consequently, the examples already covered by one or
more constructed rules decrease their weights while the uncovered target class exam-
ples whose weights have not been decreased will have a greater chance to be covered
in the following iterations of the algorithm [81].

Van Leeuwen et al. [112] use a weighted-covering-based beam selection: at each
depth they use weighted covering (the multiplicative covering scheme) to create a
diverse beam during the search. Knobbe and Ho [70] use joint entropy and exclusive
coverage to quantify how interesting a subgroup set is. These measures can be used as
a post-processing step on the top subgroups that are found. They are implemented in
Cortana. In [22], the authors use equivalence classes (subgroups that have the same
cover are equivalent) to prune parts of the search space and avoid redundancy. In this
way, they omit fully redundant subgroups from the final result list.

In Chapter 7, we will explain how to maintain a prior knowledge list that contains
subgroups that are already found, for which the user already knows that the target
share for examples covered by the subgroup is higher than the rest of the data. The
user is not interested in other subgroup descriptions that capture this already known
distributional difference. The quality measure of the subgroup is altered in such a way
that it meets the expectancy of the user. This approach causes newly found subgroups
to be non-redundant with respect to the subgroups in the prior-knowledge set.

6.4 Redundancy in Expectancy of Combinations

The last type of redundancy is more subtle than the previous three types. We explain
it again with the help of the results of our SD run, see Table 6.7. The table shows
the subgroups RestorationsP lastic ≥ 124 and V 20 ≤ 0 found at depth 1, as well
as the subgroup description RestorationsP lastic ≥ 124 ∧ V 20 ≤ 0 that is found at
depth 2. Since the subgroups found at depth 1 already have a positive quality, (and
both score high in the top subgroup list), a subgroup description that contains both
the descriptions RestorationsP lastic ≥ 124 and V 20 ≤ 0, will also score high. The
question is: what information should we present to the user? If only the subgroup at
depth 2 is presented to the user, it may suggest that the combination is more frequently
occurring for the true examples. If only the subgroups at depth 1 are presented to the
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Table 6.7: Results using WRAcc, example of depth 1 and depth 2 result.

Description |S| |ST | WRAcc
RestorationsP lastic ≥ 124 35 956 1 246 0.0064
V 20 ≤ 0 70 153 1 613 0.0044
RestorationsP lastic ≥ 124 ∧ V 20 ≤ 0 19 075 1 201 0.0088

user, this conclusion will likely not be drawn, and the conclusion drawn by the user
will be that subgroup 1 is more frequently occurring for target points, and subgroup
2 is more frequently occurring as well.

Approaches that are based on the expectation of the subgroup quality [85] will not
present the combination if it does not deviate from the expected value. In their article
[85], the authors first calculate the expectation of the target share with the use of
local models, and define subgroups as interesting if their quality is different from their
expectation. This is also the approach in the contrast set mining paper [16]. Here
the authors use iterative proportional fitting (IPF) to calculate the expected target
share in a subgroup. Methods that use the difference in quality [52] aim at finding
exactly those subgroups for which the combination is more frequently occurring than
the subgroups described by the marginal differences.

6.5 Too much Redundancy Removal: Loss of In-
formation

So far we discussed four types of redundancy and approaches how to remove them
from the results. In this section, we will show the risk of removing too much informa-
tion. For binary and numeric targets, one type of subgroup that could be accidentally
removed from the subgroup list are small subgroups that are already covered by a
bigger subgroup. A graphical representation of this situation is depicted in Figure
6.2. Consider subgroup S1 that has description A ≥ 30, and subgroup S2 that has
description A ≥ 60 ∧ A < 70. Suppose data points are uniformly distributed between
A = 0 and A = 100. The subgroups are shown as rectangles in Figure 6.2. The y-axis
shows the target share in the subgroups and the dataset. The target share in the data,
P (T ) is 0.35, and is shown as the dotted red line. The target share in S1 is 0.4, and
the target share in S2 is 0.65.

Suppose we would calculate the WRAcc quality measure for both subgroups. This
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Figure 6.2: Two subgroups that are partially redundant.

is calculated as P (S)(P (T |S) − P (T )). In Figure 6.2, this is the difference between
the surface of the subgroup rectangle, and the rectangle that has the same size as the
subgroup and a height of 0.35 (the red dotted line). The quality of S1 is: 0.7 · (0.4−
0.35) = 0.035. The quality of S2 is: 0.1 · (0.65− 0.35) = 0.03.

Methods that remove redundancy by using coverage-based approaches, (for exam-
ple weighted covering [81], exclusive coverage [70], or entropy measures [111]) usually
prefer big subgroups in their subgroup set. Because S1 is the biggest, when it is added
to a final result set (because of the bigger quality), these heuristics cause subgroup S2

to be omitted from the results. However, subgroup S2 may still be considered inter-
esting to the user because it contains information (a much bigger target share), that
is not known to the user yet. Approaches that focus on expectation of a subgroup
quality, like local models [85], IPF [16], or prior knowledge in Chapter 7, or measures
that use the difference in target share [52], take this kind of information of having a
(much) different target share, into account. Approaches that remove redundancy by
coverage typically do not.

In Chapter 8, we will present a method that is especially designed to search for
interesting distributional differences within a subset of the data. In the example of
Figure 6.2, S2 would be an interesting compared to subset S1 because of the different
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target distribution. Methods that take the difference in quality into account [52]
also use this idea, but they use the difference in quality as a kind of improvement
criterion. The incremental version q4 from [52] is defined as the minimum quality
over all generalizations, where local subgroups in Chapter 8 would search for the
maximum over all generalizations instead.

6.6 Testing during Search versus Post-Processing

Some of the approaches above can either be applied during search, or as a post-
processing step. For the minimal improvement criterion or the statistical test, we can
either apply it at the moment the condition is added to a subgroup during search, or
we can post-process the top results to see if their description contains any insignificant
conditions. The advantage of applying this test during exhaustive search is the pruning
of the search space: when an insignificant candidate subgroup is removed, we do not
have refine this candidate anymore. For beam search, the (big) advantage of applying
such a test during search is that the beam does not get filled up with redundant results,
leading to a much more diverse search space. The advantage of post-processing the
results obtained by beam search is that the tests only have to be applied to the top
k results, thus saving time because the checks do not have to be performed during
search.

6.7 Conclusion

In Table 6.8 the redundancy removal methods are presented. The columns indicate
which type of redundancy is removed by the method. A method receives a + if
it removes a type of redundancy, and a ++ if it is particularly designed for that
type of redundancy only. Some methods remove redundancy only as a side effect.
For example, the incremental q4 only solves the redundancy in description for strict
generalisations of the subgroup that is tested. Subgroups with numeric attributes that
are overlapping but not identical, remain in the result list. This also holds for local
models. Prior knowledge solves only partly for insignificant additions: if the subgroups
are already in the prior knowledge list, insignificant additions will be tested against
those subgroups and will not be added to the result list. The same holds for weighted
covering: only if a subgroup is in the ‘set of covered rules’, insignificant additions will
not be added to those subgroups. Methods that remove redundancy by the use of
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coverage score 1/2 for redundancy in description because they do remove redundancy
for the same descriptions, but there is the risk they remove interesting subgroups as
well (subgroups that have the same coverage but different descriptions).

The methods that deal with redundancy can be roughly divided into those that test
for quality increment, and those that test for the coverage of the subgroup. Of these
two methods, both have their advantages so there is no ‘best’ approach, as long as the
user keeps the advantages and disadvantages in mind. In any way, the user has to deal
with the redundancy problem. The SD result tables presented in this chapter show
that the original beam search algorithm does not work well for higher depths (bigger
than 2), at least on our dataset. When developing a ‘new’ SD method, it thus does
not make sense to compare this method against a beam search method that does not
take the redundancy problem into account. Such a beam search approach will most
likely find exactly 1 interesting subgroup, and the other subgroups that are found are
all minor variations of this single subgroup found. In Chapter 7, we will present our
approach to perform Subgroup Discovery and deal with redundancy.
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7
Including Prior Knowledge

In the previous two chapters, 4 and 5, we discussed how to find and describe (groups of)
outliers. Patterns that describe outliers are interesting because they show uncommon
claiming behavior. From a fraud perspective in our health care application however, it
could happen that individual claims look perfectly normal, but the total distribution
of claims of a practitioner does not. This is the main motivation for applying Subgroup
Discovery techniques to identify interesting claiming behavior. We would like to detect
differences in the distribution of claims of entities, in our application these entities are
medical practitioners.

This chapter introduces a number of Subgroup Discovery techniques for fraud de-
tection, and similar discovery tasks aimed at uncovering local distribution differences.
The proposed techniques address two important challenges in such applications. The
first challenge relates to the potential existence of prior knowledge, which may render
some discovered knowledge uninteresting or even trivial. When substantial domain
knowledge is already available, any discovery algorithm will benefit from incorporat-
ing this knowledge. The second challenge is how to assign a useful monetary value to
candidate patterns, such that the potential findings can be ranked according to the
amount of money involved, and thus the potential impact a certain pattern may have,
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when being followed up by investigators.

7.1 Introduction and motivation

The approach we take is to single out a practitioner and compare its claiming behav-
ior against that of all other practitioners. The data we use has the same structure
as the data in Chapter 3. Figure 3.1 in Chapter 3 shows the format of the data we
use. A single record summarizes the care a patient received during a certain period
(usually one year). For each practitioner, we can determine whether a patient visited
the practitioner during the selected period. We compare patients from the practitioner
with the patients that did not visit the practitioner. We would like to automatically
describe the difference in claiming behavior between one practitioner and other prac-
titioners, using succinct descriptions that are easy to evaluate by domain experts and
fraud investigators.

By detecting and describing these subgroups, we hope to find deviating claiming
behavior. The patterns are presented to domain experts for evaluation. The domain
experts may conclude that there are too many unnecessary services charged, or inflated
prices claimed. In the extreme case, such a difference can be a lead to be followed
up by fraud investigators, who investigate whether the services charged are actually
performed. In any case, the practitioner can be made aware of its different claiming
behavior, potentially reducing health care costs for the future.

There are two main challenges that need to be addressed when detecting differences
in claiming behavior. First, we need to include knowledge about the practitioner and
their patients into the discovery process. We typically have prior knowledge about the
patients (usually called population differences), that may influence the claim distri-
bution. For example, in first-world countries, patients of a low socio-economic status
are known to be obese more often and have diabetes more often [38]. This means
that patterns corresponding to those treatments are more likely to occur if a practi-
tioner treats many patients of a low socio-economic status. Another example is that
for some (usually expensive) medication, only a select few practitioners (pharmacies)
have the right to deliver these. Automatically referring patients needing this medi-
cation to these pharmacies also results in a population difference between these and
other practitioners.

Within our application, working together with a health insurance company, there
already exist ‘simple’ detection techniques for deviating claiming behavior, and other
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statistics that are used to compare practitioners. These detection techniques typically
involve statistics in the form of ratios and one-dimensional variable analyses. For
instance, for general practitioners the ratio of long consults to the number of short
consults is calculated. This ratio is then compared across practitioners, and the GPs
with the highest ratio are investigated further. By performing a knowledge discovery
task, we strive to find information additional to the information produced by existing
comparison approaches. We also develop a way to directly incorporate descriptions of
subgroups representing known phenomena into our search.

A second challenge we address in this chapter relates to varying costs of the differ-
ent treatments. Clearly, insurance companies will be more concerned with excessive
claiming behavior that is costly enough to warrant the expense of investigation. For
this reason, we aim to provide estimates of costs along with the discovered fraud pat-
terns. Furthermore, we propose quality measures that take into account the costs of
treatments, and steer the Subgroup Discovery process to patterns that allow consid-
erable savings.

To summarize, in this chapter we present an approach that automatically detects
the most interesting subgroup descriptions, taking into account the prior knowledge
the domain expert already has, as well as taking the costs of treatments into account.
Section 7.2 describes how to include prior knowledge into the discovery process. In
Section 7.2.6 the search strategy is explained. Section 7.2.7 describes how costs of the
treatments are included as well.

7.2 Including prior knowledge

In this section, we describe how to tackle the first challenge: including prior knowledge
in the Subgroup Discovery process. The main idea of our approach is to alter quality
measures based on the expectation we have according to our prior knowledge. This
expectation is represented by an expected cross table. Before we explain how to cal-
culate an expected cross table for a given subgroup, we explain how quality measures
are calculated from these cross tables. Next we describe how the prior knowledge is
represented, and how these descriptions are converted to explanatory variables. These
explanatory variables are used to calculate the expected cross tables for subgroups we
want to evaluate.
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Table 7.1: The observed cross table.

T ¬T
S TPobs FPobs
¬S FNobs TNobs

Table 7.2: The expected cross table.

T ¬T
S TPexp FPexp
¬S FNexp TNexp

7.2.1 Prior-knowledge-adjusted quality measures

Suppose we are comparing the claim distribution of one medical practitioner, in this
case a dentist, with that of its peers. Based on the age distribution of its patients,
we already have an expectation about the dentist’s claim distribution. If the dentist
mainly treats children, less fillings will be claimed, whereas fluoride treatments will
be more frequent. For adults, fillings will be charged more often than for children,
and if only very old patients are present at this dentist, claims related to dentures
will be charged more often. In other words, we already have an expectation of the
treatments based on the prior knowledge (age). In this section, we describe quality
measures that quantify deviations from this expectation: the bigger the deviation, the
more interesting a subgroup is.

The quality of a subgroup S is computed from two cross tables: the observed cross
table, based on the counts of the subgroup and the target in the database, and the
expected cross table, derived from the prior knowledge.

Tables 7.1 and 7.2 show the observed and expected cross table, that are obtained
for a subgroup S. TPobs is the number of positive examples in the subgroup, the
number of true positives. Similarly, FPobs is the number of negative examples in
the subgroup, the number of false positives, and so on for FNobs (false negatives)
and TNobs (true negatives). For the expected cross table, TPexp, FPexp, FNexp, TNexp

are the expected number of true positives, false positives, false negatives, and true
negatives respectively.

If there is no prior information about the target variable, the cells in the expected
cross table can be calculated with the use of the probabilities P (S) and P (T ), where
P (S) = (TPobs + FPobs)/N , the probability that an example in the dataset is in
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the subgroup, and P (T ) = (TPobs + FNobs)/N , the probability that the target is
true. By assuming P (S) and P (T ) independent, the cells of the expected cross table
can be calculated by: TPexp = P (S)P (T )N , FPexp = P (S)(1 − P (T ))N , FNexp =
(1 − P (S))P (T )N , and TNexp = (1 − P (S))(1 − P (T ))N . Later we will explain how
to create the expected cross table using prior knowledge.

A quality measure based on both tables quantifies how interesting the observed
cross table is, compared to the expected cross table. When comparing the two cross
tables, generally we are most interested in the TP cell. A big positive difference
between the observed true positives and the expected true positives means that the
subgroup covers more target examples than expected.

As quality measures, we propose either ratios or count differences between cells in
the two cross tables.

− Quality measures using a ratio between the two cross tables. We can compute
standard quality measures on both cross tables, and compute the ratio. The true
positive ratio can be calculated as TPobs/TPexp, and can be interpreted as the
number of times the target occurs more than expected, in the subgroup. The
target share is the proportion of the subgroup for which the target is true, also
called confidence or precision. The target share ratio can be calculated as

TPobs
TPobs + FPobs

/
TPexp

TPexp + FPexp

When S is assumed to have the same size in the expected cross table as in the
observed cross table, this measure has the same value as the true positive ratio.
A true positive ratio with a value of 2 means that in the subgroup there are twice
as many observed true positives present than expected. When there is no prior
knowledge about the target variable, the expected number of true positives is
estimated by P (S)P (T ), and this measure is the same as the Lift measure [49]
for the observed cross table only. Very small subgroups that consists of positive
examples only will have a very high true positive ratio. To avoid such findings
and assure statistical significance, usually a minimum support threshold is used
in the search for subgroups.

− Quality measures using differences between cross tables. An intuitive measure
that has an easy interpretation is the difference in true positives. The accuracy
difference or true positive difference can be calculated as TPobs/N − TPexp/N .
When there is no prior knowledge about the target variable the expected number
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of true positives is estimated by P (S)P (T ), so this measure is equal to the
Weighted Relative Accuracy (WRAcc) measure [80]. The interpretation of the
accuracy difference is the same as the WRAcc measure: it is the fraction of the
dataset that is observed in excess of the expectation in the true positive cell.
The accuracy difference generally finds bigger subgroups than the true positive
ratio does. Apart from the difference in accuracy, the difference of any quality
measure that operates on a single cross table can be obtained. For example, the
target share difference (that can also be called confidence difference or precision
difference) can be calculated by TPobs

TPobs+FPobs
− TPexp

TPexp+FPexp
. Another measure is

the WRAcc difference, calculated as WRAccobs −WRAccexp, where the first is
calculated on the observed cross table and the second on the expected cross
table. When S is assumed to have the same size in the expected cross table
as in the observed cross table, this measure has the same value as the accuracy
difference, since WRAccobs−WRAccexp = (TPobs/N−P (S)P (T ))−(TPexp/N−
P (S)P (T )) = TPobs/N − TPexp/N .

− Quality measures comparing the absolute difference between cells. The Chi-
squared measure χ2 [34] uses the squared difference between cells, and is cal-
culated as

(TPobs − TPexp)2

TPexp
+ (FPobs − FPexp)2

FPexp
+

(FNobs − FNexp)2

FNexp

+ (TNobs − TNexp)2

TNexp

Related measures are the Phi coefficient measure [34], calculated by χ2/N , and
Cramérs V statistic [34], calculated by

√
χ2

N
. These measures are less focused on

the true positive cell than the previously discussed measures. For these measures
also a minimum support threshold is needed to assure statistical significance of
a subgroup.

As promised, we will now explain how the expected cross table is calculated with the
help of prior knowledge. First, we describe how the prior knowledge is described, next
we explain how the expected cross table is calculated.

7.2.2 Describing prior knowledge

Within this chapter, we assume that the available prior knowledge can appear in two
forms: the first is in the form of simple conditions on the attributes, or conjunctions
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thereof. Note that such conjunctions essentially are subgroups. For this reason, we
will refer to this type of prior knowledge as known subgroups. The known subgroups
describe regions in the dataset for which it is known that the target distribution differs
from the rest of the data. For example, the known subgroup ‘Age ≥ 70’ would be
specified as prior knowledge, when it is known that a practitioner is mainly treating
old patients. The second form of knowledge is described by attributes for which the
expert knows its influence on the target. These attributes can be either continuous or
nominal.

Note that conditions appearing in known subgroups may still occur in subgroup
descriptions considered by the discovery method. In the same way, attributes that
are known to have an effect on the target may still appear in candidate subgroups.
This includes cases where an attribute appears in the known subgroups with a specific
threshold (e.g. ‘Age ≥ 18’), as well as in a candidate subgroup with another threshold
(‘Age ≥ 30’ is in the candidate description, and ‘Age ≥ 18’ is one of the known
subgroups in the prior knowledge). Furthermore, it might be that an attribute in a
candidate subgroup does not explicitly feature in the prior knowledge, but happens to
correlate strongly with one of the attributes in it.

7.2.3 Building prediction models

We will recreate the expected cross table by estimating the probability that the target
is true, for each example in the dataset. These estimates will be called example-specific
predictions. From this, we can obtain the expected cross table. The example-specific
predictions are calculated with the use of a prediction model. Let Ω(Sknown, t) be a
prediction model built with the use of the known subgroups Sknown, and the target
vector t. We propose two prediction models for Ω(Sknown, t): a version of Bayes rule,
and the logit model.

7.2.3.1 Prior knowledge as explanatory variables

Let n denote the sum of the number of known subgroups and attributes in the prior
knowledge. As input for our prediction model, we represent the prior knowledge
in terms of n virtual features ej, j = 1 . . . n, each corresponding to either a known
subgroup or an attribute. We refer to these features as explanatory variables. In the
case where ej corresponds to a known subgroup Sj, its value ej(xi) is 1 when Sj covers
xi, 0 otherwise. When it concerns an attribute, ej is simply identical to the attribute.
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In the case of a continuous attribute, one has the choice of letting it appear as is
in the prior knowledge, or alternatively, to use binning to derive k known subgroups,
each corresponding to one bin. The latter would be more advisable in case logical
boundaries can be expected, and when non-linear effects are present. For example, in
our application ‘Age < 18’ makes sense, because of contract differences between adults
and youths (patients under 18 have free dental insurance). These explanatory variables
will later be used to obtain predictions during the evaluation of the interestingness of
subgroups.

7.2.3.2 Bayes rule

The first prediction model we propose is based on Bayes rule [19]. Let ej, j = 1 . . . n
be the explanatory variables corresponding to the descriptions in Sknown, ej(i) is the
value of this explanatory variable for example xi in the dataset, for short notation,
when it is clear we are talking about the prediction of a single example, we use ej.
The modified Bayes Rule prediction for an example is given by:

P (T |e1, . . . , en) = P (e1|T )P (e2|T ) · . . . · P (en|T )P (T )
P (e1, . . . , en) (7.1)

where P (e1, . . . , en) is calculated as

P (e1, . . . , en) =

P (e1, . . . , en|T )P (T ) + P (e1, . . . , en|¬T )P (¬T ) =

P (e1|T ) . . . P (en|T )P (T ) + P (e1|¬T ) · . . . · P (en|¬T )P (¬T )

where P (T ) is the probability that the target is true. Here the assumption is made
that P (ej|T ) and P (ek|T ), j 6= k, are independent. Continuous explanatory variables
should either be binned, or P ([ej = ej(i)]|T ) can be estimated based on the probability
density function of ej|T .

7.2.3.3 Logit model

If the descriptions in Sknown are clearly not independent, for example in the case of
binned continuous variables, it is better to use the logit model [19] to obtain the
example-specific predictions. Let X be the i × j matrix with vectors e1, . . . , en as its
columns, then the j-th column corresponds to explanatory variable ej and the i-th row
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Table 7.3: The expected cross table (in percentages) calculated using example-specific
predictions.

T ¬T
S ∑

xi∈S
pi/N P (S)− ∑

xi∈S
pi/N

¬S ∑
xi∈¬S

pi/N P (¬S)− ∑
xi∈¬S

pi/N

of X corresponds to observation xi.
With the use of this matrix X, a logistic regression model is estimated.

Y ∼ Binomial(1, µ)

η = Xβ

E(Y ) = µ = g−1(η)

where the inverse link function g−1(x) = ex/(1 + ex). β is estimated on the whole
data by maximum likelihood, the estimation is denoted by β̂. An example-specific
prediction for xi is obtained by first obtaining row x, the i-th row from the matrix X,
and inserting this vector in the formula exβ̂/(1 + exβ̂).

Continuous variables can also be used as prior knowledge, they are used as a
column in the matrix X directly. In other words, we use the continuous variable
as an explanatory variable in the model. Usually binning of continuous explanatory
variables is preferred, because the relationship with the target is not (exactly) linear.

7.2.4 The expected cross table

For each example, we can obtain a prediction by ‘inserting it’ in Ω(Sknown, t). We
will call such a prediction for an example xi the example-specific prediction of xi,
pSknown ,t(xi), or the shorthand notation pi. For both the Bayes Rule and the logit model,
a single example-specific prediction is a number pi ∈ [0, 1], and can be interpreted as
the probability that the target ti is true for point xi. The expected number of true
positives in S can now be calculated by ∑

xi∈S p
i. We assume TPexp + FPexp equal

to ‖S‖ (the size of S), which means we can calculate FPexp by ‖S‖ − TPexp. The
remaining cells are estimated in the same way, Table 7.3 shows how each cell of the
expected cross table is calculated with the use of p.

109



Chapter 7. Including Prior Knowledge

7.2.5 The choice of prediction model

We proposed two prediction models: the Bayes rule and the logistic regression (logit)
model. If the prior knowledge in Sknown is assumed to be independent, Bayes rule
can be used. If this is not the case, for example in the case of binned continuous
variables in the descriptions of Sknown, the logistic regression model should be preferred.
However the logistic regression model is computationally more expensive because of
the maximum likelihood optimization involved.

When the attributes in Sknown are not in the set of description attributes of S, one
can use any classifier (also other classifiers than the Bayes rule and logistic regression
model in this chapter) as a prediction model for the example-specific predictions.
We explained earlier that we do not want the restriction of strictly separating prior
knowledge from the description attributes: the attributes in Sknown can also be the
set of description attributes in S. That is why we need relatively simple models like
the Bayes Rule or the logit model, that do not take the interactions between the
attributes in Sknown into account. Classifiers that do take interactions into account
are not able to find new interesting subgroups for which the conditions are already in
Sknown. This is because subgroup descriptions themselves can be seen as interactions
between explanatory variables. For example in our application, if ‘Age ≤ 18’ is a
known subgroup (because a practitioner treats relatively many young patients) and
‘Cocaine ≥ 1’ (indicating that cocaine is prescribed for a patient) is also in Sknown,
(because the practitioner is situated in an area with many drug addicts), still the
subgroup ‘Age ≤ 18 ∧ Cocaine ≥ 1’ may be very interesting, if this practitioner
would be the only practitioner prescribing cocaine to non-adults. When we would
use classifiers that take interactions between explanatory variables into account (like
Random Forests, Neural Networks), we are not able to detect this kind of subgroups
anymore.

7.2.6 The Subgroup Discovery algorithm with prior knowl-
edge

So far, we assumed the prior knowledge was in one single set Sknown. In our application
however, there is a distinction between two types of prior knowledge: the first type
of prior knowledge is about groups of patients for which the domain expert knows
that the target is more frequently present. In our application this is knowledge about
patient characteristics like age, gender and certain patient groups that we know are
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more frequently present at a practitioner. The second type of prior knowledge is
about known subgroup descriptions, for example obtained from previous analysis of
the dataset. This prior knowledge is about descriptions that we know already, and we
would preferably not find these same descriptions as the result of our SD algorithm.

In our implementation of the model, we keep track of these types of knowledge in
two sets: we maintain one set Scov with subgroups that are known to correlate with
the target, for which we would like to correct for the cover of the subgroup (also known
as the extension or extent of the subgroup). The list Sdescr contains known subgroup
descriptions, for which we would like to correct for descriptions only.

To include these types of knowledge into the calculation of the adapted quality
measure, the following steps are taken to calculate the expectation of a subgroup S:

1. Create explanatory variables from Scov and Sdescr . For each subgroup descrip-
tion in the ‘prior knowledge sets’ Scov and Sdescr , we create a binary vector that
covers the subgroup, that will serve as an explanatory variable in the prediction
model. This set of explanatory variables is called E. E is the union of two parts:
Ecov, and Edescr . Ecov are the explanatory variables corresponding to Scov. Edescr

are binary vectors corresponding to subgroups in Sdescr that overlap with S. A
subgroup description s from the set Sdescr is overlapping with S if any attribute
in the descriptions of S is the same as one of the attributes in the descriptions
of s.

2. Build the prediction model. In case of logistic regression, together, Ecov and
Edescr constitute the explanatory variable matrix X. We are regressing the ex-
planatory variable matrix X on the target vector t. In case of Bayes Rule, we
use formula 7.1 with E as explanatory variables ej, j = 1 . . . ‖E‖.

3. Calculate the quality. The example-specific predictions p are obtained from the
prediction model, and the quality is computed.

The algorithm 2 shows how this is implemented. Since exhaustive search is not feasible
because of the high number of conditions, we use beam search as a heuristic alternative.
Like exhaustive search approaches, it also uses a top-down strategy, but it explores only
part of the search space. For this, a level-wise search is performed. The initial candi-
date set is generated from the empty subgroup description. Candidates are generated
by adding a condition to the existing conjunction of conditions of the subgroup. Can-
didates should have a coverage higher than the user-specified mincov parameter. On
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each level (called depth in algorithm 2), new subgroups for the next level are generated
from each individual subgroup in the beam. From these generated subgroups, (called
candidates in algorithm 2), only a selection of all evaluated subgroups, i.e. the beam,
is used for refinement: from all generated candidates the w highest ranking candidates
with respect to quality measure ϕ are selected as beam. The quality of a candidate
is calculated with the three steps described in above in description 7.2.6, in algorithm
2 these are the methods overlap, createExplanatoryVariables, predictionModel, and
evalCands. During the search, a result list Sbest is maintained, in which the overall
top-k of all evaluated subgroups are stored, which is returned at the end.

Algorithm 2 Subgroup Discovery with prior Knowledge.
Require: Database: db, Target vector: t, Prior Knowledge (coverage): Scov, Prior

Knowledge (descriptions): Sdescr , Quality Measure: ϕ, Maximum Search Depth:
maxdepth, Minimum Coverage: mincov, Beam Width: w, Top-k parameter: k.

Ensure: a list of the best subgroups Sbest
Sbest ← ∅
Beam← true
while depth ≤ maxdepth do
Cands← ∅
for all b ∈ Beam do
Cands← Cands ∪GenCandidates(b,mincov)

end for
for all c ∈ Cands do
Soverlap ← overlap(c, Sdescr)
E ← createExplanatoryVariables(union(Scov, Soverlap))
exampleSpecificPredictions ← predictionModel(E, t)
[c,ϕ(c)] ← evalCands(exampleSpecificPredictions, t, ϕ)

end for
Sbest ← updateTopK(Sbest, k, c, ϕ(c))
Beam← selectBeam(c, w, ϕ(c))
depth← depth+ 1

end while
return Sbest

7.2.7 Cost-based search

The quality measures discussed in Section 7.2.1 only take counts into account (in our
application, these counts would be counts of patients). To detect fraud or excessive
claiming behavior, costs of treatments are also important. The more money that is
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involved in a difference in claiming behavior, the more interesting such a pattern is. In
other words, we are more interested in a pattern if it is more frequent than expected
and a large amount of money is involved with the pattern. In this section, we describe
how to obtain quality measures that have a monetary interpretation. Such measures
will produce subgroups that should be easier to interpret by domain experts, since the
groups have an associated value in terms of money spent.

The approach we take is to consider the costs of attributes that occur in the
description attributes of a subgroup. Let MS, be the monetary attributes in the
description of S. Let mi

1, . . . ,m
i
‖MS‖ be the values of the monetary attributes for xi.

The amount of money cS that is involved in a subgroup S is defined as:

∑
m∈MS

∑
x∈S

mi

If no monetary attributes appear in the description of the subgroup, the amount of
money involved in the subgroup is zero.

Another approach to obtain a cost-based quality measure is to label each patient
with its total costs, and let these total costs count toward monetary quality. The
disadvantage is that the interpretability of the subgroup can be difficult. As an ex-
ample, consider a hospital where relatively many women receive an expensive breast
cancer treatment. Using only the monetary attributes in the description of S in the
breast cancer example, a subgroup ‘Breast cancer treatment’ ≥ 10, 000’ gives a high
value, while ‘Gender = female’ gives a quality of zero. Using the total costs will also
assign a high quality to the ‘Gender = female’ subgroup. However, the analyst has to
perform additional queries on this subgroup to find out that expensive breast cancer
treatments are causing this high value. By only considering the monetary attributes
in the description of S to contribute to the quality, we make sure that the subgroup
remains interpretable. This is because in this way the attributes in the subgroup de-
scription are the cause for the high quality, and no querying is needed afterwards to
investigate why this group of patients is so expensive.

The amount of money cS∧t that is involved in the target examples in S is calculated
as ∑m∈M

∑
x∈S∧tm

i. Similar to the quality measures based on counts, we can create
a cross table of observed costs, Table 7.4. The cross table of expected costs is again
calculated with the use of the example-specific predictions, and is stated in Table 7.5.

We call the cells of the observed cross table: observed true positive costs (TPcostsobs),
observed false positive costs (FPcostsobs), observed false negative costs (FNcostsobs)

113



Chapter 7. Including Prior Knowledge

Table 7.4: The observed costs cross table.

T ¬T
S ∑

m∈MS

∑
x∈(S∧t)

mi ∑
m∈MS

∑
x∈(S∧¬t)

mi

¬S ∑
m∈MS

∑
x∈(¬S∧t)

mi ∑
m∈MS

∑
x∈(¬S∧¬t)

mi

Table 7.5: The expected costs cross table.

T ¬T
S ∑

m∈MS

∑
xi∈(S)

pimi cS −
∑

m∈MS

∑
xi∈(S)

pimi

¬S ∑
m∈MS

∑
xi∈(¬S)

pimi c¬S −
∑

m∈MS

∑
xi∈(¬S)

pimi

and observed true negative costs (TNcostsobs). For the expected costs the same names
are used, using the subscript exp.

7.2.7.1 Quality measures based on costs

The same quality measures as in Section 7.2.1 can be used on the costs cross tables. An
intuitive measure is the true positive costs difference that is calculated by TPcostsobs−
TPcostsexp. This measure indicates the amount of money that is claimed more than
expected, when the excess in true positives would not be present at the practitioner at
all. The expected amount is based on the claiming behavior of all practitioners (the
whole dataset), and on the prior knowledge. Note that the true positive cost difference
can be written as: ∑

xi∈(S)
[(ti − pi) ·

∑
m∈MS

mi] (7.2)

where ti is the value of the target for observation xi. In other words, we are weighting
the excess in true positives with the costs of these observations. The sum of these
costs can be interpreted as the amount of money that is involved in the excess in true
positives. Because some practitioners are bigger (have a larger number of patients)
than others, the normalized true positive costs difference (7.3) can be calculated to
obtain a monetary value per patient, that is comparable between practitioners:

(TPcostsobs − TPcostsexp)/|T | (7.3)

The normalized true positive costs difference does not take the costs outside the
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subgroup into account. Another measure is the TP FN costs difference, calculated by

(TPcostsobs − FNcostsobs)− (TPcostsexp − FNcostsexp) (7.4)

This measure also takes the costs of examples outside the subgroup into account. This
means that the quality is high if the number of true positive is deviating from the
expected true positives, and the costs within the subgroup is higher than patients out-
side of the subgroup. This quality measure prefers subgroup descriptions for which the
costs are higher than expected within the subgroup, and lower than expected outside
the subgroup. In our application, it finds descriptions of treatments for which there
are more expensive examples present at the target practitioner, and fewer inexpensive
examples present outside the subgroup.

Also the ratio and χ2 quality measures from Section 7.2.1 can be used on the costs
cross tables, but those measures have the disadvantage that they are not interpretable
as a monetary value directly.

Including costs in algorithm 2 means that we have to perform an extra step to check
which attributes of the evaluated subgroups are monetary attributes. The quality mea-
sures can be easily plugged into the algorithm, by changing quality measure parameter
ϕ that is used to evaluate the quality of a subgroup in the method evalCands.

7.3 Related Work

The problem of having different ‘background variables’ between the target and the non-
target group is known in statistics from observational studies for causal effects. [103],
[104] describe the setting in which a group of patients is exposed to a certain treatment,
and the other group of patients is not. In randomized experiments, the results in
the two treatment groups may often be directly compared because their patients are
likely to be similar, whereas in non-randomized experiments, such direct comparisons
may be misleading because the patients exposed to one treatment generally differ
systematically from those exposed to the other treatment. To compare both groups,
one would like to adjust for covariates. For this purpose the propensity score is defined
as the conditional probability of assignment to a particular treatment, given a vector
of observed covariates. This propensity score can be seen as the example-specific
prediction in our approach. Instead of measuring one effect (for example if a treatment
is working or not), we extend the use of the propensity score by using it in an SD
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algorithm.
In their article [85], Lemmerich and Puppe describe expectation-driven Subgroup

Discovery. Five different local models are considered to calculate the expected target
share P (T |S). These local models take as input two individual conditions from the
conjunction that describes the subgroup. They alter the quality measure by the max-
imum target share of all possible local models that can be constructed for a subgroup.
The idea of modifying the quality measure is similar to our approach. However, our
approach of incorporating prior knowledge differs and extends this approach in the
following ways:

− Their goal is redundancy removal in Subgroup Discovery. Since our goal is
incorporating prior knowledge to calculate an expectation, we calculate a single
expectation for a single subgroup, rather than taking the maximum expectation
out of several local models. Our approach is able to handle many (more than
two) known subgroup descriptions in an intuitive way by adding explanatory
variables to the prediction model.

− Our approach can be used with a wide range of quality measures, instead of with
measures that only take the difference in target share into account.

− In our approach, it is possible to incorporate more knowledge than the single
attribute-value descriptions out of which the subgroup is constructed. Our ap-
proach can cope with prior knowledge descriptions that are overlapping with the
subgroup descriptions, and prior knowledge about attributes that do not occur
in the descriptions of a subgroup.

SD in health care data has been performed in [51]. The authors search for a set of
subgroups that describe costs of treatments best, by taking the costs as the target
variable. The article focuses on the model-building part, rather than the fraud detec-
tion application. We think that comparing practitioners with each other directly is
more effective for fraud detection, than building a regression model to explain costs of
patients (or treatments). This is because there are too many non-fraud patterns that
cause high costs; like expensive medication, surgery, etc.

Redundancy removal techniques in Subgroup Discovery are somewhat related to
our method that includes prior knowledge. One could view the current pattern set that
is found during search as prior knowledge for the rules that still have to be evaluated.
This is for example the case with a minimum improvement constraint [17], where each
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new pattern is evaluated with respect to its generalizations. Also, weighted covering
[81] is related, where a whole set of prior-knowledge rules are used as input for a new
Subgroup Discovery run. The disadvantage of these methods is that they need an extra
search parameter, and it is not always clear what the value of this parameter should
be. In [111, 112] the authors describe how they search for a diverse set of subgroups
that are different in either the subgroup descriptions or the subgroup covers. This
is similar to the distinction we make in prior knowledge (Scov and Sdescr in Section
7.2.6). The advantage of our approach is that both the descriptions Scov and Sdescr fit
in the same framework of prior knowledge and expected cross tables. So, we do not
have to ‘pick’ a heuristic (for example weighted covering) to correct for coverage, and
additionally pick another heuristic (for example dominance) to correct for description.

7.4 Experimental results

We demonstrate our approach on two health insurance datasets: one containing claims
made by pharmacies, the other containing claims of dentists. In the pharmacy dataset
each record represents a patient. As a target, we single out one pharmacy of special
concern, and define the target accordingly. The suspicious pharmacy is selected on
the basis of its unusual distribution of patient characteristics. Other criteria to choose
a practitioner could be: being a high-cost claimer (pharmacies that have a high av-
erage cost per patient), and being a possible fraudster (pharmacies with a bad track
record, or complaints/rumors from patients). With our selected pharmacy, we aim to
demonstrate how prior knowledge will affect mining results.

The descriptive attributes include Age and Gender, and 19 binary attributes in-
dicating whether a patient is diagnosed with a chronic disease (Diabetes, Parkinson’s,
etc., see Table 7.6). There are 1, 128 monetary attributes indicating the costs spent
on different types of medication during a year. Medication is grouped into these 1128
categories by the ATC classification system [1]. A medicine code consists of 7 char-
acters that resemble 5 levels. The drugs are divided into fourteen main groups (1st
level), with pharmacological/therapeutic groups (2nd level). The 3rd and 4th levels
are chemical/pharmacological/therapeutic groups and the 5th level is the chemical
substance. The 2nd, 3rd and 4th levels are often used to identify pharmacological
groups when that is considered more appropriate than therapeutic or chemical sub-
groups. More information on ATC codes can be found at the website of the World
Health Organization, Collaborating Center for Drug Statistics Methodology [1].
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Table 7.6: Chronic disease types and their support in the dataset.

Description P (S|T ) P (S)
Asthma/COPD 19.13% 12.57%
Cystic Fibrosis 0.13% 0.09%
Elevated cholesterol 18.57% 12.75%
Crohn’s Disease 0.57% 0.45%
Diabetes type 1 3.49% 2.08%
Diabetes type 2 8.83% 5.01%
Epilepsy 2.35% 1.27%
Psychiatric disorders 17.45% 9.99%
Cataract 4.12% 1.78%
Growth hormones 0.03% 0.03%
Cardiac disorders 17.19% 6.51%
HIV/AIDS 0.13% 0.11%
Cancer 0.80% 0.50%
Kidney disorders 0.92% 0.30%
Spinal marrow disorders 0.48% 0.17%
Parkinson 0.69% 0.29%
Rheumatism 1.16% 0.73%
Thyroid disorders 5.35% 3.16%
Transplantations 0.34% 0.25%

In order to compare the selected pharmacy to its peers, we select only pharmacies
from neighborhoods (postal codes) with the same socio-economic category, which in
our case can be one of five categories. A database of 301, 323 patients remains, of
which 6, 096 patients (2.02%) visited the target pharmacy.

We perform three runs without including any prior knowledge, by means of the
Cortana [93] Subgroup Discovery tool. We compare the results of a ‘standard’ SD
approach with the one using prior knowledge. For the standard SD, we use the popular
WRAcc quality measure, as well as the Lift measure. For the algorithm with prior
knowledge, we use the accuracy difference between the observed and expected cross
table and the true positive ratio (cf. Section 7.2.1). Without prior knowledge, these
two measures would be equal to the WRAcc measure and the Lift measure.

In the first run, we include all attributes as descriptive attributes A′. We use the
WRAcc quality measure, a search depth of 3 and beam search with a beam width
of 100. Numeric attributes are dynamically binned into 10 bins at each depth. The
top subgroups (shown in the top half of Table 7.7) are all found at depth 1. The
first part of Table 7.7 shows subgroup descriptions of non-treatment attributes. From
the descriptions, we can conclude that there are relatively many old patients at this
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Figure 7.1: Age distribution of the target pharmacy (left), and entire dataset (right).

pharmacy, relatively many females, and comparatively more patients diagnosed having
elevated cardiac disorders. The second block of the table shows the results for monetary
valued attributes, also for the WRAcc measure. Note that we simply omit lower
thresholds on costs (≥ c) in the description, if the condition tests for the presence of
a specific drug or not. The 0 (Unknown) category means that the medication that
is delivered does not have a bar code. The majority of medication in this category
is hand-made medication (hand-made by the pharmacist). B01AC08 (Carbasalate
calcium) is used as a painkiller or anti-inflammatory drug.

For the Lift measure (third block in Table 7.7), we have to set a minimum sup-
port threshold of 500 patients, to assure statistical significance. Smaller groups with a
bigger distributional difference are found than when using the WRAcc measure. The
top subgroup shows that old patients (older than 78 years) that are using A02BC04
(Rabeprazole), are present more often at the target pharmacy compared to other phar-
macies. A02BC04 (Rabeprazole) is used to treat ulcers in the duodenum. Diclofenac
is used for long term pain relief, a negative side effect of which is that long-term
use can cause peptic ulcers. It is interesting to see these two types of medication in
the same subgroup (the second subgroup in the third block): this may indicate that
the prescribed Diclofenac is causing the ulcers that Rabeprazole is curing. M01AH01
(Celecoxib) is an anti-inflammatory drug for long term pain relief.
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Table 7.7: Top patterns found and with and without including prior knowledge.

Results without prior knowledge (standard Subgroup Discovery)
Patterns, non-treatment attributes |S| P(T |S) |ST | WRAcc
Age ≥ 66 62,404 0.043 2,691 0.0047
Cardiac Disorders 19,606 0.053 1048 0.0022
Gender = Female 168,813 0.023 3,888 0.0016
Patterns, treatment attributes |S| P (T |S) |ST | WRAcc
0 (Unknown) 24,009 0.052 1,255 0.0025
Urinary incontinence material 15,995 0.067 1,078 0.0025
Bandages and dressing material 26,887 0.047 1,256 0.0024
B01AC08 (Carbasalate calcium) 14,393 0.053 764 0.0016
Patterns, all attributes |S| P (T |S) |ST | Lift
A02BC04 (Rabeprazole) ∧ Age ≥ 78 554 0.390 216 19.28
A02BC04 (Rabeprazole) ∧ M01AB05 (Diclofenac) 577 0.260 150 12.85
A02BC04 (Rabeprazole) ≥ 378 629 0.243 153 12.03
M01AH01 (Celecoxib) ∧ Age ≥ 68 663 0.222 147 10.96
A02BC04 (Rabeprazole) 2292 0.210 482 10.40

Results with prior knowledge
Patterns, all attributes |S| P (T |S) |ST | TP Diff.
0 (Unknown) 24,009 0.052 1,255 0.0021
A02BC04 (Rabeprazole) 2,292 0.210 482 0.0013
Bandages and dressing material 26,887 0.047 1,256 0.0012
A12AX (Calcium in combination with other drugs) 6,610 0.086 569 0.0010
J01CA04 (Amoxicillin) ≥ 9 24,576 0.0296 728 0.0008
Patterns, all attributes |S| P (T |S) |ST | TP Ratio
M01AB05 (Diclofenac) ∧ A02BC04 (Rabeprazole) ≥ 17 507 0.270 137 9.07
A02BC04 (Rabeprazole) ∧ Gender = Male ∧ Age ≥ 56 550 0.22 121 6.71
A02BC04 (Rabeprazole) 2,292 0.210 482 6.27
A02BC04 (Rabeprazole) ≥ 378 629 0.243 153 6.07
S01BA01 (Dexamethasone) ∧ S01AA12 (Tobramycin) 510 0.206 105 4.98

7.4.1 Results with prior knowledge

As prior knowledge, we include the attributes Age and Gender. Figure 7.1 shows the
age distribution of the target pharmacy as well as the age distribution in the entire
dataset. We also include 19 subgroup descriptions that indicate if a patients has a
chronic disease. Table 7.6 shows the prevalence of 19 chronic disease types for the
target pharmacy as well as the whole dataset. The table shows that Cardiac Disorders
(17.19% against 6.51%), Asthma/COPD (19.13% against 12.57%), Psychiatric disor-
ders (17.45% against 9.99%), and Elevated cholesterol (18.57% against 12.75%) are
much more prevalent at the target pharmacy than in the entire population.

The bottom part of Table 7.7 shows the results using TP Difference as well as
TP Ratio. We use the same search parameters as the run without prior knowledge,
as a prediction model we use the logit model. The qualities calculated with prior
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knowledge, are quite different from those without prior knowledge. The fact that the
qualities are lower means that the deviations that are found without prior knowledge
can be partly explained by population differences. Furthermore, the prior knowledge
influences the ranking of subgroups that are discovered. For example, for the WRAcc
measure, the quality of the subgroup described by ‘Urinary incontinence material’
drops to 0.0008, and the subgroup is not present in the top subgroups anymore. The
subgroup A02BC04 (Rabeprazole) enters the top 5 subgroups when we use prior knowl-
edge, without the quality is 0.0014. Amoxicillin is a commonly prescribed antibiotic,
Tobramycin is an antibiotic as well, and Dexamethasone is used to treat many inflam-
matory and autoimmune conditions, such as rheumatoid arthritis and bronchospasm.
The A12AX (Calcium in combination with other drugs), and B01AC08 (Carbasalate
calcium), and the 0 (unknown) category indicate that the target pharmacy is selling
hand-made medication, which is the reason that the related claims are not automati-
cally classified by the ATC-classification system (since this hand-made medication has
no bar code) and therefore labeled as ‘unknown’. Delivering hand-made medication
too frequently can be a form of excessive claiming behavior, because for each delivery
of hand-made medication the pharmacy receives a surcharge of 88.10 euro.

Before we move to the dentistry dataset, we show an example that is found with the
cost-based quality measure on the pharmacy dataset. We chose a different pharmacy,
under investigation because it previously (during another year) made some erroneous
claims, and money was claimed back. We use the same attributes in the prior knowl-
edge. The data consists of 427, 112 patients, out of which 1, 645 patients (0.38%)
visited the target pharmacy.

We perform an SD run, using TP cost difference as quality measure, a minimal
support of 300, a search depth of 2, a beam width of 100, and the logit model as
prediction model. The top subgroup is: ‘N02AA01 (morphine) ≥ 40’, with a coverage
of 451, and a quality of 17,417 euro. There are 3 true positives in the subgroup. The
average costs in the subgroup is 241.12 euro spent on morphine. Figure 7.2 shows
the cost distribution of the costs of N02AA01 (morphine) for the non-target points,
given that the costs are bigger than zero. The x-axis the amount is plotted against
the number of patients on the y-axis. The costs of the 3 true positives is 41 euro, 65
euro, and one patient that has a costs of 17, 733 (!) euro on morphine. For readability,
only the distribution of non-target patients is plotted. The figure shows that the
patient using 17, 733 euro on morphine is a clear outlier. Because of the few positive
examples in the subgroup, this subgroup is not very significant in the traditional sense
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Figure 7.2: Costs on morphine.

of counts. Still, this example demonstrates the advantage of including costs in the
quality measure: as long as there is enough money involved, very small subgroups can
still be interesting to report.

Future work on this application on pharmacy data consists of grouping medica-
tion together into ‘sensible’ categories. The dataset, consisting of 1, 128 medicine at-
tributes, is very sparse. It would be better if some attributes could be grouped together
to create bigger subgroups. Consider for example contraceptives, which sometimes are
roughly interchangeable: this is the case if a GP could prescribe either one of these
drugs. By using such domain knowledge about groups of medication, better features
are created that can lead to bigger subgroups, bigger in counts as well as amount of
money involved.

7.4.2 Dentistry

In this dataset, we have Age (as prior knowledge), as well as 526 treatment attributes;
each attribute denotes the amount of money that is charged for the patient for this
treatment, during a period of two years. The treatment attributes form the set of
monetary attributes M . As a quality measure we use TP costs difference. We select a
dentist, and label the target for 1,672 patients that visited the dentist during the two
years. We use the same search settings as the pharmacy example with prior knowledge.

The top subgroup found is: M55 ∧ V21 ≥ 42 ∧ V11 ≥ 40. M55 is the code for a
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Table 7.8: Subgroups from the dentistry dataset.

Patterns P (S) P (S|T ) E(TP ) TP Ratio TP costs diff.
M55 ∧ V21 ≥ 42 ∧ V11 ≥ 40 0.040 0.513 67 858 12.9 292,496
V35 ≥ 39 ∧ V30 ≥ 23 ∧ C12 0.044 0.217 76 363 4.8 79,945
M55 ≥ 69 ∧ V11 ∧ V21 ∧ X10 ≥ 22 0.019 0.283 31 473 15.1 174,520
V21 ≥ 63 ∧ V11 ≥ 84 ∧ C12 0.009 0.300 16 502 32.3 197,002
V35 ≥ 65 ∧ V30 ≥ 46 ∧ C12 0.011 0.167 19 280 14.5 75,766

dental cleaning, V21 is the code for polishing a filling, V11 is the code for a (one sided)
filling. In Table 7.8, the E(TP ) column shows the expected number of true positives
based on the prior knowledge Age, and column TP shows the observed number. This
number is 12.9 times higher than expected, leading to a quality of 292,496 euro. Figure
7.3 shows the distribution of costs for the target dentist and the whole dataset. These
distributions, which show a clear deviation for the target dentist, form the direct basis
for the computed TP costs difference.

The top subgroups from a single run are highly redundant, which we would like
to remedy. After observing the most interesting subgroup, we can add it to Sdescr,
the known subgroup descriptions. We now repeat the discovery process. The second
row in Table 7.8 shows the new top subgroup found. It describes a different part of
the dataset. V30 is the code for a sealing (covering small pits in a tooth), V35 is
a code for the next sealing on the same day for the same patient, and C12 is the
code for a second regular consult within one year. It has a TP costs difference of
79,945, calculated with Scov (Age) as prior knowledge. Now this subgroup is known,
we also add it to Sdescr, and repeat the discovery process. The next subgroup found
is partly overlapping with the top subgroup. It has a higher true positive ratio than
the first subgroup, only a smaller size, and there is less money involved. X10 is the
code for an X-Ray picture. We repeat the same process, and find two more subgroups.
These are both ‘refinements’ of the top-2 subgroups: smaller patterns with a higher
distributional difference.

In future work, we will investigate the best way to perform such cascaded Subgroup
Discovery to obtain a set of subgroups that describes the deviating claiming behavior
best will be investigated.

For another dentist, the top subgroup found is V12 ∧ V21 ∧ V60 with a quality of
103,455 euro. V12 is the code for a two-sided filling, V21 is the code for polishing a
filling, and V60 for an indirect pulpa-covering. The subgroup was investigated by the
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Figure 7.3: Costs on M55, V 21, and V 11.

fraud detection department, and it turned out that the target dentist often claimed
V21 and V60 on the same day for individual patients. This combination is actually
inadmissible, but somehow this rule was not checked. Since many dentists did obey
this rule, and the target dentist did not, it came out as an interesting subgroup.

7.4.3 Conclusion

In this chapter, we presented two additions to the standard Subgroup Discovery frame-
work, that are of use in fraud detection and similar discovery tasks. These additions
allow for the inclusion of prior knowledge, as well as the effective incorporation of costs
into the assessment of candidate patterns. Our work has particular value for fraud de-
tection in insurance data, as demonstrated by the real-world results on medical claim
data, but is general enough to be of value in other domains also.

Both in the pharmacy data as well as for the dentists, interesting patterns were
found that could be investigated by the fraud detection department. In the pharmacy
case, this was a single outlier using 17, 733 euro worth of morphine. In the dentistry
application, we found a combination of treatments that was not allowed. A money
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recovery action followed, reclaiming a total of 1.2 million euro from multiple dentists.
This example shows the added value for a health insurance company of using data
mining in addition to the existing rule-based checks. With our techniques, we were
able to detect a new fraudulent pattern that slipped through the existing checks.

Additional to these fraudulent patterns, patterns sometimes described huge de-
viations in claiming behavior that could not be claimed back directly. The medical
practitioners involved are labeled as high-cost claimers, and the patterns can be used
as ‘input’ during contract negotiations with those practitioners, or the practitioners
can be otherwise made aware of their deviating claiming behavior.
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8
Zooming in

Detecting Local Subgroups

In Subgroup Discovery, one is interested in finding subgroups that behave differently
from the ‘average’ behavior of the entire population. In many cases, such an approach
works well because the general population is rather homogeneous, and the subgroup
encompasses clear outliers. In more complex situations however, the investigated pop-
ulation is a mixture of various subpopulations. In these situations, one would be
interested in finding subgroups that are unusual with respect to their neighborhood.
In this chapter, we present a novel method for discovering such local subgroups. This
chapter is again motivated by the application in health care fraud detection. In this
domain, one is dealing with various types of medical practitioners, who sometimes spe-
cialize in specific patient groups (elderly, disabled, etc.), such that unusual claiming
behavior in itself is not cause for suspicion. However, unusual claims with respect to
a reference group of similar patients do warrant further investigation into the suspect
associated medical practitioner.

The first section of this chapter will explain the idea of distance-based Local Sub-
group Discovery (distance-based LSD), and the second section will explain local sub-
group discovery with the use of conjunctions of conditions. The main difference be-
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tween the two variants is the description of subgroups: in distance-based subgroup
discovery, subgroups are described by a prototype, and a distance to the prototype.
Hence, distance-based subgroups are able to capture similarity between points in the
dataset. This type of representation also has implications on the search for the best
subgroups, and the removal of redundancy. We will call subgroups that are defined by
a prototype and a distance measure Distance-Based Local Subgroups, and subgroups
described by conjunctions of conditions Propositional Local Subgroups. Propositional
local subgroups are described in the same way as in standard SD.

In this chapter, we present a method for discovering local patterns in data. Our
method, called Local Subgroup Discovery (LSD), is inspired by Subgroup Discovery
techniques which to some degree have a local focus, but the notion of locality plays a
more important role here than in standard SD.

The LSD method zooms in on a part of the data first, and identifies differences
locally. In this way 1) bigger distributional differences can be found, 2) smaller (and
therefore more actionable) subgroups can be detected, and 3) information about the
local subgroup, as well as the part of the data it occurred in, can be presented to the
user, thereby providing the user more details about the subgroup.

8.1 Distance-Based Local Subgroups

As we are interested in local deviations, we will use a neighborhood concept. This
will be in terms of a basic distance measure over the data. In order to define the
notion of locality, we work with a reference group that represents a subpopulation
or neighborhood, in the context of which we want to evaluate subgroups. A local
subgroup is a subgroup within this reference group. Such local subgroups will be
judged in terms of their unusual distribution of the target attribute, compared with
that of the reference group (rather than comparing with the entire population). Both
the reference group and the subgroup will be defined in terms of distances from a
common subgroup center. Standard quality measures from the SD literature are used
to quantify how interesting a subgroup is with respect to its reference group. Figure 8.1
shows an example of two local subgroups within an artificial dataset. We are interested
in finding groups that contain relatively many positive examples. The local subgroup
consists of points within the smallest circle, the corresponding reference group are
points within the bigger circle. Both the reference group and the subgroup are defined
in terms of distances from their subgroup center. Both subgroups contain relatively
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Figure 8.1: Two local subgroups that are hard to find with traditional subgroup tech-
niques. The smaller of the two concentric circles indicates the subgroup, the bigger of
the two circles indicates the reference group.

many red crosses, compared to their local neighborhood.
We are interested in finding the most interesting subgroups within reference groups

in a dataset.

8.1.1 Motivation

The motivation for this problem comes again from the field of fraud detection in
health insurance data. The problem is essentially an unsupervised one, since we are
not presented with any examples of known fraud cases. The goal is to identify groups of
claims that are interesting to investigate by fraud investigators. The health insurance
data we consider in our experiments contains information about patients and medical
practitioners, see Figure 3.1 from Chapter 3.

We will explain the setting with the help of Figure 8.1. Suppose that each point
represents a patient. The dataset clearly consists of three clusters, which we can in-
terpret as groups of patients with the same type of disease. Within these clusters, the
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differences between patients are caused by treatment costs, variations in medication
types, and so on. In Figure 8.1, patients of the target medical practitioner (the pos-
itive examples in the data) are represented by red crosses. Patients of other medical
practitioners (the negative examples in the data) appear as blue plusses. The two
subgroups (smaller circles) indicate a difference in claim behavior within a reference
group of patients having the same disease type (larger circles). This is because in the
subgroup, the proportion of red plusses is much higher than the proportion of plusses
in the reference group. If substantial local subgroups can be found for an individual
medical practitioner, this is a strong indication of inefficient or fraudulent practice.

8.1.2 Related work: distance-based LSD

In Subgroup Discovery, the subgroups are usually described by conditions on the non-
target attributes whereas in our application we use a distance measure to define sub-
groups. This is similar to epidemiology where a spatial scan statistic [79] is often
used to identify regions where a certain type of disease (the target attribute) is more
frequently present than in the rest of the country. Here a likelihood ratio statistic is
often used to identify interesting regions. In our approach, we also look for interesting
regions in our data. Unlike with the spatial scan, our approach allows for any quality
measure (instead of the likelihood ratio statistic) and finds reference groups together
with subgroups. Calculating the quality measure on a subset of the data has been
done before [89]. The subset of the data is obtained by using a distance measure.
Luong et al. fix a nearest neighbor parameter k, calculate a quality measure on a part
of the data based on this k, and then describe interesting regions in the dataset for
which this quality measure is high. The difference with our approach is that we are
interested in searching for interesting subgroups, automatically finding relevant values
of the nearest neighbor parameter k.

To the best of our knowledge, this is the first approach to unsupervised fraud
detection by using Subgroup Discovery to compare between entities (here these entities
are medical practitioners, but they could be shops, cashiers, etc.). Other approaches
to fraud detection are supervised methods (where fraud is labeled beforehand), and
outlier detection methods. We do not have a labeled fraud set, and we are interested
in differences on the aggregated level of claims of medical practitioners rather than
finding single outliers.
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ranking(x) = { +, +, −, +, −, +, +, +, −, −, −, +, −, −, . . . }
↑ ↑
σ ρ

Figure 8.2: Ranking of the target vector for a prototype x. The target vector is sorted
according to the distances to x. All examples from the leftmost observation (the closest
point to x) to σ are in the subgroup. All examples from the leftmost observation to ρ
are in the reference group.

8.1.3 Preliminaries

Throughout this chapter we assume a dataset D with N elements (examples) that are
(h + 1)-dimensional vectors of the form x = {a1, . . . , ah, t}. Hence, we can view our
dataset as an N × (h+1) matrix, where each data point is stored as a row xi ∈ D. We
call ai = {ai1, . . . , aih} the attributes of xi, and ti its target. The target ti is multinomial.
This is also called a multi-class setting. We construct a binary target by using the
one-versus-all setting as explained in Chapter 3. We construct a binary target for each
nominal value of the target. In the rest of this chapter we will use one of these targets
as a binary target. Each vector of attributes comes from an undefined space A on
which we have a distance measure δ : A×A → R.

To deal with locality, we propose a distance-based approach to find subgroups and
reference groups, based on prototypes. A prototype can be any point in attribute
space x ∈ A. The distance-based subgroup Sσ based on x for parameter σ ∈ N,
consists of the σ nearest (according to δ) neighbors of x in D. The reference group
Rρ based on the same x for parameter ρ ∈ N s.t. ρ ≥ σ, consists of the ρ nearest
neighbors of x in D. The idea is that Rρ forms a region in input space where the
target distribution is different from that distribution over the whole dataset, and we
strive to find subgroups Sσ ⊆ Rρ in which the target distribution is different from the
distribution in the reference group.

We write S(x, σ, ρ) for the subgroup Sσ in a reference group Rρ, which we call a
reference-based subgroup. The prototype can be seen as the center of this subgroup,
and as the center of the reference group encompassing the subgroup. A quality measure
calculated for a reference-based subgroup considers only examples inside the reference
group: the quality of the subgroup is calculated on a contingency table of the data, as
if the reference group were the entire dataset.
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Given a prototype x, a distance measure δ, and the target vector t, we can obtain a
ranking of the target variable (see Figure 8.2). This ranking is a sorted list of targets,
where the leftmost point is closest to x and the rightmost point is the point furthest
from x. To find the optimal reference and subgroup for a given x, we have to set
σ and ρ in such a way that the quality measure is maximized. For example, let us
calculate the Weighted Relative Accuracy (WRAcc) quality measure for the subgroup
and reference group in Figure 8.2, for the parameters σ = 8 and ρ = 14. The WRAcc
of a subgroup S with respect to target t is defined as P (St)−P (S)P (t), where P (St) is
the probability of the target and subgroup occurring together, P (S) is the probability
of a record being in the subgroup, and P (t) is the probability of the target being
true. These probabilities are all calculated given that a point belongs to the reference
group. In this example, the WRAcc is thus given by: 6/14 − 8/14 · 7/14 = 1/7 ≈ 0.143.
If we would set ρ to 11 instead of 14 this would lead to a somewhat higher quality:
6/11− 8/11 · 6/11 = 18/121 ≈ 0.148.

8.1.4 Finding local subgroups

In this section we explain how the optimal subgroups and their reference groups are
found. First we explain how we search for the most interesting subgroups with the
highest quality. We also explore our approach to two problems encountered when
searching for local subgroups. The first problem is how to compare qualities found on
different reference groups, with different reference group sizes and different numbers
of positives. The second problem is concerned with the potential redundancy in the
collection of reported subgroups.

8.1.4.1 Searching for the optimal values

In LSD, subgroups are described by optimal combinations of the prototype x and the
parameters σ and ρ. Assume we are considering a candidate prototype x. We then
loop over possible values of ρ, and for each value, try all possible values for σ and
calculate the quality. Per value of ρ, the highest quality obtained in this way is called
the optimal quality, and the value σ(x, ρ) at which this maximum is obtained is called
the optimal value for σ, given x and ρ.

If we were to search for optimal values of the quality measures in this way, we
would find that for the ranking in Figure 8.2, the optimal value for WRAcc would be
obtained at ρ = 3, and σ = 2, with a WRAcc value of 2/9 ≈ 0.222. Unfortunately, this
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subgroup is not that interesting because it is quite small. Nor is it very significant; in
any dataset and for any prototype, we can typically construct such a tiny subgroup
and a reference group that perfectly separates positive from negative examples. This
behavior of favoring very small reference groups in which we can perfectly separate
positive from negative cases does not only occur for the WRAcc measure; any quality
measure will suffer from this problem. Hence, guiding the search solely by high quality
will not lead to interesting results. The size of the reference group should also be big
enough to ensure that a subgroup with a high quality is really interesting. Hence, we
need to deal with the significance of the found quality.

8.1.4.2 Significance and interestingness

To compute the significance of a candidate x, ρ, and associated σ(x, ρ), we use a
swap randomization technique, creating a baseline distribution of false discoveries
(DFD). This method [41] was originally designed for SD where subgroups are described
by conjunctions of conditions, as in the classical Subgroup Discovery approach. We
modify the method for use with distance-based subgroups, as follows. First, the target
variable in the reference group is permuted, while keeping the rest of the dataset
intact. Within Figure 8.2, this corresponds to permuting all plusses and minuses
up to ρ. Since we leave the attribute space intact, all distances between examples
remain the same. Next we search for the optimal quality in this permuted reference
group. The optimal quality found can be considered a false discovery, because it is a
discovery made on data in which the attribute space is left intact, but its connections
with the targets are randomized. We can repeat this procedure to obtain more false
discoveries. Together, these qualities constitute a sample of the DFD. The DFD for
a quality measure thus differs for each combination of reference group size, and the
number of times the target is positive in the reference group. Using this DFD we
can assign p-values to subgroups having a certain quality. As [41] describes, a normal
distribution can be used to estimate p-values, corresponding to the null hypothesis
that a subgroup with the given quality is a false discovery.

The p-value obtained gives us a fair measure to compare qualities found for differ-
ent reference groups. A low p-value indicates a low probability of finding the quality
by chance. Within our approach, we compare subgroups found on different refer-
ence groups by comparing their p-value. In Section 8.1.5, we show how to search for
subgroups with the lowest p-values efficiently.

133



Chapter 8. Zooming in: Detecting Local Subgroups

8.1.4.3 Choosing prototypes and removing redundancy

In the previous section, we explained how to find optimal values for σ and ρ, for a
given prototype x. Since we will find optimal values for each prototype, that is each
example in the dataset, this will lead to discovering many (redundant) subgroups. In
this section, we describe how to find optimal non-redundant values for x, with the
goal of presenting a concise list of subgroups to the user. To achieve this, we use a
top-k approach: only the k most interesting subgroups are mined. Additionally we
will use two techniques to remove redundancy from this top-k list. The first technique,
based on the quality neighborhood of examples, will prevent redundant subgroups to
enter the top-k. The second technique post-processes the top-k to select a small group
(generally 3 to 6 subgroups) as the least redundant subgroups from the top-k list.

8.1.4.4 Consider only local maxima

Points that are close to each other in the dataset will generally have the same neighbors.
When these examples are considered as prototypes, they will have similar optimal
qualities, since their optimal subgroups and reference groups will strongly overlap.
Given a subgroup size σ and a reference size ρ, we can compute the quality of the
subgroup S(x, σ, ρ) for each prototype x. In this way, we can determine a quality
landscape for our data. Within this quality landscape, we then look for local optima.
To this end, we define the quality neighborhood qneighborhood(x, σ, ρ), of a point x. We
do this by considering the set Xx ⊆ D of the σ nearest neighbors of x. For each
neighbor, we determine the quality of its reference-based subgroup. These values form
the quality neighborhood: qneighborhood(x, σ, ρ) = {q (S(x′, σ, ρ))|x′ ∈ Xx}, where q() is
the quality measure on the subgroup. A prototype x is a local maximum if its quality
is maximal among its quality neighborhood: q (S(x, σ, ρ) ≥ max qneighborhood(x, σ, ρ).
Prototypes that are no local maximum are considered not interesting, and will therefore
not be reported.

8.1.4.5 Post-processing the top k

There still may be some largely overlapping subgroups and reference groups of proto-
types in each others neighborhood that have only a slightly different value for σ and
ρ. Hence we employ redundancy removal techniques such as joint entropy and the
exclusive coverage heuristic [70]. We select the combination of subgroups with the
highest value for the heuristic.
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8.1.5 Reduction of DFD estimations

Distance-based methods can be computationally intensive. We use different pruning
strategies to reduce the number of times the DFD has to be computed.

From all possible reference group sizes ρ for a prototype, we would like to report
the optimal quality with the lowest p-value. To obtain p-values, we have to estimate
the DFD. The estimation of all DFDs is computationally intensive (it requires O(sρ)
calculations, where s is the sample size). In total, there are n possible values of ρ so
(if the DFD is not stored) it has to be recomputed n times for each prototype, where
n is the number of examples. Computing the DFD is unnecessary for a subgroup that
will not enter the top-k anyway. We present a user-set parameter and two pruning
techniques to reduce the number of DFD calculations, and show the pseudocode.

Maximum value for ρ To decrease computation time, and ensure locality of the
patterns at the same time, the user can set a maximum value for the reference
group size.

Consider only local maxima. We can check whether a point is a local maximum
before the DFD is estimated. If the point is not a local maximum, the DFD does
not have to be estimated since there is a largely similar neighboring subgroup
with a better quality.

Pruning the ρ-search space based on sample size. To search efficiently, we prune
away parts of the search space where we know that the p-value can not be lower
than the one already found. If for two different reference group sizes the same
quality is obtained, the quality calculated on the largest reference group will be
the most significant finding, and thus have the lowest p-value.

We explain how this pruning strategy works step by step, by using the pseudocode
in algorithm 3. For each prototype we keep in memory a threshold on the quality,
denoted by qthreshold. We also keep in memory the optimal p-value that is found so
far for this prototype, pvalbest. We are interested in finding the lowest p-value for this
prototype. We start by calculating the p-value for a prototype for the maximal value
for ρ in the first iteration.

Next, we observe the qualities found for the same prototype, for smaller values of
ρ, in decreasing order. If the optimal quality found for such a smaller reference group,
qoptimal(ρ), is lower than the threshold, we skip the estimation of the DFD and the
calculation of the p-value, because we know the p-value will be lower. For smaller
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Algorithm 3 Lowest p-Value for Prototype(db, x, qoptimal , σoptimal).
Require: database db, prototype x, qoptimal , σoptimal
Ensure: pvalbest, qbest, σbest, ρbest
qthreshold = −∞
pvalbest =∞
for all ρ in decreasing order do

if isLocalMaximum(x, σoptimal , qoptimal(ρ)) ∧ (qoptimal(ρ) ≥ qthreshold) then
compute DFDx,ρ

p-value ← DFDx,ρ(qoptimal(ρ))
if p-value ≤ pvalbest then
pvalbest ←p-value
ρbest ← ρ
qbest ← qoptimal(ρ)
σbest ← σoptimal(ρ)
qthreshold ← qoptimal(ρ)

else
qthreshold ← Φ−1

DFD(1− pvalbest)
end if

end if
end for

values of ρ that have a higher optimal quality, we compute the DFD. We also obtain
the cumulative distribution function of the DFD, ΦDFD, and the inverse cumulative
distribution function, Φ−1

DFD. From the DFD, we obtain the p-value of the quality
found. If the newly obtained p-value is lower than pvalbest, this subgroup is the best
subgroup found so far. For this prototype x, the corresponding values for σoptimal and
ρoptimal as well as its quality qoptimal , and the p-value are stored. The quality threshold
is updated and is set to the quality corresponding to the new optimum. If the newly
obtained p-value is higher than the one previously found on a bigger sample, these
variables are not updated. The quality threshold is updated by inserting 1 − pvalbest
into the inverse cumulative distribution function of the DFD.

The procedure of finding the optimal p-value for a prototype is depicted in Figure
8.3. The blue line in the left figure shows the optimal quality that is found, for each
value of ρ (the reference group size). When searching for the optimal p-value, we move
from right to left. Whenever a higher value for the quality measure is encountered,
the DFD is computed. If the p-value of the encountered quality is lower, it means
the quality is more significant, and this quality becomes the new optimum as well as
the new threshold. The red dashed line shows the value of this threshold. There is
one occurrence, for reference group size 32, where the quality encountered is higher
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Figure 8.3: The figure on the left is a visualization of the pruning approach. The
x-axis shows the value for ρ and the y-axis shows the optimal quality found given ρ.
The blue solid line shows the optimal quality given ρ. The red dotted line shows the
value of the threshold, moving from right to left. The figure on the right shows a
histogram of the DFD sample, for the same prototype, for the reference group of size
32, with a sample size of 10,000 points. The x-axis indicates the optimal quality found
on randomized data, the y-axis shows the counts of false discoveries per bin.

but (after computing the DFD) it turns out that the p-value is lower. Since there is
no higher quality above this threshold for smaller sample sizes than 32, we conclude
that for this prototype the optimal p-value is obtained at ρ = 160. The right graph
in Figure 8.3 gives example how the threshold is updated. It shows the sample of the
DFD for the reference group of size 32 with a sample size 10, 000. The quality of 0.065
that is found is less significant than the quality previously found for ρ = 160. The
previously found p-value is inserted into the DFD and gives a new quality threshold
of 0.123.

Pruning the ρ search space using a top-k approach. A subgroup only enters
the top-k if its p-value is lower than the current maximum p-value in the top-k. The
key idea (again) is to update the threshold each time the DFD is estimated. The only
difference with pruning-per-prototype is that we can update the quality threshold by
inserting the current maximum p-value of the top-k list into Φ−1

DFD instead of inserting
the minimum p-value found so far for this prototype, to obtain the new threshold.
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8.1.6 Experiments and results

8.1.6.1 Artificial data

We start by testing our method on the artificially generated data that already featured
in the introduction (Figure 8.1). This two-dimensional data consists of 252 examples,
with a roughly equal spread between positive and negative examples. 20 subgroups
were obtained by considering each individual example in the data as a prototype,
using Euclidean distance and WRAcc as quality measure. From these 20 subgroups,
we select 3 non-redundant subgroups by using the exclusive coverage measure [70]. We
compare the results with those of the traditional SD algorithm which features in the
generic SD tool Cortana. The traditional SD algorithm describes subgroups in terms
of attribute-based descriptions.

The first subgroup discovered by LSD is also found by Cortana. In Figure 8.1 this
corresponds to the big cluster at the top. The second subgroup, found in the lower
left cluster in Figure 8.1, is not found using traditional SD methods, because there
are many subgroups from the big cluster with the same size that also have a high
proportion of positive examples. The third subgroup is situated in the lower right
corner. This subgroup is not detected with Cortana. This is because the density of
the target variable in the subgroup is the same as the density of the target in the entire
dataset, so the density of the target differs only locally.

In order to gauge the efficiency of our method and the different pruning options,
we generated datasets of various sizes, while keeping the original distribution intact.
Figure 8.4 shows the influence of the different pruning strategies on the computation
time. In general, a combination of pruning and local maxima offers the best perfor-
mance, over an order of magnitude faster than either method alone. For comparison,
the brute force approach at n = 200 takes 4,548 seconds, over two orders of magnitude
slower (157.9 times) than the fastest result.

We also observed the effect that the local maxima pruning strategy has on the
Subgroup Discovery results. If the local maxima strategy is not used, this will lead to
the presentation of many redundant subgroups from the big cluster in the top. Each
point in this cluster is then presented as an interesting prototype.

8.1.6.2 Fraud detection

Our health care application concerns fraud amongst dentists. Each patient is repre-
sented by a binary vector of treatments received during a year. The dataset contains
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Figure 8.4: The increase of computation time for different numbers of prototypes for
the artificial dataset, using different pruning strategies. Because of the very long run
time, the brute force approach is only performed up to 200 prototypes. The results
are averaged over 10 runs.

980,350 patients and 542 treatment codes. We use Hamming distance on the space
of treatments, and quality measure WRAcc. Note that because of the discrete nature
of the data, there are many duplicate examples (many patients with identical treat-
ments). Additionally, the distance of a point to different neighbors may be identical,
which limits the number of values of σ and ρ that need to be tested. We restrict ρ to
a maximum of 10% of the data.

We select a dentist with a markedly high claiming profile, and define the target
accordingly. For 5,567 patients (0.57% of the population) this target is true.

Table 8.1 shows the local subgroups found by our proposed method LSD. These
results were obtained after mining the top 50 subgroups first, and then selecting for
diversity using the exclusive coverage heuristic. The interpretation for subgroup S1 is
that for patients receiving a regular consult (C11, C12) and dental cleaning (M50), the
dentist often charges extra costs for a plaque score (M31) and an orthopantomogram
x-ray picture (X21). Also an anamnese (investigating the patients history, C22) is
charged much more often for this group of patients. In subgroup S2, patients receiving
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Table 8.1: Prototypes and their support in the subgroup, and their support in the
reference group excluding the subgroup. The codes indicate treatments that were
charged for a patient, the supports indicate the fraction of patients receiving those
treatments respectively. The columns # t and # ¬t are the counts within those
groups of positive and negative examples.

Subgroup Prototype and Supports # t # ¬t WRAcc p-value
S1 prototype {C11, C12, C22,M31,M50, X21}
S1 {1.00, 0.97, 0.17, 0.49, 0.93, 0.60} 54 78
R1 \ S1 {1.00, 0.94, 0.03, 0.12, 0.95, 0.13} 667 10,734 0.0042 < 0.0001
S2 prototype {C11,M31}
S2 {1.00, 1.00} 30 2,189
R2 \ S2 {1.00, 0.11} 94 35,566 0.0006 < 0.0001
S3 prototype {C13, X10, X21}
S3 {0.38, 0.71, 0.18} 85 12,177
R3 \ S3 {0.03, 0.11, 0.01} 55 30,417 0.0010 < 0.0001

a regular consult and a plaque score are occurring relatively more frequently than
patients having only a regular consult without the plaque score (which are in the
reference group outside the subgroup). In subgroup S3, codes X10 and X21 are x-ray
pictures, and C13 means an incidental consult. Note that treatment C11 is not in the
prototype, but still has a support of 77% in the subgroup and a support of 98% in
the reference group outside the subgroup. We can conclude that this dentist charges
relatively many x-ray pictures of type X10 with a regular or incidental consult. The
qualities for the subgroups S1, S2 and S3 are 32, 15 and 14 standard deviations from
the mean of the DFD, respectively, which results in p-values near zero.

As a baseline, we compare the results using traditional SD in Cortana, using
WRAcc, a search depth of 3 and beam search with beam width 100. We obtain
the top 50 subgroups first, and then select for diversity using the exclusive coverage
heuristic [70]. There are two subgroups that cover the other subgroups in the top 50:
X21 = 1, and C11 = 1∧ V 21 = 1. Code X21 represents an orthopantomogram (x-ray
photo), code C11 represents a consult, and code V 21 is used for polishing a sealing.
The subgroup sizes are 100,643 and 369,748, with 2,438 and 3,228 positive examples,
respectively, which leads to a WRAcc of 0.0020, and 0.0014 respectively. The main
difference between LSD and traditional SD is that the local approach presents locally
deviating patient groups and provides information about the patient group’s neighbor-
hood. The resulting subgroups are easier to evaluate by domain experts, and detailed
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enough to be investigated further by fraud investigators. The traditional SD approach
returns global patterns that are not interesting or specific enough to trigger an action.

With our LSD algorithm, we were able to mine interesting subgroups in 5.5 hours
in this dataset containing almost a million examples and over 500 attributes. The
Cortana traditional SD algorithm took 24 minutes. Both were run on the same machine
with 32 GB of main memory, and 8 cores. Although the runtime of the LSD approach
depends on the dataset, and the parameter for the maximum value of ρ, this shows
that the LSD approach is scalable to fairly big datasets.

The results were presented to the fraud investigation department of an insurance
company, and were considered very interesting for further investigation. The absence
of ‘cheap’ patients in the reference group as well as the presence of relatively many
similar, but more expensive, patients in the subgroup is very useful for indicating
inefficient claiming behavior.

8.2 Propositional Local Subgroups

In this section, we will introduce the idea of propositional local subgroups, and ex-
plain the analogy with association rule mining. Propositional Local Subgroups are
described by conjunctions of conditions, the same way as in standard SD. We will
discuss the setting in which both the reference group and the subgroup are described
by conjunctions of conditions. For explanation and interpretation, we will illustrate
this setting with the use of ROC curves. We will show some examples of propositional
local subgroups in the health insurance domain.

To illustrate the idea of propositional local subgroup discovery (propositional LSD),
we start with an example, where we use the same dataset as in Chapter 3, which is
a dataset about dentistry with 100,000 patients, where the target dentist has treated
1,672 patients. In this database, records describe patients. Patients are described by
542 treatment attributes. We consider the subgroup V 20 ≤ 0, that can be read as
V 20 = 0 as well, since values below zero are not occurring in the database. We use
≤ because we choose > and ≤ as possible operators for numeric attributes like in the
rest of this thesis. Table 8.2 shows the cross table of this pattern.

The subgroup has a WRAcc quality of: 0.01613− (0.70153 · 0.01672) = 0.0044. As
another quality measure we calculate the relative risk, that is defined as:

P (ST )/P (T )/P (S¬T/P (¬T )) = (1, 613/1, 672)
(68, 540/98, 328) = 1.38. (8.1)
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Table 8.2: The observed cross table for the subgroup V 20 ≤ 0.

T F total
S 1, 613 68, 540 70, 153
¬ S 59 29, 788 29, 847
total 1, 672 98, 328 100, 000

Table 8.3: The observed cross table for the subgroup V 20 ≤ 0 within reference group
V 11 > 0.

T F total
S 991 12, 861 13, 852
¬ S 52 16, 762 16, 814
total 1, 043 29, 623 30, 666

Next, consider the reference group V 11 > 0. It describes patients for which at least
once a one-sided filling was claimed. The reference group size is 30,666 patients. Now
we consider the subgroup V 21 ≤ 0 with respect to the reference group V 11 > 0: we
zoom in to the group of patients for which the condition V 11 > 0 holds, and observe the
subgroup V 21 ≤ 0 within this reference group. In the total data, this subgroup would
be described as: V 21 ≤ 0 ∧ V 11 > 0, so S ⊆ R. Table 8.3 describes the cross table of
the subgroup within the reference group. The true positive examples are the positive
examples in the data for which the condition V 21 ≤ 0 ∧ V 11 > 0 holds, the false
positives are the negative examples for which the condition holds. False negatives are
the positive examples outside the subgroup, but inside the reference group, those are
thus described by: V 21 > 0 ∧ V 11 > 0. True negatives are negative examples outside
the subgroup, so they are negative examples that are described by V 21 > 0∧V 11 > 0.

The reference-based subgroup has a weighted relative accuracy of 991/30, 666 −
(13, 852/30, 666 · 1, 043/30, 666) = 0.017, and a relative risk of (991/1,043)

(12,861/29,623) = 2.19.
By refining the reference group, from the whole dataset, to the description V 11 > 0

(‘refinement’, because the reference group in Table 8.2 was the whole dataset), the
quality of the subgroup improved significantly. Additional to improving the quality,
extra information is contained in the reference group. We now know that for patients
receiving a one-sided filling (the V 11 treatment), often no V 20 code for polishing a
filling is claimed at this dentist.

Reference groups and subgroups can also be interpreted as association rules. We
can view this relation as the rule: Reference group → Subgroup. The reference-

142



8.2. Propositional Local Subgroups

Table 8.4: Confidence for rule Reference group→ Subgroup, for positive and negative
examples.

Rule target confidence
totalData→ V 21 ≤ 0 true (t=1) 0.96
totalData→ V 21 ≤ 0 false (t=0) 0.70
V 11 > 0→ V 21 ≤ 0 true (t=1) 0.95
V 11 > 0→ V 21 ≤ 0 false (t=0) 0.43

subgroup combination is interesting if the association of this rule is strong for the
positive examples, and weak for the negative examples. A common way to quantify
an association rule is by the confidence quality measure. For example, for Table 8.2
this is the rule: totalData → V 21 ≤ 0. For Table 8.3, the rule can be written as:
V 11 > 0 → V 21 ≤ 0. Table 8.4 shows the confidence for these rules. The first row
shows the confidence for the positive examples only (examples for which the target
is true, t=1). The second row shows the confidence for the same rule, but then for
the negative examples. We can observe that for the reference-based subgroup, the
confidence of the rule is much lower for the negative examples, while for the positive
examples the confidence remains high (thus the association remains strong). This
example shows that we can detect even bigger distributional differences in the data
when we consider reference groups as well, instead of comparing subgroups against the
whole dataset only.

Next to detecting bigger distributional differences, there is another application for
propositional local subgroups, namely that reference groups can sometimes explain
subgroups. We clarify this with an example. Consider the hypothetical situation de-
picted in Figure 8.5. The diagram shows a population of patients, with specifically
the sub-population of elderly patients identified by a rectangle (R). Assume we are
investigating a dentist D1, and are evaluating a candidate subgroup S, which is the
group of patients for which a denture was claimed. On a global scale, it might ap-
pear that a suspiciously large fraction of D1’s claims concerns dentures. However, this
unusual behavior is explainable, as D1 is specializing in elderly patients, where den-
tures are simply more prevalent than in the general population. In other words, D1’s
occurrence in the subgroup S is not unusual with respect to the reference group R,
and D1 cannot be considered fraudulent. In contrast, dentist D2 claims fewer dentures
than D1, but these claims are unusual with respect to the reference group, as almost
all elderly patients are treated for dentures, which is suspicious. In order to detect
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Figure 8.5: Diagram explaining the consideration of a subgroup S in terms of its
reference group R.

this suspicious behavior, we have to detect D2’s unusual occurrence in the subgroup S
relative to the reference group R, even though D2’s overall occurrence in the subgroup
S is not unusual.

In these examples, we can observe three applications of the Local Subgroup Discov-
ery task, 1) to further specify characteristics of a subgroup with the use of a reference
group and find even bigger distributional differences, as in the example from Table 8.4,
2) to identify distributional differences that are not discovered by traditional Subgroup
Discovery. In the example of Figure 8.5, when dentist D2 would be the target dentist,
the subgroup denture would not be found interesting when the reference group would
be the whole dataset, however, compared to the reference group old the subgroup is
interesting. Application 3) is to identify possible explanations of a found subgroup.

8.2.1 Local Subgroups in ROC space

In Chapter 3, we introduced isometrics for binary targets. In this section, we will
show how subgroups and reference groups relate to each other in ROC-space. We start
with isometrics of distance-based subgroups, for a certain prototype x. A ranking is
obtained as in Figure 8.2, where neighboring examples in the data are sorted from
closest to furthest. A distance-based subgroup Sσ based on x for parameter σ ∈ N
consists of the σ nearest (according to distance measure δ) neighbors of x in D. This
means that for a prototype x, a total of nσ subgroups can be constructed, where nσ
is the number of unique distances to x in the data. Figure 8.6 shows the ROC-space
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S1

R1

Figure 8.6: Possible subgroups for prototype x in ROC space.

for all possible subgroups that can be constructed for a certain prototype x from the
artificial dataset in Figure 8.1. The possible subgroups range from the empty subgroup
at [0, 0], one single data point (x itself), to the whole dataset, which is the point [1, 1]
in ROC space. We can see that the possible subgroups form a trajectory from [0, 0]
to [1, 1]. Figure 8.6 shows one possible trajectory for readability. We could draw this
trajectory for each prototype x that we consider in the data. Figure 8.6 also shows
an example of a high scoring reference-based subgroup. This subgroup S1 completely
separates positive examples from negative examples within the reference group R1.
The reference-based subgroup thus zooms in to the diagonal [0, 0] to [FPRR1 , TPRR1 ],
where FPRR1 and TPRR1 are the false positive rate and the true positive rate (of the
whole data) within the reference group.

8.2.1.1 Propositional local subgroups in ROC

When searching for propositional local subgroups, the search space is generally much
larger than for distance-based LSD. Compared to distance-based LSD, there is no

145



Chapter 8. Zooming in: Detecting Local Subgroups

Figure 8.7: Example of two reference based subgroups in ROC space.

trajectory from [0, 0] to [1, 1]; subgroups and reference groups could be anywhere in
ROC-space, with the restriction that S ⊆ R. Figure 8.7 shows two subgroups and their
corresponding reference groups. Subgroup S1 already has a positive quality when the
reference group consists of the whole dataset (for most quality measures, since its true
positive rate is much higher than its false negative rate). When the reference group
is refined to R1, this will cause a higher quality for S1 for most quality measures.
Subgroup S2 has a positive quality when the reference group is the whole dataset. It
may possibly be explained by reference group R2, because within R2 the TPR/FPR
ratio would be the same as a random subgroup from R2. Random subgroups within
R2 would be on the dashed line from [0, 0] to R2.

8.2.1.2 Future work on local subgroups

So far we only implemented and experimented with distance-based local subgroups.
For future work, an interesting line of research would be to develop an algorithm that
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searches for propositional local subgroups. We should take the following considerations
into account.

An algorithm that searches for propositional local subgroups should account for
locality as well as significance. The subgroups, as well as the number of positives and
negatives in a subgroup, should not be too small to assure significant results. Also
a maximum support threshold can be used for the reference group to assure locality.
These thresholds are depicted in Figure 8.7. The solid horizontal line is the support
threshold for positive examples, the solid vertical line is the support threshold for
negative examples. The solid diagonal line in the lower left corner is the minimum
support threshold. We restrict the search space of subgroups to those that exceed these
thresholds. The solid diagonal line in the right of Figure 8.7 indicates the maximum
support threshold for reference groups.

An algorithm that searches for propositional local subgroups also has to take a
search strategy into account. During search, two search depths can be used: one
search depth for the subgroups, and one search depth for the reference groups. Since
subgroups always have at least one more condition in their description than the ref-
erence group they are in, we can make use of this fact by using information about
the subgroups generalisations. These generalisations are subgroups that are found at
a higher depth during the search of the subgroup, out of which the subgroup is con-
structed. We can think about storing sufficient statistics for these generalisations, to
efficiently calculate the quality of the subgroup. Like in standard subgroup discovery,
we can use beam search to search for the best subgroups.

An algorithm that searches for propositional local subgroups should also account
for redundancy. Next to the redundancy problems in traditional SD, there is yet more
redundancy possible due to the extra reference group condition. Propositional local
subgroups should be interesting because they are local differences rather than global
distributional differences: suppose subgroup S1 has a high quality with respect to the
whole dataset, then it will probably also have a high quality with respect to (random)
reference groups. An approach to account for this type of redundancy measures the
deviation from the subgroup quality expectation. For this, local models [85], the
incremental quality version q4 [52], or prior knowledge (see Chapter 7) can be used.

Next to searching for the biggest distributional differences, there are two more post-
processing applications of local subgroups. The first application works on the final SD
result set. When the top subgroups are obtained via a coverage-based redundancy
strategy, some interesting refinements of those subgroups may still be undiscovered.
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This is because these subgroups are already covered by bigger subgroups in the final
result set. To search for such interesting refinements, we can consider each individ-
ual subgroup from the final result list as a possible reference group, and search for
interesting local deviations within those reference groups.

Another application of propositional local subgroups is to provide possible expla-
nations for subgroups that are found. For a subgroup S, we can search for a reference
group R that explains S, i.e. the quality of S∧R compared to R is much lower than the
quality of S compared to the whole dataset. Ideally, R should cover S completely. For
a subgroup S, we can search for generalisations of S, or largely overlapping reference
groups, that may ‘explain’ S.
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9
Cost-Based Quality Measures in Subgroup

Discovery

In this chapter, we consider data where examples are not only labeled in the classical
sense (positive or negative), but also have costs associated with them. In this sense,
each example has two target attributes, and we aim to find clearly defined subsets of
the data where the values of these two targets have an unusual distribution. In other
words, we are focusing on a Subgroup Discovery task with a somewhat unusual target
concept, and investigate quality measures that take into account both the binary and
the cost target. In defining such quality measures, we aim to produce an interpretable
valuation of a subgroup, such that data analysts can directly appreciate the findings,
and relate these to monetary gains or losses. Our work is particularly relevant in the
domain of health care fraud detection. In this domain, the binary target identifies
the patients of a specific medical practitioner under investigation, and the cost target
specifies the money spent on each patient. When looking for differences in claiming
behavior, we need to take into account both the ‘positive’ examples (patients of the
practitioner) and ‘negative’ examples (other patients), as well as information about
costs of all patients. A typical subgroup will list a number of treatments, and the
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target practitioner’s patients behavioral difference in both treatment prevalence and
associated costs. An additional angle is the Local Subgroup Discovery task, where
subgroups are judged according to the difference with a local reference group, rather
than the entire dataset. We show how the cost-based analysis of data specifically fits
this local focus.

9.1 Introduction

As in previous chapters, we are motivated by the health care application. We are
interested in finding patient groups (subgroups), that describe the difference between
a single medical practitioner and its peers. In other words, we would like to develop a
data mining algorithm, of which the output would be: patients that are in subgroup S
occur much more frequent for this medical practitioner. In order to find such deviating
subgroups, we need quality measures to describe how ‘interesting’ a subgroup is. We
would like the quality measure to capture the distributional difference between one
practitioner and the others: the higher the distributional difference, the more interest-
ing a subgroup is. From an economical point of view, it makes sense to include costs
into the quality measure; subgroups involving more money are more interesting. In
this chapter we will design quality measures taking costs into account. Each patient
is ‘labeled’ with a commodity – in our application this is the total money spent on
treatments during a specific period – and the quality measures we develop use these
monetary values. As a result, the subgroups we find should be easier to interpret by
domain experts, since the groups have an associated value in a commodity the experts
understand.

9.2 Preliminaries

Throughout this chapter we assume a dataset D with N examples (typically patients).
We will use the same notation as in Chapter 3. See Figure 3.1 for a graphical depiction
of the data with a single binary target. The difference with the binary target approach
in Chapter 3, is that now there are two targets: the first target, t, is binary. Its values
are set by singling out a medical practitioner. This t-vector then indicates whether a
patient visited the practitioner. The other target, c, indicates a commodity. In our
primary application, this commodity indicates the total costs of treatments, per year.
For other applications, c could indicate e.g. a profit or a per-customer value. We will
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refer to the target values of a specific record by superscript: ti and ci are the targets
of example xi.

Our goal is bivariate: find differences between the singled-out medical practitioner
and the rest, that simultaneously constitute a considerable amount of costs; the more
costs involved, the better. These differences are expressed by subgroups. This dis-
tributional difference is ideally gauged in terms of both the binary target t and the
commodity target c simultaneously.

We denote the set of examples for which t is true (the positives) by T , and the set
of examples for which t is false (the negatives) by F . When we consider a particular
subgroup S, we denote its complement by ¬S. In this setting, we denote the true/false
positives/negatives in the traditional way: TP = T ∩ S, FP = F ∩ S, FN = T ∩¬S,
and TN = F ∩ ¬S. For any subset of examples X ⊆ D, we let c̄X denote the mean
cost of the examples in X: c̄X = ∑

xi∈X c
i/|X|, where |X| is the cardinality of the set

X.

9.3 Related Work

Including costs in data mining and machine learning methods is not new. However,
for the subtask of Subgroup Discovery there are no known methods that include costs
in the quality measure. For other data mining techniques, costs inclusion is well-
established; we will argue that they have different goals. In an extension of Frequent
Pattern Mining, costs are assigned to each item. This number is usually called the
utility of an item. High-Utility Itemset Mining algorithms [31, 88] mine itemsets
that have a utility exceeding some threshold. For example, a retail business may
be interested in identifying its most valuable customers by mining these high utility
itemsets (where the utility is the profit on an item). The difference between our setting
and the high utility approach is that our setting is supervised (we are interested in
differences between positive and negative examples, rather than high support/utility
in the dataset only). Also, in our approach the items themselves do not have a cost
assigned to them, but the customers do.

Cost Sensitive Learning [42, 59] assigns costs to predictions. A cost matrix spec-
ifies the costs of labeling an example for the four different cases: True/False Posi-
tive/Negative. In our setting, we also have a contingency table describing the sub-
group and the target. However, there are no ‘misclassification costs’ for False Positives
and False Negatives, so these methods do not readily apply.
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Table 9.1: The counts cross table and the costs cross table.

T F
S TP FP
¬S FN TN

T F
S cS∩T cS∩F
¬S c¬S∩T c¬S∩F

In Subgroup Discovery with a single continuous target [11, 63, 98], quality measures
are either differences between the probability density function of the continuous target
[63], differences in statistical significance [98], or ratios or differences of the mean value
of the continuous target [11]. The setting with a binary as well as a continuous target
is not discussed in these papers. Subgroup Discovery with a cost target on health care
data has been performed in [51]. The authors search for a set of subgroups that best
describe costs of patients, by taking the costs as the (single) target variable. The article
focuses on the regression model-building part, rather than the quality description and
the detection of subgroups. An extension to [51] is described in the paper [77], also
applied to health care data. Here also, a model is built with costs as target variable (in
this case the model is a Random Forest). After the model is created, descriptions are
generated per practitioner to describe their difference in claiming behavior from the
model. This method detects claims or patients that are outliers. Usually the outlier
score does not have a monetary value, and therefore the interpretability of the quality
measure can be difficult. When the outlier score does have a monetary value, the
quality measures described in this chapter can be used.

9.4 Quality Measures

This chapter uses the notation from Descriptive Subgroup Discovery from chapter 3
and Local Subgroup Discovery in chapter 8. Descriptive Subgroup Discovery will be
abbrevated by DSD, and Local Subgroup Discovery by LSD. The difference between
these two approaches is the description of subgroups: DSD uses the standard attribute-
value descriptions, while LSD uses a prototype and a distance to the prototype as a
subgroup description.

The quality measures we consider are defined in terms of two cross tables, both
depicted in Table 9.1. The cross table on the left is common in DSD. The cross table
on the right is concerned with the mean costs for each of the categories. Our quality
measures should assign preference to the following concepts:
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− in the first cross table, higher numbers on the diagonal (TP+TN);

− in the second cross table, a higher mean cost value in the true positive cell cS∩T ,
relative to the values in the other cells.

Furthermore, having a direct interpretation in terms of the commodity expressed by
c makes a quality measure easier to interpret. In Sections 9.4.1-9.4.3 we introduce
quality measures satisfying these criteria, but before that, we will shortly discuss why
a naive Subgroup Discovery approach does not suffice.

A naive way of dealing with the two targets in our dataset, is to multiply t by
c for each observation, and use these new values as one numeric target variable of
a traditional Subgroup Discovery run. By taking the difference in means between
the subgroup and the mean of the data, the quality measure has a monetary value.
Consider the dataset in Figure 9.1. The first 6 examples (up to σ) belong to the
subgroup, and the other examples do not. Computing the difference in means for c · t,
the value of this naive quality measure would be 3000/6 − 3600/12 = 200 (where we are
comparing the subgroup mean with the mean of the total c · t column).

The disadvantage of this measure is that the resulting value of 200 does not have a
meaningful interpretation in terms of money: it does not directly relate to the amount
of money that is present ‘more’ in the subgroup, or that could be recovered. But
more importantly, the positive quality for this subgroup is misleading. When we are
looking for high average values for our target, this suggests that there is somehow
more money involved than expected, but when we take a look at this subgroup, there
is not more money involved for the positive examples than for the negative examples.
In our application, suppose the reference group (12 examples) would indicate diabetes
patients. The subgroup indicates patients receiving expensive diabetes treatments,
and the rest of the reference group indicates patients receiving inexpensive diabetes
treatments. A relatively low number of true positives would mean that there are fewer
diabetes patients present at this practitioner than at other practitioners. Also, the
practitioner claims less money for diabetes patients than other practitioners do: the
costs of the true positives is less than the false positives. Since overall, the practitioner
is claiming less money than expected, a quality measure should indicate this, but for
this measure the positive quality of 200 suggests that more money than expected is
claimed. To conclude, the measure based on the average value of c · t is overly biased
towards regions with high values for c only, and assigned qualities are hard to interpret.
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t = { + , − , − , − , + , − , + , + , + , − , − , − }
c = { 1000, 2000, 2000, 1250, 2000, 3000, 200, 200, 200, 200, 200, 200 }

c · t = { 1000, 0 , 0 , 0 , 2000, 0 , 200, 200, 200, 0 , 0 , 0 }
↑
σ

Figure 9.1: A dataset of twelve examples with a subgroup of six examples indicated.

9.4.1 Measures weighting counts by costs

When the emphasis of the measure should still be on the deviation in observed counts
(rather than costs), the following measures can be used. The idea is to weight the
deviation in counts in the true positive cell of the counts cross table. Such a positive
deviation (i.e. observing more true positives than expected), is particularly relevant if
a substantial sum of money is represented by those true positives. The measures we
propose weight this deviation by costs.

CWTPD(S) =
(
TP − 1

N
(TP + FP )(TP + FN)

)
· cS∩T (9.1)

This measure is called the Cost-Weighted True Positive Deviation (CWTPD). The first
of the two factors in Equation 9.1 is the deviation (in counts) within the subgroup from
the expected value. This factor is equivalent to the WRAcc measure [80] for binary
targets, except that we measure the deviation in the absolute number of observations
instead of relative. This deviation is then multiplied by the average costs of true
positives. Hence the measure can be interpreted as: difference in counts × costs
involved per count = total costs involved.

The value of CWTPD depends on the number of true positives and false positives,
and the average costs (cS∩T ) within the subgroup. To investigate the behavior of the
CWTPD measure, Figure 9.2a shows several isometrics for this measure for a dataset
of 1000 examples. Isometrics show points in a 3-dimensional space that share the
same quality value. Each surface (color) in the figure indicates the same CWTPD-
value for different values of cS∩T , TPR and FPR. Subgroups on the bottom surface,
where cS∩T=0, have a quality of zero, as well as subgroups for which TPR=FPR.
The dark blue, red, and blue surfaces show subgroups for which the quality value is
CWTPD = 5,000, CWTPD = 10,000, and CWTPD = 15,000 respectively. A high
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(a) |T |/|D| = 10% (b) |T |/|D| = 50%

Figure 9.2: CWTPD isometrics.

value is reached when cS∩T is high, and when the True Positive Rate is very high.
Comparison with Figure 9.2b illustrates the effect of increasing the share of positives
in the dataset on the isometrics. The isometrics are different when the number of
positives in the dataset increases: the same values of cS∩T , TPR and FPR will result
in a higher CWTPD value. Figure 9.2b shows the isometrics for a higher percentage of
True Positives in the data. The CWTPD-value for the same subgroup in this isometric
plot increases when the size of the dataset increases; when the dataset is bigger, more
costs will be involved.

The big advantage of CWTPD is that it has a direct interpretation in terms of
money. Its disadvantage, especially for LSD, is that it does not consider the costs
outside of the subgroup. The costs in the reference group outside the subgroup could
also be high. The following measure counters this disadvantage, by compensating in
the second factor for the costs outside the subgroup:

Relative CWTPD(S) =
(
TP − 1

N
(TP + FP )(TP + FN)

)
· (cS∩T − c¬S) (9.2)

This quality measure is called the Relative Cost-Weighted True Positive Deviation
(Relative CWTPD). In our application, the measure can be interpreted as the amount
of money that would be claimed less if the cross table of counts would be homoge-
neous. This can be viewed as moving examples from the TP cell into the FN cell until
the expected costs cross table is obtained, where costs of non-subgroup examples are
estimated by c¬S.
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(a) |T |/|D| = 10% (b) |T |/|D| = 50%

Figure 9.3: TMCC isometrics.

Relative CWTPD is very suitable for LSD because it simultaneously searches for
difference in counts, and difference in costs between the subgroup and the examples
outside the subgroup.

9.4.2 Measures based on cost difference

CWTPD emphasizes deviation in observed counts. Hence, CWTPD is unable to detect
subgroups for which the only deviation is in the costs. The measures in this section
target such subgroups. To find subgroups for which the mean costs of the target are
different from the negatives, the Mean Cost difference between Classes (MCC) measure
can be used. The MCC detects subgroups for which the continuous target has a higher
value for the positives:

MCC(S) = cS∩T − cS∩F (9.3)

MCC generally finds small subgroups with a big difference in costs. Preferring larger
subgroups, the Total Mean Cost difference between Classes (TMCC) computes the
total amount of money that is involved in this difference:

TMCC(S) = TP · (cS∩T − cS∩F ) (9.4)

This measure compares the mean costs of the positives with those of the nega-
tives. Subgroups for which this difference is high are the most interesting. To obtain
a total amount (as a monetary value), the difference in means is multiplied by the
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t = { + , − , − , − , + , − , . . . }
c = { 2000, 1000, 1000, 1000, 2000, 1000, . . . }

↑
σ

Figure 9.4: A dataset with indicated subgroup of six examples. The mean value for
c is higher for the positive examples than for the negative examples in the subgroup.
This leads to quality (2000− 1000) · 2 = 2000, computed with Equation (9.4).

number of true positives. TMCC isometrics are shown in Figure 9.3a and 9.3b, with
cS∩T ∈ [0, 500] for readability. The horizontal asymptote lies at cS∩F and the vertical
asymptote at TP = 0. MCC isometrics are not plotted: its isometrics only depend on
cS∩F , and do not vary with the size of the subgroup or the number of true positives.
The number of true positives and false positives in a subgroup can be very small, in
which case estimates for cS∩T and cS∩F are based on very few examples. To ensure
substantiated results, a minimum support threshold should be used with this measure.
The advantage of MCC and TMCC is their interpretability: the quality value corre-
sponds directly to the amount of money that is involved. The disadvantage for Local
Subgroup Discovery is that these measures do not consider the reference group.

Figure 9.4 illustrates the computation of the quality measure. The indicated sub-
group will not be found with quality measure (9.1) or (9.2) if the probability of the
target being true is higher outside the subgroup than inside the subgroup.

9.4.3 Measures based on the proportion of costs

The previously introduced measures detect differences in one target vector, and weight
this difference with the other target vector. The following measures are based on
another approach: it considers the difference in distribution of total costs. We consider
the cross table of observed costs, obtained by simply multiplying cells of the two basic
cross tables about counts and costs:

T F

S ∑
xi∈S∩t c

i ∑
xi∈S∩F c

i

¬S ∑
xi∈¬S∩t c

i ∑
xi∈¬S∩F c

i

Operating on this cross table of observed total costs, the Proportional Costs De-
viation (PCD) measure gauges the proportion of costs per cell relative to the total
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costs within the whole dataset. It does not take the size of the subgroup into account.
Denoting the total costs in the dataset by cD = ∑N

i=1 c
i, the PCD measure can be

calculated as follows:

PCD(S) = 1
cD

∑
xi∈S∩t

ci − 1
cD2

∑
xi∈S

ci
∑
xi∈T

ci (9.5)

This measure can be interpreted as the fraction of costs that is observed beyond
expectation in the true positive cell, relative to the total costs in the whole dataset.
In our application, suppose the subgroup indicates cancer patients. A value of 0.1
would mean that in the true positive cell, the fraction of costs compared to the whole
dataset is 10% higher than expected. From a domain expert point of view, this concept
is more intuitively expressed as an absolute monetary value instead of a proportion.
Multiplying Equation (9.5) by the total costs, we obtain:

MVPCD(S) =
∑

xi∈S∩t
ci − 1

cD

∑
xi∈S

ci
∑
xi∈T

ci (9.6)

This quality measure is called the Monetary Valued Proportional Costs Deviation
(MVPCD). This monetary value can be interpreted as the amount of money that is
observed beyond expectation in the true positive cell of the total costs cross table, if
the total costs distribution would be the same for the positives and negatives. In our
example of cancer patients, a value of 100, 000 would mean that the total amount spent
on cancer patients by the target hospital is 100, 000 more than expected. MVPCD has
the advantageous capability to detect both deviations in average costs in the subgroup
and deviations in counts. Less fortunate might be that the calculation of the expected
value depends on the total costs distribution of examples in T . In our example of the
subgroup of cancer patients, it can be that the patients are both not more present
in this hospital and not more expensive than cancer patients at other hospitals, but
due to the presence of ‘cheap’ patients (with a relatively low value for c) outside the
subgroup, the proportion of observed costs spent on cancer patients can still be higher
than ‘expected’. The fact that the costs outside the subgroup also play a role in
calculating the expected value can cause missinterpretation. Figure 9.5 displays the
MVPCD isometrics for an artificial dataset of 1000 examples, with cD = cT = cF = 30.
Furthermore, we assume c > 0. Each surface indicates combinations of the True
Positive Rate, False Positive Rate and cS∩T for which the value of MVPCD is 0, 1000,
2000 and 3000 for the dark red, dark blue, red and blue surfaces respectively. We

158



9.4. Quality Measures

(a) |T |/|D| = 10%, c̄F P = 30 (b) |T |/|D| = 50%, c̄F P = 30

(c) |T |/|D| = 10%, c̄F P = 60 (d) |T |/|D| = 50%, c̄F P = 60

Figure 9.5: PCD isometrics.

can see that for |T |/|D| = 10% a value of 3000 is not possible for this dataset. This
is because we made the assumption that cT = 30, and c > 0, so there is maximum
of cS∩T (the maximum of cS∩T is reached when one observation that has costs 3000,
while the other 99 positive observations have a cost of 0, the quality of this subgroup is
lower than 3000). In the lower right graph, the restriction cF = 30 implies a maximum
FPR of 0.5, since in this graph cFP = 60. (In this case, the False Positives have an
average costs of 60 and the True Negatives and average costs of 0, such that cF = 30).
Subgroups that have a False Positive Rate between 0.5 and 1 do not exist for these
settings of |T |/|D| and cF .
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9.5 Experiments and results

In this section, we illustrate the quality measures by detecting interesting subgroups
in our real-life health care application concerning fraud amongst dentists. We will
use the Local Subgroup Discovery (LSD) approach. As a second application, we show
the results of Descriptive Subgroup Discovery (DSD) on a dataset containing claims
from pharmacies. To show the working of quality measures outside the health care
domain, we present DSD results on a dataset about the scheduling and outcome of
adult criminal court appearances.

9.5.1 LSD results weighting counts by costs

We start with the results of Local Subgroup Discovery on a dataset describing patients
that visited a dentist. Each patient is represented by a binary vector of treatments
that the patient received during a year. The dataset contains 980,350 patients and
542 treatment codes. As a distance measure between patients, we use the Hamming
distance between the treatments they received. Note that because of the discrete
nature of the data, there are many duplicate examples (patients with an identical
combination of treatments). Additionally, the distance of a point to different neighbors
may be identical, which limits the number of subgroups to be tested.

We select a dentist with a markedly high claiming profile, and define the target
vector t accordingly. The dentist is visited by 5, 567 patients (0.57% of the total
dataset). The costs vector c is calculated by summing the costs spent on the treatments
that the patient received during the year.

Since the LSD task is more beneficial in the health care fraud setting than the
DSD task, we start with results for quality measure (9.2), since Relative CWTPD
is more suitable for LSD, while the CWTPD measure from Equation (9.1) is more
suitable for DSD. Recall that in LSD, we can alter the reference group size, and ‘zoom
in’ to different resolutions. The following subgroup containing 85 patients is found at
reference group size 186. The prototype patient is using the treatments:

{221153, C11, C12, D22, D24, D32, D33, D42, M20, M50}

Treatments C11 and C12 are regular consults, M20 and M50 are dental cleaning treat-
ments, and 221153, D22, D24, D33, and D42 are orthodontist treatments performed
by a dentist. Table 9.2 displays the counts and costs within this part of the dataset.
The cross table on the left contains the counts. Eight patients in the subgroup visit
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Table 9.2: The observed counts cross table and the observed costs cross table, for the
subgroup found with the weighted costs measure.

T F
S 8 77
¬S 0 101

T F
S 1, 619 697
¬S 0 686

the target dentist, and none in the reference group (outside the subgroup). Patients
within the subgroup have treatments similar to the prototype, where patients out-
side the subgroup, but in the reference group, use similar but not exactly the same
treatments. From the two tables we can see that the number of true positives of the
observed costs cross table is higher than expected (the expected value under the as-
sumption that P(S) and P(T) are independent), and the mean costs for observations
in the true positive cell are also higher than the mean costs within the other cells.
The expected value for the number of true positives is 3.66. This leads to a quality of
(8− 3.66) · (1, 619− 686) = 4, 051 euro.

To further investigate the observations within the subgroup, and compare them to
the rest of the reference group, we observe Table 9.3, comparing support and costs of all
frequent treatments in the reference group. The table features only those treatments
that have support ≥ 0.1, i.e. the costs of the treatment surpass zero for more than
10% of the patients in the reference group.

The first three (non-header) rows in Table 9.3 detail the supports of the treatments
in several sets: the true positives, the subgroup, and the reference group minus the
subgroup, respectively. The last three lines feature the mean costs in these sets. For
this subgroup, we can conclude that more orthodontist treatments are claimed (codes
D22, D24, D32, D33) within the subgroup compared to the rest of the reference group.
From the mean costs numbers, we can conclude that the D22 and D24 treatments come
with suspiciously high costs in the true positives.

9.5.2 LSD results based on cost difference

With the TMCC quality measure, we find subgroup S2 with prototype x:

{A10, C11, C12, C13, E01, E13, E40, H30, M50, M55, R25, R31, R74, V11, V12,
V13, V14, V20, V21, V40, V60, V80, X10, X21},

which is a single patient using a combination of many treatments. Patients within S2

have a maximum distance of 7 treatments to x. The mean costs of the true positives is
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Table 9.3: Fractions of patients receiving treatments, and associated costs.

S1 221153 C11 C12 D22 D24 D32 D33 D42 M20 M50
S1 ∩ T 1.00 1.00 0.63 0.18 0.75 0.25 0.50 0.63 0.88 0.25

S1 0.78 1.00 0.44 0.05 0.31 0.22 0.31 0.85 0.72 0.26
R1 \ S1 0.75 1.00 0.57 0.38 0.20 0.13 0.13 0.88 0.56 0.26
cS1∩T 169 37 17 175 197 90 131 233 46 5
cS1 85 32 12 80 42 73 49 224 29 7

cR1\S1 73 34 16 22 18 41 19 233 24 5

Table 9.4: Fractions of patients receiving treatments, and associated costs.

S3 C11 C12 M55 V12 V13 V14 V21 V40 V60 X10 X21
S3 ∩ T 1.00 0.93 0.97 0.85 0.31 0.49 0.99 0.47 0.84 0.89 0.74

S3 1.00 0.90 0.99 0.85 0.21 0.54 0.99 0.49 0.56 0.91 0.29
R3 \ S3 1.00 0.86 0.96 0.82 0.21 0.35 0.97 0.28 0.29 0.87 0.17
cS3∩T 37 29 58 51 19 44 69 4 24 21 36
cS3 36 25 59 47 16 46 52 5 13 22 14

cR3\S3 35 24 55 45 16 28 46 3 7 21 9

983 euro, and the mean costs of patients for which the target is false is 773 euro. The
set S∩T contains 89 patients, while 592 patients make up the set S∩F . This leads to
a quality of 18, 665 euro. The main difference in costs is due to the treatments R25 (a
metal crown with porcelain on top), for which the difference between the target and
non-target points is 66 euro, V21 (polishing a filling) with a difference of 31 euro, and
V60 (a pulpa-coverage), and X21 (X-ray) each with a difference of 21 euro.

9.5.3 LSD results based on the proportion of costs

The best subgroup found with the MVPCD measure (9.6) for a maximum reference
group size ρ of 6,000, has a quality of 16, 476. This optimal quality is found for a σ of
1,323 and a ρ of 5, 823. Table 9.4 shows the difference in treatments and costs.

Patients in this reference group are subjected to regular consults (C11, C12), dental
cleaning (M55), 2-, 3-, and 4-hedral fillings (V12, V13, V14), polishing amalgam fillings
(V40), pulpa-covering (V60), and inexpensive and expensive X-rays (X10, X21). From
Table 9.4, we see the difference between the subgroup and the reference group, both
in support of treatment counts, as well as average costs per patient. We see that
the support of the V14, V40, V60, and X21 treatments are higher. When looking
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at the average costs difference, the biggest difference between the subgroup and the
reference group are treatments V21 (costs for polishing a filling) of 23 euro, and X21
(the expensive X-ray) of 27 euro. Hence, for reference-group patients, these treatments
are claimed unusually often, and are more expensive at this dentist. In total, for this
patient group, 16, 476 euro is claimed more than expected.

9.5.4 DSD results on individual transactions

To illustrate the quality measures for Descriptive SD, we use the raw transactional
data of pharmacies (instead of an aggregation on the level of patients). Each individual
record describes one line of a prescription that is delivered to a patient. The record
contains information about the patient (age, gender, birthdate), prescription date (day
of the week, date), and medication (name, therapeutic classification, number of items).
The cost vector c is the amount of money that is charged for the medication. As a
binary target, we consider again a single practitioner (the target pharmacy), and we
compare its transactions with 99 pharmacies from its peer group. The total number
of transactions is 2,117,013. The binary target is true for 9,832 records (0.46 % of the
data). To gauge qualities we use the CWTPD measure to mine the top 50 subgroups,
using the Cortana system. Since the top-50 subgroups contains redundancies, we post-
process the list by searching for the set of 3 least redundant subgroups, gauged by Joint
Entropy [70]. Table 9.5 details the best subgroups.

Subgroup S4 is defined by the pharmacy being visited by many old patients receiv-
ing many items (usually pills). It has the description Birthyear ≤ 1942 ∧#Pieces ≥
14. There are 4,167 true positives, where we would expect 3,472, so the difference
is 694 transactions. These transactions have an average cost of 45.29 euro, lead-
ing to a quality of 31,465.49 euro. Subgroup S5 indicates that relatively much non-
generic medication is delivered at this pharmacy. The description of the subgroup is:
MedicationType = non-generic ∧#Pieces ≥ 30 Non-generic medication is produced
by pharmaceutical companies that hold the (sometimes already expired) corresponding
patent. It is more expensive than the generic equivalent, so this is an interesting sub-
group from a cost perspective. Subgroup S6 indicates that relatively many items are
delivered at once. It has the description #Pieces ≥ 90. When we investigate the dis-
tribution of number of items, we observe indeed that this pharmacy frequently delivers
boxes of 90 or 180 items. Also, the mean costs of the true positives is heavily influ-
enced by a few outliers. Eight records of the target pharmacy correspond to one patient
that is using Lenalidomide, an immunosuppressant to treat myeloma. Lenalidomide
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Table 9.5: Descriptions of the three least redundant descriptive subgroups from
the top-200 found on the pharmacy dataset. Subgroup S4 is defined by conditions
Birthyear ≤ 1942 ∧ #Pieces ≥ 14, subgroup S5 by conditions MedicationType =
non-generic ∧#Pieces ≥ 30, and subgroup S6 by conditions #Pieces ≥ 90.

S |S| |S ∩ t| cS∩T cS∩F CWTPD
S4 708,141 4,167 45.29 33.08 31,465.49
S5 1,055,077 5,671 39.42 34.54 30,388.79
S6 651,447 3,638 47.65 40.89 29,182.60

is an expensive type of medication (the costs per patient are on average 6,453.80 euro
per month). Using domain knowledge, this is an interesting finding because it may
indicate inefficient claiming behavior, since the medication called thalidomide (also
an immunosuppressant to treat myeloma) costs on average 82 euro per patient per
month. The other two outliers are interesting from a cost/fraud perspective because
of deliveries of 3,300 and 6,600 pills (very high amounts) of an anti-parkinson drug.

9.5.5 DSD results on CourBC data

In this section, we illustrate using the quality measures when the continuous target
c does not have a monetary value. The CourBC dataset [101] details scheduling and
outcome of all adult criminal court appearances (in total: 82,027 records), heard in
a Provincial Court within the Canadian province of British Columbia (BC) between
June 1, 2007 and May 31, 2011. The dataset is one component of a data warehouse
maintained at the Institute for Canadian Urban Research Studies (ICURS) at Simon
Fraser University (SFU), and was collected from publicly available data published by
BC Court Services.

We analyze a subset of the CourBC dataset, concerning only scheduling informa-
tion. We strive to detect differences between courts, singling out one court as our
binary target, randomly picking the Richmond Provincial Court. In total 2,221 court
decisions in our dataset are from the Richmond Provincial Court (the number of pos-
itive examples is 2,221, or 2.71%). The relevant commodity in the CourBC dataset
is the number of days it takes to reach a verdict. Hence we strive to find subgroups
of cases for which the court works relatively inefficiently in terms of time spent. Be-
yond that, the dataset details for each case the number of people charged, number of
charges, average severity of the charges, and the number of appearances before court.
The histograms in Figure 9.6 show the distribution of the continuous target c for sev-
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Figure 9.6: Distribution of the number of days, for positive and negative examples, on
the whole dataset and restricted to subgroup S7.
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Table 9.6: CourBC descriptive subgroups found with the MCC measure. The best
subgroup found is S7 : Severity ≤ 3.5 ∧ Severity ≥ 2.5 ∧ #Appearances ≤ 8. The
other subgroups in the table are the three least redundant subgroups in the top-
50; S8 : #Charges ≥ 2 ∧ #Appearances ≤ 12 ∧ Severity ≤ 4.0, S9 : Severity ≤
3.5 ∧ Severity ≥ 2.5, and S10 : #Charges = 2 ∧#Appearances ≤ 9.

S |S| |S ∩ t| cS∩T cS∩F MCC
DB 82 027 2 221 161.14 161.05
S7 5 480 105 194.94 121.04 73.91
S8 19 560 473 231.30 169.21 62.09
S9 7 014 144 235.63 177.85 57.79
S10 21 039 479 195.19 139.22 55.97

eral subsets of the dataset. The 180 cases (0.22%) lasting over 1000 days are left out
of the figure, to increase legibility.

We run the DSD task with several quality measures. Firstly, with the MCC mea-
sure, we find the subgroups presented in Table 9.6. The best subgroup found concerns
those cases for which the average severity of the charges lies between 2.5 and 3.5, and
that appeared before court less than 8 times. In the CourBC dataset, charges are
assigned severity 3, if they correspond to offences that impede the process of justice
or result from an earlier offence. Hence, such administrative offences with a relatively
low number of appearances take up a disproportionally large amount of days of the
Richmond Provincial Court.

Secondly, with the PCD measure, we find top subgroups that are very similar
to each other. We present the 3 least redundant subgroups from the top-200 found
subgroups in Table 9.7. They are typically much larger than the ones found with MCC.
From the total number of 357,899 days spent by the Richmond Provincial Court, we
would expect 123,997 days to be assigned to cases in the top subgroup. Instead,
167,106 days were spent on those cases, so possibly 43,109 days could be gained.

Thirdly, the results obtained with TMCC are quite similar to those with PCD:
subgroups that contain Severity ≤ 5 in their description, and a low number of ap-
pearances also score high according to those measures, since for these subgroups both
the mean costs and the amount of true positives is high.

Fourthly, the top result with CWTPD is: Severity ≤ 4.0∧ #Appearances ≥ 5.
Cases with this description occur relatively often at the Richmond Provincial Court,
in total for 36,361.25 days.

Finally, when we compare the results found with MCC with those found with
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Table 9.7: CourBC descriptive subgroups found with the PCD and MVPCD measure.
The best subgroup found is S11 : #Charges ≤ 2 ∧#Appearances ≤ 11 ∧ Severity ≤
4.0. The other subgroups in the table are the three least redundant subgroups in
the top-50; S12 : #Appearances ≤ 12 ∧ Severity ≤ 5.0, S13 : Severity ≤ 5.0 ∧
#Appearances ≥ 5 ∧ #Appearances ≤ 13, and S14 : #Charges ≤ 2 ∧ Severity ≤
4.0 ∧#Appearances ≥ 3.

S |S| |S ∩ t| cS∩T cS∩F PCD MVPCD
DB 82,027 2,221 161.14 161.05
S11 33,531 1093 152.88 135.94 0.00326 43,109.14
S12 39,194 1226 157.69 142.65 0.003131 41,363.16
S13 19,528 661 267.10 257.73 0.003030 40,033.84
S14 28,187 948 210.39 210.2 0.002945 38,904.46

PCD, we see that MCC finds smaller subgroups. The last row in Table 9.7 details
a subgroup found with PCD for which cS∩T is not very different from cS∩F , hence
the subgroup will not score high according to MCC. For the top subgroup found with
MCC, the observed number (105) in the TP cell is less than expected (148.37). This is
an example of a subgroup that represents a higher average value in terms of the costs,
but is not deviating in terms of the binary target. MCC is very well suited for finding
such subgroups, compared to the other measures.

9.6 Conclusions

We develop quality measures for Subgroup Discovery in a setting with a compound
target. On the one hand, a binary target indicates membership of a group, and on
the other hand, a real-valued target indicates a commodity. The most straightforward
commodity for which this setting is applicable is a dataset involving money. One
can think for instance of patients in a medical dataset that have a total amount of
money claimed with their insurance company. We detect malicious claiming behavior
(or even fraud) on a level that is interesting to the insurer from an economic point
of view. On the level of medical practitioners such as pharmacies, the additional
binary target comes into play, indicating whether a patient received care from a given
provider. In this chapter we develop quality measures for this setting, whose values
have an intuitive meaning in terms of the commodity: if a quality measure can be
interpreted in terms of money recovered when the corresponding subgroup is dealt
with, this enables the domain expert to make informed executive decisions.
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We introduce six quality measures, roughly falling into three categories. Measures
from the first category focus on the distributional difference in the binary target:
the CWTPD assigns to a subgroup the total costs involved in the subgroup, and
the Relative CWTPD measures the amount of money that would be recovered if the
patients were distributed homogeneously within and outside of the subgroup. Measures
from the second category focus on the distributional difference in the real-valued target:
the MCC finds subgroups that maximizes the distance between average real-valued
target values, and the TMCC computes the amount of money involved in the distance.
Measures from the third category take a hybrid approach to the two targets: the PCD
gauges the fraction of costs that is observed beyond expectation in the subgroup for
the practitioner relative to the total costs in the whole dataset, and the MVPCD
gauges the amount of money observed beyond expectation within the subgroup for
the practitioner.

Depending on domain expert demands, different quality measures may be prefer-
able. CWTPD has a very clear interpretation, but does not take into account that
a practitioner may also serve relatively expensive patients outside of the subgroup,
which Relative CWTPD does. MCC finds very specialized subgroups having very ex-
pensive members, but the subgroups are usually not very large; TMCC is designed
to find larger subgroups. PCD computes a fraction, which is dimensionless, allowing
comparison of PCD-measured quality of results over multiple datasets, but it is not
trivial to interpret; MVPCD caters for the domain expert in that respect. The focus of
(Relative) CWTPD on the membership target results in subgroups that are markedly
different from results of measures from the other two categories, which focus at least
partially on the commodity target.

Although a monetary-valued dataset is a prime example of the problem settings
one could approach with these quality measures, the setup is more generic, allowing
any kind of real-valued commodity. In fact, for any commodity we have in our dataset
for which it is somehow desirable to limit its use, the associated qualities of subgroups
found with these measures will always have a more or less straightforward interpre-
tation in terms of the commodity. We illustrate this with experiments on a dataset
detailing the number of court days necessary to reach a verdict in a court case. Found
subgroups can be delivered to a domain experts with an associated number of court
days that could potentially be salvaged, which is valuable information for making
executive decisions.

From our primary application domain, health care, we conclude that subgroups
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are more interesting because more money is involved. Even very small subgroups
were found using the cost-based quality measures. These subgroups would not be
considered interesting according to commonly used Subgroup Discovery quality mea-
sures, but such small groups are more actionable and easier to investigate than larger
subgroups. In case such a subgroup consists of clear outliers, money can be claimed
back. Other subgroups that are found with cost-based quality measures are often not
directly related to fraud, however they do indicate excessive claiming behavior. Such
new subgroups can function as a benchmark statistic, to compare claiming behavior
of medical practitioners. When the subgroup is new to the insurance company, this is
very valuable information. Medical practitioners that are identified to claim differently
can be made aware of this. Usually this will result in a lower amount claimed by the
practitioner in the future.
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10
Conclusions and Future Work

10.1 Conclusion

The focus in this thesis is on a particular type of pattern: differences. We are interested
in detecting interesting, interpretable differences that are new to the user. Why are
differences interesting? Because differences generate new hypotheses: the first question
that comes to mind after detecting a difference is usually “Can this difference be
explained?”, or “What can cause such a difference?”. If these questions cannot be
answered (either by data analysis or by domain knowledge), the difference can be
investigated further. Such a difference is thus an actionable difference, because it
leads to a follow-up by the domain expert in the ‘real world’. After investigation,
something new is learned.

This thesis is about detecting interesting differences in data. The central question
is: how can we detect them? Within the health insurance domain, this central question
is translated to: How can potential cases of fraud be discovered in health care insurance
data?

In this thesis, we presented new detection techniques, as well as extensions to exist-
ing ones in order to make these techniques more effective. As a practical application,
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we demonstrated the use of these contributions on the health insurance application. In
our health care application, the knowledge that is obtained is about claims by medical
practitioners. Investigation in the real world typically consists of checking whether or
not the claiming behavior is excessive or even fraudulent.

The main methods used in this thesis, Outlier Detection and Subgroup Discovery,
already have a clear focus on detecting differences. Both are introduced in the first
chapters: Chapter 2 introduces Outlier Detection, and Chapter 3 introduces Subgroup
Discovery. The further chapters focus on one or both of these detection techniques.
The chapters are about new detection techniques, and about making a detection tech-
nique more effective, for example by finding more interesting, and better interpretable
patterns.

Furthermore, this thesis answered questions about applying data mining techniques
to detect differences. There are questions related to the interestingness of the patterns
found and questions are related to the presentation of patterns:

Chapters 4 and 5 are about applications of Outlier Detection. Chapter 4 describes
making the outlier detection approach more effective, by increasing the interestingness
of patterns. Patterns found in this chapter are more interesting (from an application
point of view) because they are found on a higher level of aggregation: it is much more
interesting if a medical practitioner can be labeled as suspicious, than focussing only
on individual claims or patients (of which there are simply too many to investigate).
Furthermore, the fraud scatter plot that is introduced also focusses on interestingness
to the user because it shows the amount of money involved. Chapter 5 focuses on both
interestingness and interpretability. The chapter is about automatically generating
interpretable descriptions of outlying patterns. Patterns are more interesting than
single outliers, because patterns may indicate systematic behavior. This extension
makes outlier detection techniques much easier to use for the statistician as well as
the domain expert.

Without accounting for subgroup redundancy, a subgroup discovery algorithm is
not effective: there are simply too many overlapping groups, which hampers a clear
presentation of the subgroups to the user. Chapter 6 elaborates on this research topic
in Subgroup Discovery. We explain different approaches of removing redundancy, and
explain how Chapter 7 and Chapter 8 are related to other redundancy-removal meth-
ods. The three chapters 7, 8, and 9 are applications of Subgroup Discovery techniques.
Local Subgroup Discovery (LSD) (Chapter 8) can support several purposes. Firstly,
it can be used to detect new patterns, that are not found with existing SD techniques.
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Secondly, it can be used to further explain subgroups by presenting the quality with
respect to their reference group, hence increasing the interpretability of the subgroup.
Adding prior knowledge (Chapter 7) aims at incorporating knowledge of the user in
the SD process, hence increasing the interestingness of patterns that are found. The
second extension that is described in this chapter is including costs in the quality mea-
sure of the subgroup. Incorporating costs in SD is also the topic of Chapter 9. Several
quality measures that include costs are presented and compared. These enable the user
to focus on subgroups with high costs involved, thus increasing the interestingness of
subgroups.

Both Outlier Detection and Subgroup Discovery produced useful insights and re-
sults. Outlier detection is useful for exploring data. With model-based outlier de-
tection, we do not only learn what are the outliers, but also about the model that
describes the data. Similarly, with distance-based approaches, we learn about outliers
as well as about nearby clusters that are present in the data. However, this informa-
tion is not often obtained easily. Usually extra (manual) investigation of the data has
to be done to further explain the reason why an outlier is declared anomalous. This
makes outlier detection techniques very exploratory for the data mining expert as well
as the domain expert.

Subgroup Discovery on the other hand, aims at directly describing differences.
Why a pattern is different can be directly derived from the description itself, and
there is no manual investigation needed afterwards. This makes Subgroup Discovery
much more systematic: the same subgroup discovery algorithm can be run periodically,
each time producing interpretable results. This does not mean that the data mining
expert is not needed anymore. Note that Subgroup Discovery is used for detecting
differences – so we get differences only. Analysis afterwards is usually done to answer
the question “can we explain why this is different?”. This is about giving insight in
subgroup characteristics (attributes other than the description of the subgroup) as well
as reference groups, etc. Typically the data mining expert is still needed to explain
the insights that are obtained from these analyses.

10.2 Future Work in Subgroup Discovery

We mention lines of further research in Subgroup Discovery that are related to Chap-
ters 4, 5 and 8.
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10.2.1 More target settings

In Chapters 4 and 5 we combined Outlier Detection with Subgroup Discovery, by using
a multi-step approach. In both chapters we first calculated an outlier score, and then
aggregated these on a higher-aggregation level. An interesting line of research would
be to treat the outlier score column as well as the multi-class column containing the
entities, as a multi-target SD setting. Such a multi-target column setting also applies
when detecting trends for a given entity. In that case one column contains the multi-
class target containing the entities, and another column is time related, for example
indicating a month or a year.

Other instances of the multi-class setting are worth investigating too. In this thesis,
the most common Subgroup Discovery setting is the one-to-many setting for a multi-
class target. In that case, one value of the nominal target attribute is treated as the
target class, that is compared against the other values of the nominal target attribute.
Instead of this one-to-many setting, another SD setting would be to compare a target
group of nominal values against the other values. This task is related to predictive
clustering [99, 20], where a distance measure is used to group the nominal target values
together in one cluster. Groups of nominal target values can be based on attribute-
based descriptions as well. As yet another SD setting, we propose to maximise the
variance or diversity between classes. In this way, we can search for subgroups with
high variance. Within our health insurance application, this may indicate treatments
for which there are no clear medical guidelines.

10.2.2 Subgroup explanations and characteristics

In this thesis, the focus was on subgroups described by conjunctions of conditions. New
lines of research combine SD with interactive data mining. Instead of presenting only
conjunctions of conditions, often other information (other features) of the subgroup
and the target can be presented to the user as well. In our application, also to time-
related features and social-network related features of a practitioner can be interesting
for the user. This can lead to new ideas about (time or social-network-related) features
to include in the SD process.

The idea of providing more explanation about a subgroup than only the description
itself was already mentioned in the Chapter 8 about local subgroups. The main idea
is to provide extra intelligence about the subgroups that are found, in the ideal case
this intelligence can be generated automatically. One way to do this, is with the
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reference groups, proposed in Chapter 8. These reference groups may provide possible
explanations about subgroups that are found. For a subgroup S we can search for a
reference group R that ‘explains’ S, i.e., the quality value of S ∧ R compared to R

is much lower than the quality value of S compared to the whole dataset. Ideally, R
should cover S completely. For a subgroup S, we can search for generalisations of S,
or largely overlapping reference groups, that may ‘explain’ S.

Other characteristics of subgroups are refinements of S that have a high quality
difference from S. Such refinements may indicate an interesting ‘split’ in the subgroup
that can be interesting to the user. As a third type of subgroup, characteristics are
attributes that are not in the description of S, and are correlated with S. In our health
insurance application for example, it may be interesting for a subgroup S of patients
(for example receiving a certain treatment), to provide the information that 90% of
these patients are male, with respect to 50% males in the whole dataset.

10.3 Health Insurance Application

Throughout this thesis we used examples from the health insurance domain. Detect-
ing differences is interesting, already from the intelligence gathered itself. The main
application within health insurance, is to gain insight in health care costs. In the
last years (in the Netherlands, but also in other western countries), there is a rise in
health-care costs, and a growing urgency to control these. By detecting differences,
we can locate where (for which medical practitioner, or for which region) costs are
higher. This can be used for further investigation into the medical practitioners with
high claim costs. In the extreme case, this can relate to fraudulent behavior, in which
case money can be recovered. More often, money can not be claimed back, and the
medical practitioner can be notified about the cost difference with his peers. This can
lower health care costs for the future.

Differences in costs can be related to claiming behavior, as well as differences in
medical practice (therapy duration, kind of treatment). Different medical practition-
ers may prefer different treatments. Intelligence gathered by the methods used in this
thesis can answer questions as: which physicians are compliant with medical guide-
lines, and which are not? What are the main cost differences in treatments that are
performed between otherwise similar medical practitioners? By detecting new pat-
terns, we generate new hypotheses about where to improve medical practice. This can
be used as input to improve medical guidelines.
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Within the health insurance application, patterns found using outlier detection
and subgroup discovery can be used to create a monitor of interesting patterns. Once
an interesting pattern is found, it can be added to this monitor, thereby periodically
checking if this pattern is still occurring in newer claims. Newer claims can also be
checked for new outliers and subgroups, thereby continuously improving this monitor.
Next to detecting patterns on the level of medical practitioners, also regional differences
can be added. A next step is to add more data instead of the claim transactions only,
like customer reviews and other unstructured data about the medical practitioner.
The final goal is to build a broad range of patterns and indicators to gain full insight
into treatment- and claiming behavior.
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11
Summary

In recent years, the increase of digital data has resulted in the growth of huge databases.
With the growth of these databases, the interest in gathering information from these
datasets also grew. The research field called Data Mining refers to extracting knowl-
edge from these large amounts of data. Ideally, this knowledge obtained by running a
data mining algorithm is new and useful. Such information from data mining is often
referred to as a model or a pattern.

Within this thesis, we focus on data mining algorithms that can be used to de-
tect differences. Differences generate new hypotheses: the questions that comes to
mind after detecting a difference is usually: “Can this difference be explained?”, or
“What can cause such a difference?”. If these questions cannot be answered (either by
additional data analysis or by domain knowledge), the difference can be investigated
further in the real world. Such a difference is called an actionable difference, because
it leads to a follow-up by the user of the algorithm.

In this thesis, the algorithms are applied in the health insurance domain. The
main application of detecting differences within health insurance is to gain insight in
cost differences. By detecting differences, we can locate where, for example for which
medical practitioner or for which region, costs are higher. Apart from the deepening
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of our knowledge in the health insurance domain, there is a clear application present
in the real world; the differences in claiming behavior from medical practitioners may
indicate fraud, waste, or abuse.

The techniques used in the thesis fall in the categories of Outlier Detection and
Subgroup Discovery techniques. Both techniques can be used to detect differences.
Outlier Detection aims at identifying individual outlying points. These are observa-
tions that are somehow different from the other observations. Subgroup Discovery
aims at finding descriptions of deviating patterns. The subgroups are described by
variables in the data. Subgroup Discovery techniques find groups for which the target
attribute had a different distribution, compared to the rest of the data. So instead of
deviating points that we find with Outlier Detection techniques, we find descriptions
of patterns with the use of Subgroup Discovery techniques.

Inspired by the health insurance application domain, we describe how we can make
detection techniques more effective and actionable. Outlier detection techniques can
be made actionable if they are aggregated over entities. For example, in our appli-
cation domain it is much more interesting if a medical practitioner (the entity) can
be labeled as suspicious or anomalous as a whole, than focussing only on individual
claims. Outlier detection techniques can be made more effective and actionable by
providing descriptions that are easily understood by the user. We show how we can
generate these descriptions automatically.

Subgroup discovery techniques can be made more effective and actionable too.
By searching for subgroups locally, we can provide information about a subgroup’s
neighborhood (the part of the data in which the subgroup is found), hence increasing
the interpretability of the subgroup. Local subgroups can also be detected to increase
the actionablity: we find a difference with respect to a group of rather similar cases.
Prior knowledge to the Subgroup Discovery algorithm accounts for differences that
may be caused by differences we already know. In our health insurance application,
these may be differences that could be ‘explained’ by population differences between
regions or medical practitioners. As a second application, we can add subgroups we
already found as prior knowledge, in order to find new descriptions of subgroups. To
make Subgroup Discovery techniques even more effective, we can incorporate costs in
the quality measure. In that case the quality of a subgroup can be measured as a
monetary value, relating to potential gains or losses.

Both Outlier Detection and Subgroup Discovery produced useful insights and re-
sults. Outlier detection is useful for exploring data. With model-based outlier de-
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tection, we do not only learn what are the outliers, but also about the model that
describes the data. Similarly, with distance-based approaches, we learn about outliers
as well as about nearby clusters that are present in the data. However, this informa-
tion is often not obtained easily. Usually, extra (manual) investigation of the data has
to be done to further explain the reason why an outlier is declared anomalous. This
makes outlier detection techniques very exploratory for the data mining expert as well
as the domain expert.

Subgroup Discovery on the other hand, aims at directly describing differences. Why
a pattern is different can be directly derived from the description itself, and there is no
manual investigation needed afterwards. This makes Subgroup Discovery much more
systematic: the same subgroup discovery algorithm can be run periodically, each time
producing interpretable results.
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12
Samenvatting

Het op grote schaal meten en vastleggen van digitale data heeft in de afgelopen jaren
geleid tot steeds grotere datasets. Met de groei van deze datasets ontstond ook de
behoefte aan methoden en technieken om nuttige en bruikbare informatie uit deze
data te halen. Het onderzoeksgebied dat we Data Mining noemen houdt zich hier
mee bezig. In het ideale geval geeft een Data Mining algoritme de gebruiker nuttige
en nieuwe informatie, door middel van ‘één druk om de knop’. Kennis die uit Data
Mining volgt worden ook wel modellen of patronen genoemd.

In dit proefschrift focussen we op het detecteren van verschillen. Afwijkende pa-
tronen zijn interessant, omdat ze vaak nieuwe hypothesen genereren. Vragen die op-
komen na het detecteren van een afwijking zijn: “Waardoor zou dit kunnen komen?”
of “Kunnen we dit verschil verklaren?” Als een verschil niet direct verklaard kan wor-
den (door middel van extra data analyse of parate domeinkennis), kan het afwijkende
patroon verder onderzocht worden. Zo een verschil is bruikbaar omdat het leidt tot
een vervolgactie door de gebruiker.

De methoden in dit proefschrift zijn gëınspireerd door toepassingen op het ge-
bied van data met betrekking tot zorgverzekeringen. De informatie die hier gevonden
wordt, heeft vaak betrekking op verschillen in aantallen en kosten (denk aan regionale
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verschillen en verschillen tussen zorgaanbieders). Naast het verkrijgen van inzichten in
zorgkosten is er ook een andere toepassing: het controleren op feitelijke levering van
zorg, gepast gebruik, en misbruik.

De technieken die in dit proefschrift gebruikt worden zijn Data Mining methoden
in de categoriën Outlier Detection en Subgroup Discovery. Beide technieken worden
gebruikt om verschillen te detecteren. Outlier Detection technieken zijn geschikt om
individuele afwijkende punten in een dataset op te sporen. Subgroup Discovery tech-
nieken vinden subgroepen; deelverzamelingen die worden beschreven met behulp van
variabelen in de data. Subgroup Discovery technieken vinden subgroepen waarvan
het doelattribuut (de target) een afwijkende verdeling heeft. In plaats van afwijk-
ende punten zelf, vinden we met Subgroup Discovery beschrijvingen van afwijkende
patronen.

Gëınspireerd door de toepassing op zorgverzekeringdata, beschrijven we in dit
proefschrift hoe we de detectietechnieken effectiever en actiegerichter kunnen maken.
Outlier Detection technieken kunnen actiegerichter worden gemaakt door outliers te
aggregeren op een hoger entiteitniveau; in het toepassingsgebied van de zorg is het
waardevoller om te weten of een zorgaanbieder in zijn geheel (het hogere entiteit-
niveau) als interessant kan worden aangemerkt, dan ons alleen te focussen op indi-
viduele declaraties (het lagere entiteitniveau). Een andere manier om de effectiviteit
van Outlier Detection technieken te vergroten is het geven van beschrijvingen die direct
door de gebruiker gëınterpreteerd kunnen worden.

Subgroup Discovery technieken kunnen ook effectiever en actiegericht gemaakt wor-
den. Door te zoeken naar lokale subgroepen kunnen we informatie weergeven over het
deel van de data waar de subgroep zich bevindt, en zo de interpreteerbaarheid van de
subgroep verhogen. In onze toepassing kunnen lokale subgroepen ook zeer actiegericht
zijn doordat ze een verschil weergeven met betrekking tot een vergelijkbare referen-
tiegroep. Om de effectiviteit van Subgroup Discovery technieken te vergroten, beschrij-
ven we hoe we voorkennis kunnen toevoegen aan het algoritme. In onze zorgverzek-
eringtoepassing bijvoorbeeld, heeft elke zorgaanbieder een andere patiëntenpopulatie.
Door middel van het vooraf toevoegen van deze kennis worden verschillen tussen zorg-
aanbieders, die alleen ontstaan door het hebben van een andere patiëntenpopulatie,
niet gerapporteerd. Ook kunnen alle beschrijvingen van patronen die al bekend zijn,
worden toegevoegd als voorkennis. Op die manier worden alleen nieuwe beschrijvingen
gevonden, en worden oude patronen niet steeds opnieuw gedetecteerd. De effectiviteit
van Subgroup Discovery technieken kan ook sterk verhoogd worden door het toevoegen
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van kosten in de kwaliteitsmaat (een maat die aangeeft hoe interessant een subgroep
is). Op die manier kan de kwaliteitsmaat worden uitgedrukt in een monetaire waarde,
die bijvoorbeeld gerelateerd is aan opbrengsten of verliezen.

Zowel Outlier Detection als Subgroup Discovery technieken leverden bruikbare
inzichten en resultaten op. Outlier Detection is nuttig voor het exploreren van data.
Niet alleen leren we iets over de outliers zelf, maar bijvoorbeeld ook iets over het
model waaraan de data voldoet (in het geval van model-gebaseerde outliers), of we
leren iets over nabije clusters van datapunten (in het geval van distance-based Outlier
Detection). Deze informatie is niet makkelijk snel inzichtelijk te maken. Vaak moet
er (handmatig) nog verder onderzoek gedaan worden om extra inzicht te krijgen in
waarom een datapunt precies als outlier wordt aangemerkt. Dit extra onderzoek is
leerzaam, maar maakt wel dat Outlier Detection een heel exploratief karakter heeft.

Subgroup Discovery richt zich op het beschrijven van verschillen. De reden waarom
iets verschilt is vaak direct uit de beschrijving zelf af te lezen, en er is geen extra
(handmatig) werk nodig. Dit maakt dat Subgroup Discovery veel systematischer is:
hetzelfde Subgroup Discovery algoritme kan bijvoorbeeld periodiek uitgevoerd worden,
om steeds weer een lijst met interpreteerbare resultaten te krijgen.
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